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Kurzfassung

Brustkrebspatientinnen sprechen sehr unterschiedlich auf eine neoadjuvante Chemo-
therapie an, was die Vorhersage des individuellen Therapieansprechens erschwert. In
dieser Arbeit wird untersucht, ob sich eine typische Radiomics-basierte Klassifikati-
onsanalyse des Therapieansprechens durch die Integration eines mechanistischen Tu-
morwachstumsmodells, des Simeoni-Modells [SMCT04], verbessern ldsst. Grundlage
der Untersuchung bilden Diffusion-Weighted-Imaging-Daten (DWI) von 162 Patientin-
nen der ACRIN6698-Studie [NPZ™21], aufgenommen zu vier Bildgebungszeitpunkten
wéahrend ihrer Behandlung. Daraus wurden 428 Radiomics-Features sowie 15 aus dem
Simeoni-Modell abgeleitete mechanistische Features extrahiert. Insgesamt wurden 116
Random-Forest-Modelle mit unterschiedlichen Feature-Sets, Zeitpunktkombinationen
und Selektionsmethoden trainiert und mittels Leave-One-Out Cross-Validation fiir eine
Klassifikation in fiinf Ansprechkategorien evaluiert. Abschlieend wurde ein interaktives
Visual-Analytics-Dashboard zur systematischen Exploration des Experimentalraums
entwickelt. Das beste Modell erzielte eine Genauigkeit von 90,1%, ausschliefSlich auf Basis
von Radiomics-Features aller vier Bildgebungszeitpunkte. Modelle, die zusétzlich Simeoni-
Features einbezogen, schnitten durchgehend schlechter ab, mit Einbulen zwischen 2,4%
und 6,2%. Als starkster Einflussfaktor auf die Klassifikationsgenauigkeit erwies sich die
Anzahl der einbezogenen Bildgebungszeitpunkte: Die Genauigkeit stieg von 71,6% mit
ausschliellich Baseline-Daten auf 90,1% bei Verwendung aller Zeitpunkte. Statistische
Tests bestétigten, dass die Simeoni-Features redundant zu den Radiomics-Features sind
und keinen komplementiren Beitrag leisten. Fiir den klinischen Einsatz werden daher rei-
ne Radiomics-Modelle empfohlen. Das Simeoni-Modell liefert biologisch interpretierbare
Kenngrofien zur Tumordynamik, tragt jedoch nicht zur Verbesserung der Klassifikation
bei.
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Abstract

Predicting treatment response in breast cancer patients undergoing neoadjuvant
chemotherapy remains challenging, due to the substantial variation in how tumors
respond to treatment. This thesis investigates whether mathematical tumor growth mod-
eling, specifically the Simeoni model ﬂm, can enhance a typical radiomics-based
treatment response classification analysis. We analyzed Diffusion Weighted Imaging
(DWI) data from 162 patients in the ACRIN6698 trial [NPZT21] across four imaging
timepoints during their treatment, extracted 428 radiomic features and 15 Simeoni-
derived mechanistic features, and trained 116 Random Forest model configurations across
different feature sets and timepoint combinations using Leave-One-Out Cross-Validation
for five-class treatment response classification. An interactive visual analytics dashboard
was finally developed for the systematic exploration of the experimental space. The
best model achieved 90.1% accuracy using radiomics-only features from all four imaging
timepoints. Combined models with Simeoni features consistently underperformed, with
accuracy reductions ranging from 2.4% to 6.2%. Multi-timepoint imaging was the
strongest predictor of accuracy, increasing performance from 71.6% with baseline data
to 90.1% with all timepoints. Statistical analysis confirmed that Simeoni features are
redundant with multi-timepoint radiomic features rather than being complementary.
For clinical application, radiomics-only models are recommended for treatment response
classification. The Simeoni model provides biological insight into tumor dynamics but
does not enhance classification performance.

xiii
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CHAPTER

Introduction

1.1 Motivation

Breast cancer is the most commonly diagnosed cancer among women worldwide, with
approximately 2.3 million new cases documented in 2022 [BLS™24]. For patients with
locally advanced disease, neoadjuvant chemotherapy is standard treatment, typically
consisting of sequential taxane and anthracycline-based regimens administered over 20 to
24 weeks |[GMAT23]. Treatment response varies substantially across patients, and early
prediction of how a tumor will respond could enable personalized therapy adaptation,
improving outcomes for non-responders while avoiding unnecessary toxicity, i.e., side
effects, in patients already on an effective regimen [HBB™12].

Radiomics offers a data-driven approach to this prediction challenge. By extracting
quantitative features from medical images, the field of radiomics captures spatial tumor
characteristics that may not be apparent through visual assessment alone [LRVL™12,
GKH16]. Applied to Diffusion Weighted Imaging (DWI), radiomic features can quantify
tumor cellularity, heterogeneity, and morphology at each imaging timepoint throughout
treatment. Studies using radiomic features for breast cancer treatment response prediction
have reported area under the receiver operating characteristic curve (AUC) values in the
range of 0.80 to 0.90 [LLW ™24l |GPI"25], establishing radiomics as a promising source of
predictive markers (Chapter 3).

A complementary perspective comes from mathematical tumor growth modeling. The
Simeoni model [SMCT04|, widely used in pharmacometrics, describes tumor growth
and drug-induced cell death through a system of ordinary differential equations with
four compartments. While radiomic features capture spatial tumor characteristics at
individual timepoints, the Simeoni model captures temporal treatment dynamics: how
tumors grow, how drugs suppress that growth, and how tumors may repopulate between
treatment phases. Despite growing interest in combining mechanistic and data-driven
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1.

INTRODUCTION

approaches for oncology applications [MJM™24, BKV 22|, no prior work has combined
Simeoni-derived features specifically with radiomics for breast cancer treatment response
prediction.

The central question is whether these two perspectives provide complementary information
or encode the same underlying signal through different representations. If the features
are complementary, combining them should improve prediction. If they are redundant,
multi-timepoint radiomic features already capture the tumor dynamics that mechanistic
modeling describes, and combining them would not provide additional information or
improve predictive accuracy. Distinguishing between these scenarios requires systematic
experimental comparison across multiple feature sets and temporal configurations.

Testing this hypothesis systematically across multiple feature sets, timepoint combi-
nations, and feature selection methods produces an experimental space of 116 model
configurations. To support exploration of this space, we developed an interactive visual
analytics dashboard for comparing model results, examining patient subgroups, and
assessing feature importance across the full set of experimental conditions.

1.2 Research Question and Aim of the Thesis

1.2.1 Research Question

Can mathematical tumor growth modeling enhance radiomics-based predic-
tion of treatment response in breast cancer patients undergoing neoadjuvant
chemotherapy?

We operationalize treatment response as a five-class classification based on relative tumor
volume change between baseline and post-treatment imaging as established in literature:
significant shrinkage, moderate shrinkage, stable, moderate growth, and significant
growth. This is a deliberate departure from the binary pathological complete response
(pCR) classification that dominates the literature [vMUBT12, ICZU"14]. The degree
of tumor change carries clinical significance beyond the distinction between complete
and incomplete response [SPHT07], and a finer classification captures the spectrum of
treatment outcomes observed in clinical practice.

This research question is decomposed into three sub-questions:
1. To what extent do Simeoni-derived features improve treatment response prediction
when combined with radiomic features?

2. What is the role of temporal data from multiple treatment timepoints in prediction
performance?

3. To what extent can visual analytics support the exploration and interpretation of
results from combined mechanistic-radiomics models?
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1.2. Research Question and Aim of the Thesis

1.2.2 Aim of the Thesis

We aim to systematically investigate whether integrating Simeoni-derived mechanistic
features with radiomic imaging features improves treatment response prediction in
breast cancer patients undergoing neoadjuvant chemotherapy. We adapted the Simeoni
tumor growth model from its original xenograft context to human breast cancer, trained
and compared classification models across multiple feature combinations and temporal
configurations, and developed interactive visual analytics tools for exploring the results.
The investigation provides clear empirical evidence for or against the complementarity of
mechanistic and imaging features, with transparent reporting of all outcomes regardless
of whether integration yields improvement.

1.2.3 High-Level Tasks

The research is organized into six tasks that together cover the path from raw imaging
data to evaluated predictions and interactive result exploration:

1. Radiomic Feature Extraction (Section [4.3): Extract quantitative imaging
features from multi-timepoint DWT data using PyRadiomics [vGEP™17] to capture
spatial tumor characteristics at each treatment stage. This produces 107 features
per timepoint, yielding 428 features in wide format across all four imaging sessions.

2. Mathematical Model Implementation (Section 4.4): Adapt and validate the
Simeoni tumor growth model for human breast cancer chemotherapy, generating
15 mechanistic features per patient that describe predicted tumor trajectories and
treatment sensitivity from baseline data alone.

3. Feature Integration (Section 4.5): Combine radiomic and Simeoni-derived fea-
tures into a unified dataset, defining three feature set configurations for systematic
comparison: radiomics-only (428 features), Simeoni-only (15 features), and com-
bined (443 features).

4. Machine Learning Pipeline (Section 4.6): Develop classification models using
feature selection methods and Random Forest [Bre0l] classification to predict treat-
ment response across different feature sets and timepoint combinations, evaluated
with Leave-One-Out Cross-Validation.

5. Visual Analytics Dashboard (Section 4.7): Create interactive exploration
tools for model results, patient subgroups, and feature importance, supporting
interpretability and hypothesis generation across the experimental space.

6. Evaluation (Section 4.8): Compare prediction performance across 116 model
configurations using four research hypotheses with Bonferroni-corrected [BA95]
statistical testing, determining whether combined features improve over radiomics-
only baselines.
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INTRODUCTION

1.3 Contribution

We contribute to the intersection of radiomics, mathematical modeling, and visual
analytics for breast cancer treatment response prediction in four areas.

1. We present the first systematic evaluation of Simeoni model integration with ra-
diomics for breast cancer treatment response prediction. Through 116 experimental
configurations spanning three feature sets, four timepoint combinations, and multi-
ple feature selection methods, we provide empirical evidence on whether mechanistic
tumor growth features complement or are redundant with radiomic imaging features
for treatment response classification.

2. We adapted and validated the Simeoni tumor growth model [SMC™04] parameters
for human breast cancer chemotherapy. The original xenograft parameters required
substantial modification to produce realistic tumor dynamics for the clinical setting.
We extracted 15 TO-compatible prediction features for all 162 patients, capturing
tumor growth dynamics, drug sensitivity, and phase-specific treatment response.

3. We establish that multi-timepoint imaging is the strongest predictor of classification
accuracy, with performance improving substantially as more treatment timepoints
are included. Simeoni-derived features do not improve treatment response predic-
tion despite capturing biologically meaningful dynamics. For clinical application,
radiomics-only models are recommended for treatment response classification.

4. We developed an interactive dashboard that enables exploration of all 116 model
configurations, dimensionality reduction visualizations comparing UMAP [MHM18§)|
and t-SNE [vdMHOS| embeddings across the three feature sets, and patient-specific
tumor growth trajectory simulation. The dashboard supports systematic and
dynamic model comparison and hypothesis generation that would be otherwise
impractical through static analysis of this many experimental conditions.

1.4 Outline of the Thesis

Chapter 2 introduces the clinical context: breast anatomy and cancer classification, the
two-phase neoadjuvant chemotherapy protocol, Diffusion Weighted Imaging and the
Apparent Diffusion Coefficient as treatment response biomarkers, and the ACRIN6698
dataset [NPZ™ 21| of 162 patients with complete imaging across four treatment timepoints.

In Chapter 3, we review related work across six domains: radiomics in oncology, tumor
growth modeling with focus on the Simeoni model [SMCT04] and xenograft-to-human
translation challenges, machine learning for treatment response prediction, dimensionality
reduction techniques, visual analytics for clinical decision support, and hybrid approaches
that integrate mechanistic with data-driven models. The chapter identifies the litera-
ture gap that no prior work has combined Simeoni-derived features with radiomics for
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1.4. Outline of the Thesis

breast cancer treatment response prediction, and introduces the complementarity versus
redundancy framework that structures the central investigation.

The methodology is presented in Chapter 4, organized into six tasks corresponding to
the pipeline outlined above: radiomic feature extraction producing 428 features via
PyRadiomics , Simeoni model adaptation generating 15 mechanistic features,
feature integration into three configurations, machine learning classification with multiple
feature selection methods, visual analytics dashboard design following established medical
visualization principles [Shn96], and a comprehensive evaluation framework defining four
research hypotheses tested across 116 model configurations.

Chapter 5| details the technical realization as a modular Python system with a
Flask [Pall0]-based web frontend. It covers the four core computation modules, the
Simeoni parameter development journey across 16 iterations, the pre-computed dashboard
architecture, and the database management strategy.

In Chapter 6, we present the experimental evaluation. The calibrated Simeoni model
is validated against the full patient cohort. Machine learning experiments across 116
configurations are reported with hypothesis testing, comparing radiomics-only, Simeoni-
only, and combined feature sets. Dimensionality reduction analysis and five dashboard
usage scenarios complement the quantitative findings. The discussion interprets the
results through the complementarity versus redundancy framework.

Finally, Chapter |7| answers the research question directly, summarizes the four contri-
butions with the evidence gathered across 116 experimental configurations, discusses
limitations of the dataset, methodology, and visual analytics implementation, and out-
lines future research directions including external validation, patient-specific parameter
fitting, enhanced mechanistic modeling, and alternative integration strategies such as
physics-informed neural networks.
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CHAPTER

Clinical Background

Breast cancer treatment response prediction requires understanding the underlying clinical
context: breast anatomy, cancer classification, neoadjuvant chemotherapy protocols, and
imaging techniques used for treatment monitoring. The ACRIN6698 dataset, which
serves as the primary data source for this research, is also introduced at the end of this
chapter.

2.1 Breast Anatomy and Physiology

The human breast is a modified cutaneous exocrine gland composed of skin, subcutaneous
tissue, breast parenchyma (ducts and lobules), and supporting stroma (fat and connective
tissue) [Kop07]. Understanding breast anatomy is essential for interpreting medical
imaging and comprehending cancer development patterns.

The breast parenchyma consists of 15-20 lobes, each containing smaller breast ducts that
converge into Terminal Duct Lobular Units (TDLUs) [HRBK14]. These functional units
are responsible for milk production during lactation. All ducts ultimately drain into a
single lactiferous sinus toward the nipple. The fibrous stroma provides the background
architecture, while adipose tissue surrounds the ductal and lobular structures.

Myoepithelial cells surround normal breast ducts and lobules. They possess contractile
properties and produce the basement membrane. These cells are present around carcinoma
in situ but characteristically absent in invasive carcinomas. This distinction serves as a
key diagnostic marker in pathological assessment [HRBK14].

Breast tissue composition varies throughout life in response to hormonal changes. During
puberty, estrogen-dependent ductal and stromal growth occurs. Lobular tissue reaches
functional maturity for lactation during pregnancy. At menopause, glandular tissue
involutes and is replaced by adipose tissue. These physiological changes affect both
imaging appearance and cancer risk patterns [Kop07].
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2.

CLINICAL BACKGROUND

The anatomy of the breast has direct relevance to cancer development and imaging inter-
pretation. Most breast cancers originate in the TDLUs, with ductal carcinoma being the
most common histological type [HRBK14]. Cooper’s ligaments, which provide structural
support, can be invaded by tumors, causing skin dimpling visible on mammography.
The ratio of fibroglandular to adipose tissue affects both imaging interpretation and the
selection of appropriate imaging modalities [Kop07].

2.2 Breast Cancer

Breast cancer represents a heterogeneous group of malignancies with varying biological
characteristics, treatment responses, and clinical outcomes. Understanding its epidemiol-
ogy, molecular classification, and staging is essential for treatment response prediction.

2.2.1 Epidemiology

Breast cancer is the most commonly diagnosed cancer among women worldwide. Accord-
ing to GLOBOCAN 2022 [BLS™24] estimates, approximately 2.3 million new cases were
diagnosed globally, accounting for 11.6% of all cancer cases, second only to lung cancer.
An estimated 670,000 deaths from female breast cancer occurred in 2022.

Geographic variation in breast cancer incidence and mortality is substantial [BLS™24].
Asia reports the highest absolute incidence (985,817 cases), while Africa demonstrates
the highest mortality-to-incidence ratio (0.510), reflecting disparities in access to early
detection and treatment. Annual incidence rates have increased by 1-5% in approximately
half of examined countries, while mortality rates have decreased in 29 countries with
very high Human Development Index, attributable to improvements in screening and
treatment [BLS™24) [Wor25].

In the United States, breast cancer incidence rates vary by race and ethnicity. Non-
Hispanic White women demonstrate the highest rates of hormone receptor-positive
(HR+)/HER2-negative (HER2-) disease, while Non-Hispanic Black women have the
highest rates of triple-negative breast cancer [SGJ24]. US statistics are presented here
because the ACRING698 dataset [NPZ™'21| analyzed in this thesis was collected from US

institutions.

In Europe, breast cancer similarly represents the most frequently diagnosed malignancy
among women. The European Cancer Information System [Eur25|] reported approximately
375,000 new breast cancer cases in the EU-27 in 2022. In Austria specifically, approxi-
mately 5,900 women are diagnosed with breast cancer annually, with age-standardized
incidence rates comparable to other Western European nations [Sta23|. European breast
cancer outcomes have improved substantially over recent decades due to organized
screening programs, advances in treatment, and multidisciplinary care approaches.
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2.2. Breast Cancer

2.2.2 Molecular Subtypes

Modern breast cancer classification relies on molecular subtyping based on hormone
receptor (HR) status and human epidermal growth factor receptor 2 (HER2) expression.
This classification has both prognostic and therapeutic implications.

Table 2.1: Breast cancer molecular subtypes and their characteristics based on SEER
2018-2022 data [SGJ24].

Subtype Alternative Name Prevalence 5-Year Survival (Localized)
HR+/HER2- Luminal A ~72.6% >92%
HR+/HER2+ Luminal B ~10.3% >92%
HR-/HER2+  HER2-enriched ~4.8% >92%
HR-/HER2- Triple-negative ~12.2% 92.4% (localized)

Age-related patterns in subtype distribution are clinically relevant. Luminal A tumors
increase with age, comprising approximately 72% of cases in patients aged 70 years and
older. Conversely, triple-negative breast cancer is most prevalent in younger patients,
representing up to 52% of cases in patients under 30 years of age.

Molecular subtype significantly influences chemotherapy response. Triple-negative breast
cancer demonstrates the highest chemosensitivity, with pathological complete response
(pCR) rates of 30-40% following neoadjuvant chemotherapy [vMUBT12]. HER2-positive
tumors achieve pCR rates of 40-50% when targeted therapy is included. HR+/HER2-
tumors show the lowest chemosensitivity, with pCR rates of only 10-20%.

2.2.3 TNM Staging

The American Joint Committee on Cancer (AJCC) TNM staging system classifies breast
cancer based on tumor size (T), regional lymph node involvement (N), and distant
metastasis (M) [AEGT17|. The 8th edition, adopted in January 2018, introduced a
prognostic staging system that incorporates tumor grade and biomarker status (ER, PR,
HER?2) in addition to anatomic factors. The AJCC system is harmonized with the Union
for International Cancer Control (UICC) TNM classification, ensuring global consistency
in staging across North America, Europe, and other regions.

Stage II and III disease, collectively termed locally advanced breast cancer, represents the
typical patient population for neoadjuvant chemotherapy |[GMA™23]. The 8th edition
resulted in restaging of more than 35% of patients compared to the 7th edition, generally
shifting patients to lower prognostic stages when biomarkers are favorable. Note that the
ACRING6698 study [NPZ™21] enrollment (2012-2015) occurred when the 7th edition was
in clinical use. However, the anatomic staging criteria (tumor size and nodal involvement)
relevant to patient selection remained consistent between editions.
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2.3 Neoadjuvant Chemotherapy

Neoadjuvant chemotherapy (NAC) refers to systemic therapy administered before defini-
tive surgical treatment [GMAT23]. This approach has become standard of care for
locally advanced breast cancer and is increasingly used for earlier-stage disease in selected
patients.

2.3.1 Rationale and Goals

The neoadjuvant approach offers several advantages over adjuvant (post-surgical)
chemotherapy |[GMA 23| [Nat25]. Tumor shrinkage may enable breast-conserving surgery
in patients who would otherwise require mastectomy. Treatment provides an in vivo
assessment of drug sensitivity, allowing observation of tumor response to specific agents.
The achievement of pCR serves as an early surrogate endpoint for long-term outcomes,
enabling accelerated drug development in clinical trials [EBD™12).

2.3.2 Standard Regimens

Contemporary neoadjuvant regimens typically employ sequential administration of taxane-
based and anthracycline-based chemotherapy |[GMA™23, Nat25]. This backbone has
become the standard of care for high-risk breast cancer based on extensive clinical trial
evidence.

Phase 1: Taxane therapy. Paclitaxel is administered at 80 mg/m? weekly for 12
weeks (equivalent to 3 cycles of 4 weeks). The mechanism of action involves microtubule
stabilization, which prevents depolymerization and arrests cell division. In adaptive
trials such as I-SPY 2, experimental agents may be added to this standard backbone to
evaluate novel combinations [BSK™09].

Phase 2: Anthracycline-Cyclophosphamide (AC). Following taxane therapy,
patients receive doxorubicin (Adriamycin) at 60 mg/m? combined with cyclophosphamide
at 600 mg/m?, administered every 2-3 weeks for 4 cycles [GMA™T23].

This two-phase regimen corresponds to the treatment protocol used in the ACRIN6698
dataset used in this thesis (Section [2.7).

2.3.3 Pathological Complete Response

Pathological complete response (pCR) is defined as the absence of residual invasive
cancer in the breast and axillary lymph nodes at surgical resection, designated as
ypT0/is ypNO [vMUBT12|. In this notation, the “yp” prefix indicates post-neoadjuvant
pathological staging, “T0” denotes no residual invasive tumor in the breast, “is” permits
residual in situ disease, and “N0O” indicates no nodal metastasis. The presence of residual
ductal carcinoma in situ (DCIS) is permitted under this definition.

The prognostic significance of pCR has been established through multiple meta-analyses.
Patients achieving pCR demonstrate significantly improved event-free survival compared
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to those with residual disease, with hazard ratios of 0.31 overall, 0.18 for triple-negative
breast cancer, and 0.32 for HER2-positive disease |[CZU™ 14, ISFA™T20).

pCR rates vary substantially by molecular subtype: triple-negative tumors achieve
44.5-53.9% with platinum-based regimens, HER2-positive tumors reach up to 66% with
trastuzumab-containing regimens, while HR+/HER2- tumors show the lowest rates at
approximately 10-20%.

The Residual Cancer Burden (RCB) scoring system provides a continuous measure of
residual disease extent, offering additional prognostic information beyond the binary pCR
classification [SPHT07].

2.3.4 Treatment Timeline

The standard neoadjuvant treatment timeline spans approximately 20-24 weeks, with
imaging assessments performed at defined intervals to monitor tumor response [HBBT12).
This timeline defines the imaging timepoints used in clinical trials such as I-SPY [BSK™09)
and ACRING6698 [NPZT21]:

o TO: Pre-treatment baseline (before any chemotherapy)

o T1: Early-treatment (after approximately 3 weeks of weekly paclitaxel)

o T2: Mid-treatment (between paclitaxel and AC phases, approximately 12 weeks)

o T3: Post-treatment (after completion of AC, before surgery)

Figure 2.1 illustrates the temporal relationship between chemotherapy phases and Mag-
netic Resonance Imaging (MRI) acquisition timepoints.

Paclitaxel (12 weeks) AC (4 cycles)
—e ® ° > Surgery
TO T1 T2 T3

Week 0 3 12 20-24

Figure 2.1: Neoadjuvant chemotherapy treatment timeline showing the two-phase regimen
(Paclitaxel followed by Anthracycline-Cyclophosphamide) and MRI acquisition timepoints
(TO-T3). Treatment spans approximately 20-24 weeks before surgery.

2.4 Medical Imaging in Breast Cancer

Multiple imaging modalities are employed in breast cancer diagnosis and treatment
monitoring [MKKBO0S]. Among these, diffusion-weighted imaging (DWI) offers dis-
tinct advantages for longitudinal treatment assessment: it requires no contrast agent

11
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administration, provides quantitative measurements through the apparent diffusion coef-
ficient (ADC), and can detect cellular-level treatment response earlier than anatomic
size changes [PGLT06]. These properties make DWI particularly suitable for radiomic
analysis of treatment response.

2.4.1 Imaging Modalities Overview

Mammography remains the gold standard for breast cancer screening, utilizing low-dose
X-rays to detect masses and microcalcifications [Kop07]. Sensitivity is reduced in women
with dense breast tissue.

Ultrasound serves as an adjunct modality for evaluating palpable masses, characterizing
mammographically detected abnormalities, and guiding biopsy procedures [Amel3]. It is
particularly useful in distinguishing cystic from solid masses.

Magnetic Resonance Imaging (MRI) provides the highest sensitivity for breast
cancer detection with high spatial resolution enabling detailed anatomical visualiza-
tion [MKKBO0S8]. Dynamic contrast-enhanced MRI (DCE-MRI) evaluates tumor vas-
cularity through gadolinium-based contrast agents and is routinely used for treatment
response monitoring.

Diffusion Weighted Imaging (DWI) is a functional MRI technique that measures the
random motion of water molecules within tissue [IHS*20|. Unlike DCE-MRI, DWT does
not require contrast agent administration, offering advantages in safety, repeatability,
and cost. However, DWI typically has lower spatial resolution than structural MRI
sequences due to the echo-planar imaging acquisition. Despite this limitation, the
technique is particularly valuable for assessing tumor cellularity and detecting early
treatment response, as cellular changes often precede anatomic size reduction [PGLT06].

2.4.2 Diffusion Weighted Imaging Principles

DWI measures the random (Brownian) motion of water molecules within tissue. In
biological tissues, diffusion is restricted by cellular membranes and other structures. The
degree of diffusion restriction provides indirect information about tissue microstructure
and cellularity [PLKT09].

The imaging sequence applies diffusion-sensitizing gradients characterized by the b-value,
which determines the degree of diffusion weighting. Multiple b-values (commonly 0, 100,
600, and 800 s/mm? for breast imaging) are acquired to calculate quantitative diffusion
metrics. The trade-off for functional sensitivity is reduced spatial resolution compared
to structural MRI. Typical DWI voxel sizes in breast imaging range from 1.5-2.5 mm,
whereas high-resolution T1-weighted sequences can achieve sub-millimeter resolution.

2.4.3 Apparent Diffusion Coefficient

The Apparent Diffusion Coefficient (ADC) is a quantitative measure derived from DWI
acquisitions at multiple b-values [PLK™09, THST20]. ADC values reflect the average
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diffusivity of water molecules within a tissue volume. Lower ADC indicates higher
cellularity and restricted diffusion, characteristic of tumor tissue. Higher ADC indicates
lower cellularity and less restricted diffusion, characteristic of normal tissue or treatment
response.

During chemotherapy, tumor cell death leads to decreased cellularity and consequently
increased ADC values [SDSJ09, [PZN™18]. In our 162-patient cohort (see Section 2.7.2 for
cohort selection criteria), longitudinal ADC measurements across four timepoints provide
the quantitative foundation for radiomic feature extraction and treatment response
analysis.

2.4.4 DWI for Treatment Monitoring

Changes in ADC during the early phases of chemotherapy can differentiate respon-
ders from non-responders, often before changes in tumor dimensions become appar-
ent [PGLT06] [SDSJ09]. This temporal advantage makes ADC particularly valuable for
early response assessment.

Studies have demonstrated that ADC changes may outperform functional tumor volume
(FTV) for early pCR prediction, particularly in certain treatment contexts [PZNT18].
The combination of anatomic sequences, DWI, and quantitative ADC achieves optimal
diagnostic performance for breast lesion characterization [IHST20], indicating that multi-
parametric MRI protocols incorporating DWI provide more accurate treatment response
assessment than any single imaging measure alone.

The test-retest repeatability of ADC measurements has been established in multi-
institutional settings. Within-subject coefficients of variation of approximately 4.8% and
intraclass correlation coeflicients exceeding 0.97 support the reliability of longitudinal
ADC assessments [NZG™19|, indicating that ADC-based treatment response monitoring
is reproducible across multi-institutional settings.

2.5 Therapy Workflow

The clinical workflow for neoadjuvant chemotherapy involves multiple stages, each
generating data relevant to treatment response assessment. Understanding this workflow
helps identify decision points where computational support tools could provide value.

2.5.1 Diagnosis

Initial breast cancer detection occurs through population-based screening mammography;,
clinical examination of palpable masses, or patient self-examination [Kop07]. Following
detection, diagnostic workup includes additional imaging (diagnostic mammography,
ultrasound, and/or MRI) to characterize the lesion and assess disease extent [Amel3].

Tissue diagnosis is obtained through core needle biopsy, which provides material for
histological typing (ductal, lobular, or other), tumor grade assessment, receptor status

13
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determination (ER, PR, HER2), and Ki-67 proliferation index measurement [GMA™23].
This information guides treatment planning and determines eligibility for neoadjuvant
therapy.

2.5.2 Imaging

Multi-timepoint imaging throughout neoadjuvant treatment enables longitudinal assess-
ment of tumor response [HBBT12, MKKBOS|. A typical protocol begins with baseline
imaging (T0) before treatment initiation to establish tumor characteristics for comparison.
Early-treatment imaging (T1) after initial chemotherapy cycles identifies early response
or resistance, while mid-treatment imaging (T2) between treatment phases guides contin-
uation or modification decisions. Post-treatment imaging (T3) before surgery determines
the surgical approach and provides baseline for pathological correlation. Each timepoint
generates imaging data suitable for radiomic feature extraction and temporal analysis.

2.5.3 Tumor Segmentation

Quantitative analysis of tumor imaging requires delineation of the tumor region of
interest (ROI) [VICTL™20]. Manual segmentation by expert radiologists remains the
gold standard but is time-consuming and subject to inter-observer variability. Semi-
automated methods including region growing and threshold-based approaches can improve
efficiency while requiring quality control verification [RBR18]. In clinical trials such as
ACRING6698, standardized tumor annotations are provided to ensure consistency across
institutions and timepoints.

ACRING6698 Segmentation Protocol

The ACRIN6698 dataset provides expert tumor segmentations for all 162 patients across
all four treatment timepoints, yielding 648 individual segmentations [NPZ"21]. The
segmentation methodology, described by Partridge et al. [PZNT18], follows a manual,
multislice, whole-tumor region of interest delineation protocol on DWI images. Operators
first identified tumors on post-contrast DCE subtraction images for anatomical local-
ization. They then delineated ROIs on corresponding DWI images by selecting regions
exhibiting hyperintensity on high b-value DWI (b = 600 or 800 s/mm?) and relatively
low ADC values. Areas of adjacent adipose tissue, fibroglandular tissue, biopsy clip
artifacts, and regions with high T2 signal were excluded from the segmentation to ensure
that only tumor tissue was captured. Delineating directly on DWI ensures that the ROI
boundaries are defined in the same image space from which features are computed, and
the tissue exclusion criteria restrict the ROI to tumor tissue so that intensity-based and
texture-based features reflect tumor biology rather than surrounding anatomy.

Segmentation was performed centrally at the University of California, San Francisco
(UCSF) by trained researchers with a minimum of five years of experience evaluating
breast MR images. Operators were blinded to pathologic outcomes to prevent bias in
the delineation process. Final review was conducted by a researcher with more than ten
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years of quantitative breast MRI analysis experience [PZNT18]. This centralized, expert-
reviewed approach ensures consistent segmentation quality across the entire dataset,
which is particularly important for a multi-institutional trial where imaging protocols
and equipment vary between sites.

A test-retest study on a subset of 20 patients with two independent readers demonstrated
excellent reproducibility [NZG™19]. The intra-reader intraclass correlation coefficient
(ICC, a measure of agreement between repeated measurements where values above 0.75
indicate excellent reproducibility) was 0.91 (95% CI: 0.78-0.96), and the inter-reader
ICC was 0.92 (95% CI: 0.80-0.97). The Sgrensen-Dice coefficient (a spatial overlap
metric ranging from 0 to 1, where 1 indicates perfect agreement) between segmentations
from different operators and repeated measurements was 0.69-0.70, indicating good
spatial overlap. These metrics confirm that the segmentations are sufficiently reliable
for downstream radiomic feature extraction, where segmentation variability is a known
source of feature instability [VTCTL™20].

2.5.4 Treatment Planning

Neoadjuvant chemotherapy regimen selection is based on tumor molecular subtype
(HR and HER2 status), disease stage and extent, patient factors (age, comorbidities,
preferences), and clinical trial eligibility [GMA ™23, [Nat25].

Standard backbone regimens (taxane followed by anthracycline-based therapy) may
be modified or supplemented based on these factors. Clinical trials such as I-SPY 2
incorporate response-adaptive randomization to experimental agents [BSK™09].

2.5.5 Treatment Evaluation

During treatment, response is assessed through clinical examination (palpation of tumor
size), imaging at protocol-defined timepoints, and ADC measurements for early functional
assessment [HBBT12, PZNT18].

After treatment completion, definitive evaluation includes final imaging (T3) to guide
surgical planning, surgical pathology providing definitive pCR. assessment according to
established criteria [vMUBT12], and Residual Cancer Burden scoring for patients without
pCR [SPH™07].

2.5.6 Treatment Adaptation

Treatment modification based on response assessment remains an area of active investiga-
tion [BSKT09, GMAT23|. Potential adaptations include switching to alternative regimens
for non-responders, adding targeted therapies based on emerging biomarker data, or
considering de-escalation strategies for patients achieving early pCR. Real-time predic-
tion models and visual analytics tools could support clinicians in making evidence-based
adaptation decisions, which motivates this research.

15
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(b) Post-treatment (T3)

Figure 2.2: Representative DWI TRACE images with tumor segmentation overlay at
(a) baseline (T0) and (b) post-treatment (T3) for a single patient. The colored overlay
defines the region of interest for radiomic feature extraction. The visible tumor volume
reduction from TO0 to T3 reflects treatment response. Visualization created using 3D

Slicer [FBKC*12].
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2.6 Treatment Response Prediction

Early and accurate prediction of treatment response would enable personalized therapy
adaptation, potentially improving outcomes for non-responders while avoiding unnecessary
toxicity in patients destined for pCR [HBB™12].

2.6.1 Current Clinical Practice

Response Evaluation Criteria in Solid Tumors (RECIST) version 1.1 provides standardized
definitions for tumor response based on changes in lesion dimensions [ETB™09]. Complete
Response (CR) indicates disappearance of all target lesions, while Partial Response (PR)
requires at least a 30% decrease in the sum of target lesion diameters. Stable Disease
(SD) describes tumors showing neither sufficient shrinkage to qualify as PR nor sufficient
increase to qualify as Progressive Disease (PD), which requires at least a 20% increase in
the sum of target lesion diameters.

While RECIST provides objective assessment criteria widely adopted in clinical trials,
it captures anatomic changes that may lag behind functional and molecular changes
occurring during treatment [HBB™12|. This limitation motivates the use of functional
imaging biomarkers such as ADC for earlier response detection.

Furthermore, while RECIST categorizes response into discrete classes using fixed thresh-
olds (30% decrease for PR, 20% increase for PD), treatment response exists on a contin-
uum. For more granular analysis of tumor dynamics in this thesis, we employ a five-class
classification scheme based on tumor volume response: significant shrinkage, moderate
shrinkage, stable, moderate growth, and significant growth. This approach captures
the spectrum of treatment responses observed in clinical practice beyond binary pCR
assessment.

2.6.2 Biomarkers

Ki-67 is a nuclear protein expressed during active phases of the cell cycle, serving
as a proliferation marker. High Ki-67 expression correlates with worse prognosis but
paradoxically better chemotherapy response, reflecting the higher sensitivity of rapidly
dividing cells to cytotoxic agents [DNAT11]. However, variability in scoring methods
limits standardization across institutions.

Gene expression assays such as Oncotype DX [PST™04] and MammaPrint [vdVHvtV"02]
provide molecular profiling that guides treatment decisions, particularly for HR+/HER2-
patients where the benefit of chemotherapy may be uncertain.

Imaging biomarkers including tumor volume change, ADC change, functional tumor
volume, and DCE-MRI kinetic parameters offer non-invasive assessment of treatment
response [HBB™12, PZNT18|.
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2.6.3 Computational Methods
Computational approaches show promise for treatment response prediction [VTCTL™20):

Radiomics involves the extraction of quantitative features from medical images, con-
verting imaging data into high-dimensional feature spaces amenable to machine learning
analysis [LRVL 12, [GKH16]. Radiomic features can capture tumor heterogeneity and
textural patterns not apparent to visual inspection. In our analysis, we extract 428
radiomic features from DWI/ADC images at each timepoint, enabling quantitative
characterization of treatment-induced changes.

Machine learning enables automated pattern recognition, feature learning from raw
data, and predictive model development, allowing algorithms to learn discriminative
patterns directly from complex, high-dimensional data without requiring manual feature
engineering [AWS™20]. Key advantages include the ability to handle feature spaces with
hundreds of variables (such as radiomic features), automated feature selection to identify
the most predictive variables, the capacity to discover non-linear relationships that may
not be apparent through traditional statistical methods, integration of heterogeneous
data sources (imaging, clinical, molecular), and cross-validation techniques that provide
robust performance estimates on unseen data. Applications include pCR prediction,
survival analysis, and automated tumor detection.

Mathematical modeling of tumor growth dynamics offers a mechanistic approach
to understanding treatment response, complementing data-driven methods [SMCT04].
In this thesis, we integrate the Simeoni tumor growth model with radiomic features to
investigate whether mechanistic parameters improve prediction performance.

Integrating these computational methods with clinical and imaging data represents an
active research direction, with the potential to improve early response prediction and
guide treatment adaptation.

2.7 Employed Dataset: ACRING6698

The American College of Radiology Imaging Network (ACRIN) 6698 trial provides the
primary data source for our analysis.

2.7.1 Study Design

ACRIN 6698 was conducted as a sub-study of the I-SPY 2 TRIAL (Investigation of Serial
Studies to Predict Your Therapeutic Response with Imaging and Molecular Analysis 2), a
Phase IT adaptive design trial conducted across 10 institutions evaluating investigational
agents for high-risk Stage IT/III breast cancer using response-adaptive randomization
within molecular subtypes [NPZ"21, PZNT18|. The ACRIN 6698 sub-study aimed to
evaluate DWI/ADC changes as predictors of pCR. Between August 2012 and January
2015, 406 women were prospectively enrolled, of whom 272 were randomized to treatment
arms. The primary analysis cohort comprised 242 patients after excluding those with
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missing or non-evaluable DWI. The study was approved by institutional review boards
at all participating sites, and all patients provided written informed consent.
2.7.2 Patient Cohort

Sample sizes and cohort selection:

o Total enrolled in ACRIN6698: 385 patients
¢ Randomized to treatment arms: 272 patients

o Primary analysis cohort: 242 patients (30 excluded for missing or non-evaluable
DWI)

o Complete 4-timepoint imaging (analyzed in this thesis): 162 patients

The reduction from 242 to 162 patients reflects the requirement for complete longitudinal
imaging data across all four timepoints (T0-T3). Patients were excluded from our
analysis due to incomplete imaging acquisitions (scanner malfunction, patient withdrawal,
scheduling conflicts), non-evaluable image quality (motion artifacts, inadequate tumor
coverage), or missing ADC maps at one or more timepoints. This selection ensures
consistent feature extraction across the treatment timeline for all patients in our cohort.

Eligibility criteria:

Age >18 years

o Biopsy-confirmed Stage II-1II invasive breast cancer
e Tumor longest diameter >2.5 cm

e Clinically or radiologically measurable disease

Classification: Patients were classified by hormone receptor status, HER2 status,
and MammaPrint (MP) genomic risk score [NPZ*21|. Low-risk patients (HR+/HER2-
/MP-low) were excluded from the study, resulting in a cohort enriched for high-risk
disease.

Demographics: Table 2.2 summarizes the characteristics of the 162-patient cohort with
complete 4-timepoint imaging analyzed in this thesis.

2.7.3 Treatment Protocol

Patients in the ACRIN6698/I-SPY 2 cohort received neoadjuvant chemotherapy fol-
lowing the standard backbone regimen described in Section [2.3 [BSKT09, ROD™16].
Treatment consisted of weekly paclitaxel (80 mg/m?) for 12 weeks, with or without
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2. CLINICAL BACKGROUND
Table 2.2: Demographic and clinical characteristics of the ACRIN6698 analysis cohort
(n=162).
Characteristic Value
Age, years
Mean (SD) 47.4 (10.1)
Median [Range] A7 [25-77]
Race/Ethnicity, n (%)
White 120 (74.1%)
Black 15 (9.3%)
Asian 9 (5.6%)
Other/Unknown 18 (11.1%)
Molecular Subtype, n (%)
HR+/HER2- 76 (46.9%)
HR+/HER2+ 24 (14.8%)
HR-/HER2+ 13 (8.0%)
Triple-negative 49 (30.2%)
Tumor Grade (SBR), n (%)
Grade I (Low) 4 (2.5%)
Grade II (Intermediate) 45 (28.0%)
Grade III (High) 112 (69.6%)
Treatment Response, n (%)
pCR achieved 54 (33.3%)
No pCR 108 (66.7%)
experimental agents assigned through adaptive randomization, followed by doxorubicin-
cyclophosphamide (AC) administered every 2-3 weeks for 4 cycles.
HER2-positive patients additionally received trastuzumab according to standard practice.
The adaptive trial design allowed evaluation of investigational agents while maintaining
a consistent backbone chemotherapy across all patients, enabling meaningful comparison
of imaging biomarkers for response prediction [NPZ™*21].
2.7.4 Imaging Protocol
DWTI acquisition parameters: DWI was acquired using a fat-suppressed single-shot
echo-planar imaging (SS-EPI) sequence with b-values of 0, 100, 600, and 800 s/mm?,
acquired in the axial plane with full bilateral breast coverage and patients positioned
prone [NPZ™21, PZN"18|. Additional sequences included T2-weighted imaging and
dynamic contrast-enhanced (DCE) MRI.
Four-timepoint imaging schedule: MRI examinations were performed at four time-
points throughout the neoadjuvant treatment course, as summarized in Table [2.3.
20
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Table 2.3: ACRING6698 imaging timepoints and their relationship to neoadjuvant
chemotherapy.

Timepoint Description Timing

TO Pre-treatment baseline Before any chemotherapy

T1 Early-treatment After 3 cycles weekly paclitaxel (~3 weeks)

T2 Mid-treatment Between paclitaxel and AC phases (~12
weeks)

T3 Post-treatment After 4 cycles AC, before surgery

Multi-center considerations: The imaging protocol was standardized across all 10
participating institutions. Quality assurance procedures were implemented to ensure
protocol compliance, which exceeded 93% across the study.

Test-retest reliability: A subset of 89 patients underwent test-retest acquisitions to
assess measurement reproducibility. Results demonstrated excellent repeatability with a
within-subject coefficient of variation (wCV) of 4.8% and intraclass correlation coefficient
(ICC) of 0.97 [INZG™19].

2.7.5 Clinical Outcomes

pCR definition: Pathological complete response was defined as ypT0/is ypNO, in-
dicating no residual invasive cancer in the breast or axillary lymph nodes at surgical
resection [vMUB™12|. Residual ductal carcinoma in situ (DCIS) was permitted under
this definition.

Available outcome data: Available outcome data include binary pCR status (pCR vs.
non-pCR), tumor volume measurements at each imaging timepoint, and Residual Cancer
Burden (RCB) scores for patients without pCR [SPH07]. In our 162-patient cohort,
54 patients (33.3%) achieved pCR while 108 (66.7%) had residual disease. pCR rates
varied by molecular subtype consistent with published literature |[CZUT14) ISFA™20]:
approximately 30-40% for triple-negative, 40-50% for HER2-positive (with targeted
therapy), and 10-20% for HR+/HER2- disease.

2.7.6 Data Structure and Availability

Image data: Image data are provided in DICOM (Digital Imaging and Communications
in Medicine) format [Nat24], comprising DWI, DCE-MRI, and T2-weighted sequences
acquired at up to four timepoints per patient (T0, T1, T2, T3). This longitudinal imaging
structure enables tracking of treatment-induced changes throughout the neoadjuvant
chemotherapy course.

Annotations: Tumor segmentation annotations (regions of interest) were provided
by expert readers, enabling consistent radiomic feature extraction across patients and
timepoints.
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Clinical metadata: Patient demographics, tumor characteristics, treatment information,
and outcome data are available in structured format.

Data access: The ACRIN6698 dataset is publicly available through The Cancer Imaging

Archive (TCIA) [CVST13|:

e URL: https://wiki.cancerimagingarchive.net/pages/viewpage.a
ction?pageld=50135447

o DOI: 10.7937/TCIA.KK02-6D95
The public availability, multi-timepoint longitudinal design, and standardized acqui-

sition protocol make ACRING6698 particularly suitable for developing and validating
computational methods for treatment response prediction [NPZ 21l ICVST13].
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CHAPTER

Related Work

Predicting breast cancer treatment response requires integrating multiple analytical
approaches. Radiomics captures spatial tumor characteristics from medical images,
while mechanistic tumor growth models describe temporal treatment dynamics through
differential equations. The central question of this thesis is whether combining these
spatial and temporal perspectives improves prediction compared to using either alone.

Six domains together build the foundation for investigating this question. Radiomic
feature extraction (Section 3.1) establishes the imaging-based prediction baseline. Tumor
growth modeling (Section 3.2) introduces the mechanistic perspective and the challenges
of translating preclinical models to human application. Machine learning (ML) methods
(Section 3.3) provide the classification and validation framework needed to test whether
combining feature types improves prediction. Dimensionality reduction (Section 3.4))
enables visual exploration of feature relationships, offering insight into whether radiomic
and mechanistic features capture different or overlapping information. Visual analytics
(Section 3.5) addresses how results can be presented interactively for clinical decision
support. Hybrid modeling approaches (Section 3.6) directly address when combining
mechanistic and data-driven models succeeds and when it fails.

3.1 Radiomics in Oncology

Radiomics refers to the high-throughput extraction of quantitative features from medical
images [LRVL™12, [GKH16]. The standard radiomics workflow proceeds through four
stages: Image acquisition using modalities such as MRI or CT. Tumor segmentation,
where the region of interest is delineated manually or through semi-automated methods.
Feature extraction, where quantitative descriptors are computed from the segmented
region. Downstream analysis, where the extracted features serve as input for statistical
modeling, classification, or clustering tasks [VTCTL™20]. Unlike qualitative assessment
by radiologists, this pipeline converts medical images into minable data through systematic
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feature extraction, capturing information about tumor phenotype that may not be visible
through visual inspection alone [GKHI6].

3.1.1 Feature Categories

Radiomic features are typically organized into three main categories m
m. Shape features quantify geometric properties such as volume, sur-
face area, and sphericity. First-order intensity features describe the distribution of
voxel intensities through statistics like mean, variance, skewness, and kurtosis. Texture
features capture spatial patterns in the image through matrices such as the Gray Level
Co-occurrence Matrix (GLCM), Gray Level Run Length Matrix (GLRLM), Gray Level
Size Zone Matrix (GLSZM), Gray Level Dependence Matrix (GLDM), and Neighboring
Gray Tone Difference Matrix (NGTDM). Figure 3.1 illustrates these three feature
categories based on the categorization established by Rizzo et al. . Together,
these feature classes can characterize tumor heterogeneity, which has been associated
with treatment response in multiple cancer types [GKH16].

(a) Shape Features (b) First-Order Features (c) Texture Features (GLCM)
P Count
1 ( )
\
N
herici Volume Intensity
Sphericity, Compactness Mean, Skewness, Kurtosis Contrast, Homogeneity

Figure 3.1: Radiomic feature categories illustrated with representative examples, based
on the categorization by Rizzo et al. [RBRT18|. (a) Shape features quantify tumor
geometry through measurements like volume, surface area, and sphericity. (b) First-order
features are derived from intensity value distributions, capturing statistical properties
such as mean, standard deviation, skewness, and kurtosis. (c¢) Texture features extracted
from Gray Level Co-occurrence Matrices (GLCM) encode spatial relationships between
intensity values to measure properties like contrast, correlation, and homogeneity.

3.1.2 PyRadiomics as Standard Tool

PyRadiomics version 3.1.0% has emerged as the standard open-source implementation for
radiomic feature extraction [vGEPT17]. The package extracts 107 features per image
modality and adheres to Image Biomarker Standardization Initiative (IBSI) compliance
guidelines, ensuring reproducibility across institutions [KDAK19]. Feature stability,
often measured through intraclass correlation coefficient (ICC), is essential for clinical
translation: ICC values above 0.75 indicate good agreement and are considered suitable
for reliable clinical applications [KDAKT9]. While we did not employ ICC analysis in this
work, it provides useful context for understanding the feature stability requirements that

"https://pyradiomics.readthedocs.io/en/latest/
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underpin radiomic studies. Recent comparisons show PyRadiomics and LIFEx demon-
strate the best cross-platform consistency for radiomic feature extraction [FWMA™20).

3.1.3 DWI Radiomics for Breast Cancer

DWI provides functional information about tissue cellularity without requiring contrast
agents [[HST20|. Because chemotherapy affects cell density, DWT is particularly relevant
for monitoring treatment response: changes in the Apparent Diffusion Coefficient (ADC)
reflect shifts in tissue microstructure that correlate with tumor cell death [IHS™20,
PLK™09]. In breast cancer, DWI radiomics has shown promise for pCR prediction. A
recent study using physiologically decomposed DWI achieved an area under the curve
(AUC) of 0.89 for pCR prediction, demonstrating that decomposing the DWI signal
into biophysically meaningful components can enhance predictive performance [GPIT25].
Multi-parametric MRI radiomics (combining DWI, DCE-MRI, and T2-weighted imaging)
has reported AUC values ranging from 0.802 to 0.905 for triple-negative breast cancer
pCR prediction [LLW™24].

3.1.4 Accuracy Benchmarks

Binary pCR prediction using radiomic features typically achieves AUC values between
0.80 and 0.90 in recent studies [LLW 24, |GPIT25]. These benchmarks establish what
radiomics alone can achieve and provide the baseline against which combined approaches
must be measured. Multi-timepoint radiomic analysis, which captures temporal evolu-
tion of tumor characteristics during treatment, has been shown to improve prediction
performance compared to single pre-treatment timepoint assessment [HXZ'26]. This
temporal dimension is relevant for the question we address, as it suggests that imaging
already captures some treatment dynamics information.

3.1.5 Gaps in Radiomics Literature

While binary pCR prediction is well-studied, limited work addresses multi-class tumor
response classification [BCR'26|. Most literature focuses on the binary outcome (pCR
vs non-pCR), but more granular classification schemes could provide additional clinical
value for treatment adaptation. Furthermore, limited work has explored combining
radiomic features with mechanistic tumor growth models [MJM™24], despite both cap-
turing different aspects of tumor biology. Radiomics captures spatial tumor heterogeneity
at specific timepoints, providing a snapshot of tumor morphology and internal texture
patterns. Mechanistic tumor growth models describe temporal treatment dynamics
through mathematical relationships that encode how tumors grow and how drug exposure
affects cell populations over time. Combining these perspectives could theoretically
provide a more complete characterization of tumor biology: spatial features describe
what the tumor looks like at each measurement, while mechanistic features describe how
it is expected to behave between and beyond measurements. However, whether this theo-
retical complementarity translates into improved prediction is not established [BKV 22|,
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particularly when multi-timepoint imaging already captures temporal changes through
serial measurements [HXZ"26]. Whether mechanistic modeling adds predictive value
beyond what longitudinal radiomics captures is the central question we address in this
work.

3.2 Tumor Growth Modeling

3.2.1 Mechanistic Models

Mechanistic tumor growth models use ordinary differential equations (ODEs) to describe
biological processes through mathematical relationships with interpretable parameters.
Martin et al. [MEMT90] introduced mathematical formulations for cancer chemotherapy
optimization, while Panetta and Adam [PA95] developed cycle-specific models that
account for drug action at different cell cycle phases. Unlike purely empirical approaches,
mechanistic models explicitly represent biological mechanisms such as cell proliferation,
drug-induced cell death, and pharmacokinetic drug concentration dynamics [ELS11].
Parameters in these models, such as tumor growth rates and drug efficacy indices, have
direct biological interpretations that can inform treatment planning.

3.2.2 Simeoni Model

The Simeoni model [SMCT04] represents a widely-used framework for describing
chemotherapy effects on tumor growth. The model employs a four-compartment
system: one compartment for proliferating cells and three sequential compartments for
drug-damaged cells progressing toward death. This structure accommodates the observed
lag between drug administration and measurable tumor response. Table 3.1| summarizes
the key parameters and their biological interpretation.

Table 3.1: Key Simeoni model parameters and their biological interpretation.

Parameter Units Biological Interpretation

Ao day ! Exponential tumor growth rate

1

A1 mm?® day~! Linear tumor growth rate

0 mm? Transition point between exponential and
linear growth (typically fixed at 20 mm?)

k1 day~? Drug-induced cell death kinetics (compart-
ment transition rate)

ko — Drug efficacy index (potency of chemother-
apeutic agent)

The unperturbed tumor growth component combines exponential and linear phases
through a smooth transition controlled by the parameter v, which is typically fixed at
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20 [SMCF04):
dw(t) _ Ao - w(t) w(to) = wo (3.1)

o <1 + @*‘f 'w(t))w>w,

For small tumors (w < A;/\p), the denominator approaches 1 and growth is approxi-
mately exponential with rate A\g. As the tumor grows, the denominator increases and

growth transitions to approximately linear with rate A;.

The full model with treatment extends this growth equation to four compart-

ments [SMCT04]:

%: Ao-a;lw 1/¢_k2,0(t).x1
(14 (-)’)
% — k- e(t) 21— 1 - 2o (3.2)
%:k‘y(mfﬁ@
%:kl-(azg—m)

where w(t) = x1(t) + x2(t) + x3(t) + z4(¢t) is the total tumor weight and c(t) is the
drug concentration provided by a pharmacokinetic sub-model. The first compartment
x1 represents proliferating cells subject to both growth and drug-induced damage, while
compartments zs through z4 represent cells progressing through sequential stages of
damage toward death with transit rate k1. Magni et al. [MSPT06] extended this framework
to accommodate combination therapy regimens by applying separate drug sensitivity
parameters (kg) for each agent, which is relevant for the Paclitaxel and Anthracycline
sequential regimen used in this work.

Figure 3.2 illustrates the four-compartment structure and the transitions between model
states driven by drug exposure.

The model incorporates pharmacokinetic sub-models describing drug concentration over
time, which drives the transition of proliferating cells into damaged compartments. Key
parameters include the exponential growth rate (Ao, typically around 0.046-0.2 day*
in xenograft studies), the transition sharpness parameter (v, often fixed at 20 mm?),
drug-induced death kinetics (k1), and drug efficacy (k2).

3.2.3 Xenograft-to-Human Translation Challenges

A major limitation of mechanistic models is the difficulty in translating parameters from
preclinical xenograft studies to human patients [BCLJ22, RTM25]. Xenograft tumors in
mice exhibit dramatically faster growth than human breast cancers: typical xenograft
doubling times are 3.5 days, corresponding to A9 ~ 0.2 day~!, while human breast
cancer doubling times range from 254 to 1126 days [HSA98]. This represents a magnitude
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cycling cells

X3 T4
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damaged ! damaged ! cell
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Figure 3.2: Simeoni model structure showing four compartments [SMC™04]. Cycling
tumor cells (z1) grow and transition into damaged compartments (z2, x3, 24) under drug
exposure. The pharmacokinetic model (PK) provides drug concentration c(t) that drives
transitions with efficacy ko. Damaged cells progress through compartments with rate k;
before cell death.

mismatch of 13—100 times. Direct application of literature xenograft parameters to human
data can lead to unrealistic predictions, either predicting complete tumor elimination or
unbounded growth [DFFT20, [SD21].

Drug efficacy parameters (k2) also require adjustment for human applications. Even
with clinically relevant growth rates, literature drug efficacy values can predict 100%
tumor elimination, with kill-to-growth ratios 30-70 times higher than observed in human
responses. Recent work emphasizes the need for patient-specific parameter fitting and
validation against longitudinal clinical data [YMH™19, MWQY19].

3.2.4 ODE Features for Machine Learning Integration

Limited literature exists on how to extract features from ODE model simulations for
subsequent machine learning prediction [MJM™24]. While mechanistic models provide
trajectory predictions, the question of which derived features best complement data-driven
approaches remains underexplored. Features could represent trajectory characteristics
(e.g., predicted tumor volume at future timepoints, growth rates) or model parameters
themselves. This gap motivates investigation of how mechanistic model outputs can be
formatted for integration with imaging-based feature sets. Both radiomic and mechanistic
features require a machine learning framework for classification.

3.3 Machine Learning for Breast Cancer Treatment
Response Prediction

3.3.1 Binary pCR Prediction

Pathological complete response (pCR) is defined as the absence of residual invasive
cancer in both the breast and axillary lymph nodes at the time of surgery (ypT0/is
ypNO) [vMUBT™12|. Achieving pCR is associated with improved long-term outcomes:
hazard ratios of 0.31 overall, 0.18 for triple-negative breast cancer, and 0.32 for HER2-



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

3.3. Machine Learning for Breast Cancer Treatment Response Prediction

positive disease [CZUT14]. This strong prognostic value has made pCR prediction a
primary focus of machine learning applications in breast cancer.

Recent machine learning approaches have demonstrated strong predictive performance
for pCR. Multimodal integrated pipelines, such as the MIFAPS system, achieved AUC
0.882 in pooled external validation and 0.909 in prospective evaluation using 1004 pa-
tients [MDZ™25]. Vision transformer-based approaches, using transfer learning from large-
scale image datasets, achieved AUC 0.872 for pre-treatment pCR prediction [WLC™25].
Clinical feature models using random forest achieved AUC 0.88 with sensitivity 70.7% and
specificity 84.6% [MSL™21]. Naive Bayes classifiers applied to clinical and pathological
features reported accuracy 0.746 with sensitivity 0.699 and specificity 0.808 in a cohort
of 1143 patients [HYY™25].

3.3.2 Multi-Class Tumor Response Classification

Beyond binary pCR prediction, multi-class tumor response classification schemes provide
more granular information about treatment response [BCR26]. Several classification
systems have been proposed: Residual Cancer Burden (RCB) scoring uses a continuous
index based on residual tumor dimensions and cellularity [SPHT07], RECIST criteria
define response categories based on changes in tumor size [ETBT09|, and Miller-Payne
pathological grading (G1-G5) classifies response by the degree of cellularity reduction.
Clinical studies show that concentric shrinkage patterns correlate with complete response,
while mixed patterns associate with non-response [HBB™12]. More granular classification
enables personalized treatment adaptation based on intermediate response assessment.

However, multi-class classification remains less common in the literature than binary
pCR prediction [BCR™26]. This gap limits the available benchmarks for multi-class
performance comparison and represents an area where additional research could provide
clinical value. In this work, we employ a 5-class ordinal classification based on relative
tumor volume change derived from imaging measurements (Section 4.6.1, Figure 3.3)),
which is conceptually related to RECIST response categories but uses MRI-derived
volume measurements rather than unidimensional size criteria.

3.3.3 Feature Selection Methods

Feature selection is critical when working with high-dimensional radiomic data, where the
number of features often exceeds the number of samples [KDAK19]. Table 3.2 compares
common feature selection methods used in radiomic studies.

Boruta is a wrapper method that creates shadow features (randomized copies of all
features) and iteratively tests whether each real feature performs significantly better
than the best shadow feature [KR10]. Studies comparing feature selection methods have
found that Boruta combined with boosted generalized linear models achieved AUC 0.71
and F1 score 0.76 for lung cancer radiomics [PGB™15]. Recursive Feature Elimination
with Cross-Validation (RFECV) takes the opposite approach: starting with all features
and recursively removing the least important ones, using cross-validation to determine
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Table 3.2: Comparison of feature selection methods used in radiomic studies.

Method Advantages Limitations Reference
Boruta All-relevant feature selec- Computationally intensive; [KR10]
tion; identifies features requires many iterations
with genuine predictive
power; handles feature in-
teractions
RFECV Optimizes feature count Greedy elimination may [GWBV02
automatically; cross- miss optimal subset
validated; top-performing
in radiomics applications
IMPCV Identifies optimal minimal ~ Greedy; depends on impor- [GéT19)
feature subset through im- tance metric quality
portance ranking; moder-
ate runtime
SFS Greedy forward search; ef- May converge to local opti- [UOST17]
ficient for small feature mum; computationally ex-
sets; identifies optimal sub- pensive for large feature
set size spaces
MultiSURF Relief-based; captures fea- Requires careful distance [UOST17]
ture interactions; compu- metric selection
tationally efficient
L1-LASSO Automatic feature selec- Assumes linear relation- [Gé19]

tion during model training;

ships; may underperform

interpretable linear coeffi- with non-linear data

cients

the optimal number to retain [GWBV02]. Sequential Forward Selection (SFS) employs
greedy forward search, starting with an empty feature set and iteratively adding features
that improve performance

Feature Importance Cross-Validation (IMPCV) ranks features by their importance
scores from a trained model, then iteratively adds them one by one starting from
the most important, evaluating model performance at each step and selecting the best-
performing subset. This approach combines established importance-based ranking [Bre(1]
with incremental cross-validated evaluation [Gé19] and provides a middle ground in
computational cost between Boruta and SFS.

Research across multiple domains indicates that proper feature selection often has greater
impact on model performance than the choice of machine learning classifier [Gé19,
. Selection-based methods generally outperform projection methods (such as
Principal Component Analysis (PCA) or Non-negative Matrix Factorization (NMF)) for
radiomic applications, as they maintain interpretability by working with original features
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rather than transformed components [KDAK19).

3.3.4 Classification Methods

Several machine learning classifiers have been applied to radiomic prediction tasks, each
with distinct strengths depending on dataset characteristics. Table [3.3| compares the
characteristics and suitability of different classifiers for treatment response prediction.

Table 3.3: Comparison of machine learning classifiers for treatment response prediction.

Classifier Key Strengths Limitations Typical n
Random Forest Handles high-dimensional Can overfit noisy data; less  100-1000
(RF) data (p > n); provides fea- interpretable than single

ture importance; resistant trees

to overfitting; ensemble re-

duces variance
Support Vector Effective in high- Sensitive to kernel choice; 100-1000
Machine (SVM)  dimensional spaces; less interpretable with non-

memory efficient; versatile linear kernels

kernels  (linear, RBF,

polynomial)
Logistic Regres- Highly interpretable; fast Assumes linear decision 100-500
sion (LR) training; well-calibrated boundaries; limited capac-

probabilities ity for complex patterns
Naive Bayes Fast; works well with lim- Strong independence as- 50-500
(NB) ited data; interpretable sumptions; may underfit

complex data

Deep Learning Can learn complex repre- Requires large datasets; >1000

(DL)

sentations; high capacity

computationally  expen-

sive; black-box

Random forest [Bre01] handles high-dimensional data naturally (p > n), provides built-in

feature importance rankings, and is resistant to overfitting through ensemble averaging.

Support vector machines [CV95] work effectively in high-dimensional spaces and use only
support vectors, making them memory efficient. SVM offers versatile kernel functions

(linear, radial basis function, polynomial) to capture different decision boundary shapes.

Comparing the two, SVM typically performs better for linearly separable data with clear
margins, while random forest excels with complex non-linear relationships and provides

better interpretability through feature importance [PGB™15, [AWS™20].

Logistic regression and Naive Bayes provide simpler alternatives with distinct advantages.

Logistic regression produces well-calibrated probability estimates and highly interpretable
coefficients, making it suitable when understanding the direction and magnitude of feature
effects is important. Naive Bayes performs well even with limited training data due to
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its strong independence assumption, though this assumption rarely holds for correlated
radiomic features [HYY ™25, [G&19].

Deep learning approaches, including convolutional neural networks and vision trans-
formers, can learn complex feature representations directly from imaging data without
manual feature engineering [WLC™25]. However, these methods typically require large
datasets (n > 1000) to train effectively and avoid overfitting [Gé19]. For datasets in the
range of n = 100-500, classical machine learning methods with proper feature selection
remain more appropriate, which is why we primarily employ Random Forest in this work
(n = 162), with SVM used for comparison.

3.3.5 Sample Size and Validation

Sample size considerations are important for model selection [AWS™20]. Studies with
n = 50-150 are considered small, n = 150-500 medium, and n = 500-1000+ large. Deep
learning approaches typically require n > 1000 to train effectively [Gé19]. For smaller
datasets, classical machine learning methods (random forest, SVM, logistic regression)
with proper feature selection are more appropriate.

Leave-one-out cross-validation (LOO-CV) is commonly used for small sample sizes, as
it maximizes training data while providing unbiased performance estimates [Gé19]. For
multi-class problems, appropriate metrics include overall accuracy, balanced accuracy
(accounting for class imbalance), macro-averaged metrics (treating all classes equally),
confusion matrices, and Cohen’s kappa (agreement beyond chance) [KDAK19].

3.3.6 Gaps in Machine Learning Literature

Limited literature addresses multi-class tumor response classification compared to bi-
nary pCR prediction [BCR™26]. No prior work has explored combining Simeoni-derived
mechanistic features with radiomic features for breast cancer treatment response pre-
diction [MJM™24]. The justification for using 5-class classification systems over binary
schemes remains underexplored in the literature, despite potential clinical utility for
treatment adaptation. Figure 3.3 illustrates the conceptual difference between these two
classification approaches. These three gaps carry direct clinical implications. Multi-class
classification enables finer-grained treatment guidance than binary pCR prediction, al-
lowing clinicians to distinguish between degrees of partial response and potentially adapt
therapy during treatment rather than only after its completion [KDAK19]. Determining
whether mechanistic features complement or duplicate radiomic information is essential
for justifying the added complexity of tumor growth modeling in clinical prediction
pipelines [BKVT22|. If mechanistic features are redundant with imaging features, the
computational cost of patient-specific model fitting cannot be justified. If complementary,
they could improve prediction for the substantial proportion of patients who currently
receive suboptimal treatment based on incomplete response assessment [MJM™24|. Sys-
tematic comparison of classification granularity informs the design of future clinical
decision support tools that must balance predictive detail with interpretability. Beyond
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classification accuracy, understanding the relationships between different feature types
requires dimensionality reduction techniques for visualization and exploration.

Binary Classification 5-Class Tumor Response

Significant
Shrinkage
Moderate
Shrinkage Ordinal
» rogression of
Stable fun%or volume
Moderate change
Growth
Signiﬁcant
Growth

pCR Non-pCR
(Complete) (Residual)

Figure 3.3: Comparison of binary pCR classification [vMUBT12] versus 5-class tumor
response classification [BCR™26]. Binary classification distinguishes only between patho-
logical complete response (pCR, no residual invasive disease) and non-pCR (any residual
disease). The 5-class system captures the ordinal nature of tumor volume changes across
the treatment timeline, providing more granular information about treatment response
dynamics. This granularity enables earlier identification of treatment resistance patterns
and supports adaptive treatment strategies beyond the binary pCR endpoint.

3.4 Dimensionality Reduction Techniques

High-dimensional radiomic feature sets (often hundreds of features) are difficult to
visualize directly [vdMPvdH09]. Dimensionality reduction methods enable exploration
of data structure and pattern discovery by projecting high-dimensional data into 2D or
3D spaces suitable for visualization. We introduce the three methods used in this work
before comparing their characteristics.

3.4.1 Principal Component Analysis

Principal Component Analysis (PCA) performs linear projection by identifying orthogonal
directions of maximum variance in the data [Jol02]. Each principal component is a linear
combination of original features, ordered by the amount of variance explained. PCA is
deterministic, computationally fast, and produces interpretable components, making it
useful for initial data exploration and identifying dominant variance directions. However,
PCA assumes linear relationships between features and may not capture complex manifold
structure in data with non-linear patterns [XWY21|. For radiomic feature sets, where
relationships between texture, shape, and intensity features are often non-linear, PCA
may miss clinically relevant structure that non-linear methods can reveal.
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3.4.2 t-SNE

t-distributed Stochastic Neighbor Embedding (t-SNE) is a non-linear dimensionality
reduction method designed for visualization of high-dimensional data [vdMHO8|]. The
algorithm works in two stages. First, it computes pairwise similarities between data
points in the high-dimensional space using Gaussian probability distributions. It then
finds a low-dimensional arrangement where similar points are placed nearby using a
Student’s t-distribution, which helps prevent crowding of points in the center of the
map [WVJI16]. The key parameter perplexity (typically 5-50) controls the effective
number of neighbors considered for each point, analogous to the n_neighbors parameter
in UMAP. The Barnes-Hut approximation reduces computational complexity from O(n?)
to O(nlogn), making t-SNE feasible for moderate-sized datasets [vdMPvdH09]. However,
t-SNE is non-deterministic (different runs produce different layouts), primarily preserves
local neighborhood structure, and is designed specifically for 2D /3D visualization rather
than general dimensionality reduction.

3.4.3 UMAP

Uniform Manifold Approximation and Projection (UMAP) is a non-linear dimensionality
reduction method that preserves both local neighborhood structure and global data
topology [MHM18]. UMAP constructs a high-dimensional graph representation of the
data based on fuzzy simplicial sets, then optimizes a low-dimensional layout to match this
topological structure. Compared to t-SNE, UMAP typically provides faster computation,
more consistent results across multiple runs, and better preservation of global struc-
ture [XWY™21]. However, some comparative analyses suggest that UMAP’s advantages
in global structure preservation may depend critically on initialization choices [KL21].
UMAP can also be used for general dimension reduction beyond visualization, making it
more versatile than t-SNE.

3.4.4 Methods Comparison

Table 3.4 compares the characteristics and trade-offs of the three methods.

UMAP and t-SNE both employ non-linear transformations to preserve local neighborhood
structure, making them suitable for visualizing complex manifolds [XWY™"21]. UMAP
additionally preserves more global structure than t-SNE, leading to more stable layouts.
PCA preserves global variance but may miss local patterns, whereas UMAP and t-SNE
balance local preservation with varying degrees of global structure retention. Recent
methodological advances have addressed global structure preservation limitations in
modern dimensionality reduction methods, improving the reliability of low-dimensional
embeddings [GP26].
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Table 3.4: Comparison of dimensionality reduction methods for visualization.

Method Type Preserves Speed Best Use

PCA Linear pro- Global variance Very fast Linear relations;
jection interpretable

t-SNE Non-linear Local  neighbor- Slower (large Visualization; lo-
manifold hoods n)" cal clusters

UMAP Non-linear Local + global Fast (scales Complex man-
manifold structure well) ifolds; general

use

"Refers to the original O(n?) implementation [vdMHOS]. Modern implementations using
Barnes-Hut approximation achieve O(nlogn) complexity [vdM14], and interpolation-based
approaches further improve scalability to millions of data points [LRH™19].

3.4.5 Key Parameters

Both UMAP and t-SNE have parameters that control the balance between local and
global structure. For UMAP, n_neighbors controls this balance (small values 5-15
emphasize local patterns, large values 50-100 emphasize global topology), and min_dist
sets the minimum distance between points in low-dimensional space (small values 0.0-0.1
create tight clusters, large values 0.3-0.5 create looser layouts) [MHMIS]. For t-SNE, the
perplexity parameter serves an analogous role, controlling the effective neighborhood
size [vdMHO8, WV.J16]. The metric parameter in both methods specifies the distance
function used in high-dimensional space (Euclidean, Manhattan, cosine, etc.).

3.4.6 Applications in Medical Imaging

Recent applications of dimensionality reduction in medical imaging demonstrate its utility
for patient stratification. A breast cancer radiomics study using UMAP identified two
distinct clusters with significant differences in molecular subtypes, hormone receptor
status, tumor size, and lymph node metastasis [HDW™'24]. Graph neural networks
applied to multi-stained pathological imaging combined UMAP for dimensionality reduc-
tion with network-based classification, improving diagnostic accuracy for multi-disease
classification [RMRO™24]. Radiomics-based detection of radionecrosis employed UMAP
to visualize feature relationships and identify predictive patterns, revealing clusters
that reflected MRI protocol variability [APST22|. t-SNE has been similarly applied for
visualizing patient clusters in genomic and radiomic data, where its emphasis on local
structure helps identify distinct patient subgroups [vdMPvdH09]. Figure 3.4] illustrates
how both t-SNE and UMAP respond to their primary hyperparameters (perplexity
and n_neighbors, respectively), demonstrating that parameter selection substantially
influences the resulting embedding structure.
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3.4.7 Interpretation Considerations

Dimensionality reduction is inherently lossy, discarding information to enable visualiza-
tion [vdMPvdH09]. Distances in 2D /3D space approximate high-dimensional relationships
but are not exact [WVJ16]. Clusters visible in low-dimensional space suggest, but do not
prove, the existence of corresponding clusters in high-dimensional space. This applies
equally to PCA, t-SNE, and UMAP, though the nature of the information loss differs:
PCA discards variance in lower-ranked components, while t-SNE and UMAP may dis-
tort inter-cluster distances to preserve local neighborhoods. Careful interpretation is
required, particularly when making quantitative claims based on visual inspection of
reduced-dimensional plots [WV.J16].

3.4.8 Gap in Literature

Multi-feature-set comparison using dimensionality reduction (comparing radiomic fea-
tures, mechanistic model features, and combined feature sets) represents a novel ap-
plication [MJM™24]. No prior work has applied dimensionality reduction to compare
Simeoni-derived mechanistic features against radiomic features in a side-by-side visual-
ization. Such a comparison can reveal whether the two feature types define similar or
distinct patient groupings, providing visual evidence for complementarity versus redun-
dancy before any classification is performed. Most literature focuses on single feature
types [XWYT21], and exploring whether different feature modalities cluster patients dif-
ferently could provide insight into feature complementarity versus redundancy [BKV™22].
These reduced-dimensional representations also need an interactive framework to support
clinical interpretation [PRSL23].

3.5 Visual Analytics in Medical Decision Support

3.5.1 Visual Analytics Definition

Visual analytics combines interactive visualization with analytical methods to support
decision-making in data-intensive domains [PRSL23, IGKV™22]. Unlike static visualiza-
tion, which presents fixed views of data, visual analytics enables users to explore data
through filtering, zooming, drill-down, and iterative refinement of analysis parameters.
This interactivity is particularly valuable in medical contexts, where clinicians need
to integrate multiple data sources and assess individual patient cases within broader
population patterns |[JBET19).

3.5.2 State of the Art

Raidou et al. [RvdHD™ 15| established visual analytics principles for medical imaging,
emphasizing user-centered design and clinical workflow integration. This early work
demonstrated how interactive exploration of tumor tissue characterization could reveal
patterns not visible through traditional analysis.
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+ QJ other.
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Figure 3.4: Comparison of t-SNE and UMAP embeddings across varying hyperparameter
settings. The top two rows show the effect of the perplexity (t-SNE) and n_neighbors
(UMAP) parameters on three clusters of 100 points in 50-dimensional space. Low values
emphasize local structure, producing fragmented clusters, while high values emphasize
global topology, merging nearby groups. The bottom rows illustrate how both methods
handle different data geometries. Adapted from Coenen and Pearce [CP19] (Apache 2.0
License).

More recent developments include the PREVIS system [FMCMT21], which provides
predictive visual analytics for radiotherapy decision support, enabling clinicians to explore
anatomical variability and predict treatment outcomes through coordinated multi-view
visualizations. Preim and Lawonn [PRSL23| synthesized the state of the art across
medical data visualization, visual analytics frameworks, and virtual reality applications,
establishing design principles that bridge the gap between raw clinical data and actionable
visual representations.

Beyond oncology-specific systems, the broader visual analytics community has developed
approaches for interactive exploration of high-dimensional biomedical data that are
directly applicable to radiomic feature analysis. Hollt et al. [HPvUT16] demonstrated
how hierarchical stochastic neighbor embedding enables interactive phenotyping of
large single-cell datasets through multiple linked views, establishing design patterns for
embedding-based visual analytics that translate to radiomic feature exploration. Jénsson
et al. m developed VisualNeuro, a visual environment for hypothesis formation
in multi-variate brain cohort studies that combines parallel coordinates with statistical
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filtering and spatial brain views. These systems illustrate general principles of coordinated
multi-view visualization for high-dimensional biomedical data, extending the design space
beyond domain-specific solutions.

3.5.3 Examples in Medical Imaging and Oncology

Visual analytics has found application across several areas of medical imaging and oncol-
ogy. Clinical decision support systems (CDSS) integrate patient trajectory visualization
to help clinicians track disease progression over time, with evaluations reporting sat-
isfaction scores above 4/5 among clinical users [PWHI5|. These systems build on the
broader effort to support tumor boards, where oncologists must synthesize multi-modal
information spanning imaging, pathology, genomics, and clinical history into treatment
decisions [ESKC™14]. At the data analysis level, radiomics exploration interfaces en-
able interactive examination of high-dimensional feature spaces and feature importance
rankings [HKPC19|, while treatment response monitoring dashboards track quantitative
metrics across treatment timepoints and alert clinicians to significant changes [GB23].

3.5.4 Design Principles for Clinical Tools

Effective clinical visual analytics tools must balance user needs with technical capa-
bilities [GKV'22|. From the user perspective, simplicity minimizes cognitive load by
presenting essential information without unnecessary complexity. Trust and transparency
require explaining predictions and showing the evidence behind recommendations, which
is particularly important when Al-based models are involved [GB23|]. User-centered
design involves clinicians throughout development to ensure tools address actual clinical
needs and match existing workflows.

On the technical side, interactivity enables filtering, zooming, and drill-down operations
that support hypothesis testing and pattern discovery [PRSL23]. Clinical workflow
integration ensures tools fit within the 10-20 minute decision windows typical of clinical
practice. Multi-view coordination links multiple visualizations so that selections in
one view update others consistently, enabling clinicians to explore relationships across
different data representations [RobQ7].

3.5.5 Visualization Techniques for ML Model Exploration

Visualization techniques for machine learning model exploration serve different analytical
purposes [HKPC19]. For understanding feature relationships, embedding plots using
UMAP or t-SNE project high-dimensional feature spaces into interpretable 2D represen-
tations, while patient similarity networks reveal relationships between cases based on
shared characteristics. For evaluating model performance, confusion matrices provide
multi-class assessment and Receiver Operating Characteristic (ROC) curves quantify
binary classification accuracy [AWS™20]. Feature importance charts show which variables
drive predictions, connecting model behavior to domain knowledge. Temporal trend
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visualizations track how features and predictions change over treatment timepoints, which
is relevant for longitudinal treatment monitoring [GB23].

3.5.6 Multi-View Coordinated Visualizations

Multi-view coordination is a central technique in visual analytics, enabling users to
explore complex datasets through linked representations [Rob(07]. Brushing and linking
allows selections made in one view (e.g., selecting a patient cluster in an embedding
plot) to highlight corresponding data points in other views (e.g., feature importance
rankings or clinical characteristics) [WBWKO00]. Overview+detail patterns present a
global summary alongside detailed views of selected subsets, while small multiples display
related visualizations side by side for comparison across conditions or timepoints. These
coordination mechanisms support clinical reasoning by enabling verification: a clinician
can select a cluster of patients in a dimensionality reduction view and immediately see
whether the cluster corresponds to a known clinical subgroup. Figure 3.5 illustrates these
principles in the VisualNeuro system ﬂm, where parallel coordinates, spatial brain
views, and statistical summaries are coordinated through brushing and linking.

Axis-aligned slices of brain " Volume rendering  "ea Selectable regions for
imaging data (neurological g S - of brain imaging data | spatial filtering and
display convention) N ‘) » correlation analysis

Box plot showing
correlation between
spatial and
multi-variate data

Parallel coordinates plot
of multi-variate clinical data

Figure 3.5: Overview of the VisualNeuro visual environment for hypothesis formation
in multi-variate brain cohort studies [JBF¥20]. The system coordinates multiple linked
views: axis-aligned slices and volume rendering of brain imaging data (top), box plots
showing correlations between spatial and clinical parameters (middle), parallel coordinates
for multi-variate clinical data exploration (bottom), and selectable brain regions for spatial
filtering (right). Subject groups are selected through parallel coordinates, and group
differences are highlighted in the spatial views. Similar multi-view coordination principles
are applied in our implementation (Chapter |5).

3.5.7 Barriers to Clinical Adoption

Despite promising research prototypes, visual analytics tools face several categories
of barriers to clinical adoption |[GKV'22]. Technical barriers are among the most
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pressing: integration with existing hospital infrastructure, including Picture Archiving
and Communication Systems (PACS) and Electronic Health Records (EHR), requires
standardized interfaces that many research prototypes lack [PRSL23]. The absence of
vendor standardization further complicates data exchange between systems. Without
PACS integration, a visual analytics tool cannot retrieve patient imaging data in real
time, which directly conflicts with the time constraints of clinical practice: clinicians
typically have 10-20 minutes per patient decision during tumor board meetings, leaving
no room for manual data import workflows [GKV™22].

Trust and usability represent another barrier category. Black-box Al models generate
skepticism among clinicians who need to understand and verify recommendations [GB23].
Explainability techniques such as feature importance rankings [AWS™20] and atten-
tion maps can help bridge this trust gap by showing which features drive individual
predictions [HKPC19]. Methods such as permutation importance, SHAP values, and
partial dependence plots provide different perspectives on feature contribution, each
with trade-offs between fidelity and interpretability [Gé19]. For radiomic models, this is
particularly relevant because clinicians need to verify that predictions rely on biologically
plausible features rather than imaging artifacts. Visual analytics tools can present these
explanations interactively, allowing clinicians to inspect and validate model reasoning
before acting on recommendations. Poor interface design or excessive complexity further
reduces willingness to adopt. Scoping reviews confirm that many visual analytics tools for
oncology remain in the prototype stage, with recent advances in omics data visualization
(genomics, proteomics, radiomics) driving innovation while facing the same integration
challenges [PRSL23].

3.5.8 Gap in Literature

The gap between research prototypes and production-ready clinical tools remains signifi-
cant [PRSL23|]. Most visual analytics systems demonstrated in the literature are stan-
dalone research applications lacking integration with hospital IT infrastructure |[GKV'22].
Real-time data feeds from PACS and EHR systems are rarely implemented in research
prototypes. User studies with clinicians evaluating usability and clinical utility are often
limited or absent [GKV™22|. Clinical integration would require addressing PACS and
EHR connectivity, real-time data access, regulatory approval for clinical use, and clini-
cian training. These challenges motivate continued work on translating visual analytics
research into deployable clinical tools. Having reviewed the individual analytical domains,
we now turn to approaches that integrate mechanistic and data-driven models, which
directly addresses the central question of this thesis.
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3.6 Integration of Mechanistic and Data-Driven Models

3.6.1 Hybrid Model Taxonomy

Hybrid approaches combining mechanistic mathematical modeling with data-driven
machine learning and deep learning have gained increasing attention in computational on-
cology [MJJM™24|. Table 3.5 presents a taxonomy of integration strategies, distinguishing
four main categories based on how mechanistic and data-driven components interact.

Table 3.5: Taxonomy of hybrid modeling integration strategies.

Strategy Description Example in Oncology

Sequential Mechanistic model output ODE-predicted trajectories as ran-
used as ML input dom forest features

Parallel Both models run indepen- Mechanistic predicts growth; imag-
dently; results combined ing predicts response; ensemble

combines

Extrinsic Domain knowledge for prepro- Mechanistic constraints filter un-

cessing or post-processing realistic ML predictions; biology-

based feature engineering

Intrinsic Domain knowledge embedded Physics-informed neural networks
in ML architecture or loss (PINNs) with ODE constraints in
loss

The choice of integration strategy depends on the available data and computational
resources [MJJM™24]. Sequential and parallel approaches are more accessible, as they
allow researchers to develop and validate mechanistic and data-driven components
independently before combining them. Extrinsic integration requires domain expertise to
design appropriate constraints or feature engineering steps. Intrinsic approaches, while
theoretically capable of tighter integration, demand specialized architectures and are
more difficult to validate because the mechanistic and data-driven contributions cannot
be easily separated [RPK19]. In this work, we adopt a sequential strategy: Simeoni
model-derived features serve as additional inputs to a random forest classifier alongside
radiomic features.

3.6.2 Feature Augmentation and Physics-Informed Neural Networks

Feature augmentation, a form of sequential integration [MJM™24], adds mechanistic

features to data-driven feature sets, expanding the information available to the classifier.

Physics-informed neural networks (PINNSs) represent intrinsic integration, incorporating
differential equation constraints directly into neural network training through specialized
loss functions that penalize violations of physical laws [RPK19]. Recent applications of
PINNS to tumor growth modeling demonstrate their effectiveness in parameter estimation
from noisy experimental data [Rod24]. Deep learning frameworks combining tumor
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growth models with imaging data, such as TGM-Nets, extend the PINN framework to
enable patient-specific predictions [CYZ™23].

3.6.3 Successful Examples in Oncology

Several studies demonstrate successful hybrid modeling in oncology. Butner et
al. [BDC™24] combined tumor growth ODEs with clinical features for immunotherapy
survival prediction, achieving AUC improvements over purely data-driven methods. This
work illustrates the sequential integration strategy, where mechanistic model outputs
augment clinical data. In the intrinsic integration approach, Podina et al. [PGK25]
developed universal PINNs that embed pharmacodynamic equations directly into neural
network architectures for modeling chemotherapy drug action. Translational modeling
has also benefited from hybrid approaches: Ronchi et al. [RTM25] used mechanistic
models to bridge the gap between patient-derived xenograft responses and human
clinical outcomes, addressing the preclinical-to-clinical translation challenge discussed in
Section 13.2.3.

3.6.4 When Mechanistic Features Improve ML

Literature suggests mechanistic features improve ML performance in specific scenar-
ios [MJM™24|. Sparse data scenarios benefit from mechanistic models providing inductive
bias when training data is limited [Mia23], [CLS21]. Extrapolation tasks gain from mech-
anistic constraints helping generalization beyond the training distribution [RPK19].
Interpretability requirements are met because mechanistic parameters have direct bio-
logical meaning. Physical and biological constraints can be enforced through physics-
informed approaches, ensuring predictions satisfy conservation laws or boundedness
conditions |[CYZ"23]. Complementary information arises when mechanistic models cap-
ture processes not directly visible in data (e.g., drug pharmacokinetics not observable in
imaging) [BKV'22].

3.6.5 When Mechanistic Features Do Not Help

However, mechanistic features do not universally improve prediction. Table 3.6 contrasts
scenarios where mechanistic features provide value versus cases where they offer no benefit
or even degrade performance.

Feature redundancy occurs when mechanistic features encode information already cap-
tured by data-driven features, adding complexity without new information [MJM™24].
Model mismatch arises when mechanistic model assumptions do not match the real
system, introducing error rather than insight [MJM™24]. Overfitting risk increases when
adding features without adding true information, especially problematic for small sample
sizes [G¢€19]. Data quality dominance means that when high-quality data-driven features
sufficiently capture the outcome, mechanistic features may not contribute additional
predictive power [BKV'22|. The curse of dimensionality, where adding features with-
out sufficient samples degrades model performance because the feature space becomes
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Table 3.6: Scenarios where mechanistic features improve versus do not improve machine

learning performance.

Factor

Mechanistic Features Help

Mechanistic Features Don’t
Help

Data quantity

Sparse data (mechanistic model pro-
vides inductive bias)

Abundant high-quality data (data-
driven features sufficient)

Feature relation-
ships

Complementary information (mech-
anistic captures hidden processes)

Redundant information (mechanistic
encodes what’s already in data)

Model assump-
tions

Correct mechanistic model (matches
real system)

Model mismatch (incorrect assump-
tions)

Complexity

Appropriate complexity (captures
relevant biology without overfitting)

Excess complexity (adding features
without adding information)

Task type

Extrapolation (predictions outside
training distribution)

Interpolation (predictions within
training distribution)

increasingly sparse, further compounds these risks for datasets with limited sample
sizes [GE19).

3.6.6 Feature Complementarity vs Redundancy

The distinction between complementarity and redundancy is central to hybrid model
success [BKV™22]. Complementarity arises when features capture different aspects of
the underlying system. For example, imaging captures spatial tumor heterogeneity, while
mechanistic models capture temporal tumor growth dynamics over time. Combined
features provide a more complete representation and improve prediction. Redundancy
occurs when features encode the same information in different representations. For
instance, if multi-timepoint imaging already captures tumor growth dynamics, mechanistic
growth models may add redundant information rather than complementary information.
Combined features do not improve and may harm prediction due to overfitting.

In this context, we investigate whether the temporal trajectory captured by multi-
timepoint radiomic measurements (including ADC-derived features, as introduced in
Section [3.1) provides sufficient information such that mechanistic ODE parameters
become redundant surrogates rather than complementary predictors [MJM™24]. Because
serial imaging at T0 through T3 captures not only the tumor state at each timepoint
but also the rate of change between acquisitions, radiomic features effectively encode the
velocity of tumor evolution during treatment. The Simeoni ODE parameters (Ao, k2)
mathematically describe the same underlying process: how fast the tumor grows and
how effectively treatment suppresses that growth. If multi-timepoint radiomic features
already encode these dynamics, Simeoni-derived parameters may function as redundant
mathematical surrogates rather than sources of new information, which would explain a
negative finding as expected feature overlap rather than methodological failure.
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Assessment methods for complementarity versus redundancy include correlation analysis,
where highly correlated features suggest redundancy [Gé19], mutual information metrics
that quantify information overlap, ablation studies that systematically remove feature
subsets [MLAPMT19|, and statistical tests such as Wilcoxon signed-rank and paired t-tests
for comparing model performance [Gé19]. Figure 3.6 illustrates the conceptual distinction
between these two scenarios and their implications for prediction performance. We revisit
these predictions empirically in Chapter 6, where we compare radiomics-only versus
combined model performance across all timepoint combinations.

(a) Complementary (b) Redundant

Multi- P
Timepoint echanistic

Radiomics PODE
(T O—T 3) arams

Radiomic Mechanistic
Spatial Temporal

+

Combined
Prediction

+

Combined
Prediction

1 Improvement ~ No Improvement

Figure 3.6: Conceptual distinction between feature complementarity and redundancy
in hybrid modeling. (a) Complementary features: radiomic spatial heterogeneity and
mechanistic temporal dynamics capture different aspects of tumor behavior, leading to
improved combined prediction performance. (b) Redundant features: multi-timepoint
radiomic acquisitions (T0-T3) already encode tumor growth dynamics through serial
measurements, making mechanistic ODE parameters redundant surrogates that duplicate
the same temporal information in a different mathematical representation. This distinction
is central to understanding when hybrid models provide value versus when data-driven
approaches alone suffice.

3.6.7 Validation Approaches for Hybrid Models

Rigorous validation of hybrid models requires careful methodology [MLAPM19]. When
comparing hybrid models against their components, paired statistical tests such as the
Wilcoxon signed-rank test or paired t-test ensure that performance differences are eval-
uated on the same data splits [Gé19]. Multiple comparison correction (Bonferroni or
Benjamini-Hochberg) controls Type I error when testing multiple hypotheses simultane-
ously.

Beyond statistical significance, effect size measures such as Cohen’s d or AUC differences
assess practical significance [AWST20|. Feature importance analysis identifies which
features drive predictions in the combined model, and ablation studies systematically
remove feature subsets to quantify their individual contributions [MLAPMI9|. In this
work, we validate hybrid models using the same LOO-CV framework and metrics applied
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to all other models, ensuring fair comparison between radiomics-only, mechanistic-only,
and combined approaches.

3.6.8 Challenges with Integration

Data heterogeneity poses challenges, as different feature types have different scales and
distributions requiring careful normalization [BKV™22|. Feature redundancy can lead
to overfitting and decreased performance if not properly addressed [Gé19]. Computa-
tional scalability may be limited if mechanistic simulations are expensive, as parameter
estimation for mechanistic models requires patient-specific fitting that can be compu-
tationally intensive [MJM™24]. Model interpretability may be lost in hybrid models
compared to purely mechanistic approaches [Mia23]. Validation complexity increases
because researchers must validate the mechanistic model, the ML model, and the hybrid
combination independently [MLAPM19].

3.6.9 Recent Perspectives

Recent literature converges on several themes regarding the future of hybrid modeling in
oncology. There is broad agreement that integrating mechanistic knowledge with data-
driven methods holds promise, but the technical challenges remain substantial [MJM™ 24,
R726]. Metzcar et al. [MJM™24] provided a taxonomy of integration strategies and
identified that the field lacks standardized benchmarks for evaluating hybrid approaches
against their individual components. Rockne et al. [R726] emphasized that mechanistic
and Al approaches have complementary strengths in principle, but noted that realizing this
potential requires addressing data availability, model validation, and computational cost
challenges. On the technical side, multimodal deep learning frameworks are beginning to
address feature redundancy through information bottlenecking and feature disentangling
techniques [YYC™25]. A common observation across these perspectives is that hybrid
integration requires rigorous validation to distinguish genuine complementarity from
added complexity without added information.

3.6.10 Gap in Literature

No prior work has combined Simeoni-derived features with radiomics for breast cancer
treatment response prediction [MJM™24]. Literature lacks guidance on determining when
mechanistic features complement versus are redundant with imaging features for specific
prediction tasks [BKV™22|. Negative results in hybrid modeling are underreported due
to publication bias, limiting understanding of when integration fails [R726]. Testing
complementarity assumptions is critical for hybrid model design, but systematic validation
approaches remain underexplored [MJJM™24]. This gap motivates the central investigation
of this thesis: a systematic evaluation of whether Simeoni-derived mechanistic features
provide complementary information to multi-timepoint radiomic features for breast cancer
treatment response prediction. By training and comparing models across different feature
combinations, timepoint sets, and feature selection methods, we aim to provide empirical
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evidence for the complementarity-versus-redundancy question that the literature has not
yet addressed for this specific combination [BKVT22]. Equally important, we commit to
transparent reporting of all outcomes, including configurations where integration does not
yield improvement, contributing to the underrepresented literature on negative results in

hybrid modeling [R¥26].



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

CHAPTER

Methodology

4.1 Methodological Overview

The central question of this thesis is whether mathematical tumor growth modeling
can enhance radiomics-based prediction of treatment response in breast cancer pa-
tients undergoing neoadjuvant chemotherapy. We investigate whether features derived
from the Simeoni tumor growth model [SMC™04] complement radiomic imaging fea-
tures [LRVL 12, [GKHI6] when classifying tumor response into five categories: significant
shrinkage, moderate shrinkage, stable, moderate growth, and significant growth. We
chose a five-class scheme rather than binary pCR because the degree of tumor change
carries clinical significance beyond the complete-versus-incomplete distinction |[SPHT07].
The classes are defined by relative tumor volume change between baseline and post-
treatment, with thresholds derived from established response assessment criteria: the 80%
boundaries for “significant” change approximate volumetric equivalents of RECIST 1.1
diameter-based thresholds [ETBT09|, while the £5% stability margin accounts for mea-
surement variability. The rationale for these thresholds and their clinical grounding is
detailed in Section 4.2.2. The underlying hypothesis is that mechanistic features capture
temporal treatment dynamics that radiomic features may not fully encode. Radiomic
features quantify spatial tumor characteristics at individual timepoints [LRVL'12]. Sime-
oni features model how tumors evolve under treatment over time [SMC™'04|. Testing
whether these perspectives are complementary requires a systematic comparison across
three feature configurations: radiomics-only features as the established baseline, Simeoni-
derived features in isolation, and a combined set integrating both sources. As reviewed in
Chapter 3, the integration of mechanistic and data-driven models represents an active re-
search direction with both promising examples and documented failure cases (Section 3.6,
Table [3.5). The complementarity versus redundancy framework introduced in Figure 3.6
directly applies here. If Simeoni features are complementary to radiomics, the combined
set should outperform either alone. If they are redundant, no improvement is expected.
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To test this hypothesis, we designed an integrated pipeline consisting of six tasks that
together cover the full path from raw imaging data to evaluated predictions and interactive
result exploration. The pipeline begins with radiomic feature extraction from multi-
timepoint Diffusion Weighted Imaging (DWTI), where PyRadiomics [vGFP17] produces
107 quantitative features per timepoint, yielding 428 features in total when all four
ACRING6698 treatment timepoints [PZNT 18] are represented in wide format (Section 4.3).
In parallel, the Simeoni tumor growth model [SMC™04] is adapted from its original
xenograft context to human breast cancer, generating 15 mechanistic features that
describe predicted tumor trajectories and treatment sensitivity (Section [4.4). The
Simeoni model was selected for its established use in pharmacometric literature and its
flexibility in combining tumor growth dynamics with pharmacokinetic treatment models,
as discussed in Section 3.2.2. These two feature streams are then merged into a unified
dataset, defining the three feature set configurations used throughout the evaluation
(Section 4.5). A machine learning pipeline applies feature selection methods [KR10)
GWBV02] followed by Random Forest classification [Bre01] to predict treatment response
across different feature sets and timepoint combinations (Section 4.6). A visual analytics
dashboard provides interactive tools for exploring model results, patient subgroups, and
feature importance, informed by established principles for medical visualization [PRSL23],
RvdHD™15] (Section [4.7). Finally, a comprehensive evaluation compares 116 model
configurations across the three feature sets and multiple timepoint combinations to
determine whether the combined approach improves prediction (Section [4.8).

We chose feature augmentation as the integration strategy for combining radiomic and
mechanistic features. Within the hybrid model taxonomy reviewed in Section 3.6/ and
Table 3.5, feature augmentation is the most straightforward approach for testing whether
two feature sources provide complementary information [MJM™'24, BKV*22|. Each
component, the radiomics extraction and the Simeoni model, can be developed and
validated independently before their outputs are concatenated into a shared feature
space. This modularity allows clear attribution of any performance differences to the
feature content rather than to architectural coupling between components. More complex
integration strategies, such as physics-informed neural networks [RPK19] or end-to-end
learned representations that jointly optimize over imaging and mechanistic inputs, require
specialized architectures and substantially larger training datasets than the 162 patients
available in this study. These approaches are identified as directions for future work
should feature augmentation prove insufficient.

The actual development of this pipeline was iterative rather than linear. We first
implemented the radiomic feature extraction and explored the data before building the
ML pipeline with radiomics-only features. The Simeoni model was adapted and validated
independently, and its features were integrated into the existing ML pipeline only after
both components had been individually tested. The visual analytics dashboard was
developed in parallel with other methodological steps to support ongoing data exploration.
The comprehensive evaluation across all 116 model configurations was the final step.
During development, the ML pipeline was designed and validated with radiomics-only
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4.1. Methodological Overview

features before Simeoni features were available, which provided a natural baseline for later
comparison. We present the methodology logically rather than chronologically, so that all
feature sources (Sections 4.3 and 4.4) are described before their consumers (Sections 4.5
and 4.6), ensuring a clean data pipeline flow where each section builds on the previous
one. Figure 4.1 illustrates both the logical pipeline structure and the development order.

Patient Data

Clinical parameters

DWI Images
162 patients, 4 timepoints

Task 2: Simeoni Tumor Growth
Model (§4.4)

Task 1: Radiomic Feature
Extraction (§4.3)

€ ®)

15 Simeoni features

‘ 428 radiomic features

TO-compatible

-

Task 3: Feature
Integration (§4.5)

(@

3 feature sets

radiomics-only | Simeoni-only | combined (443)

Task 4: Feature Selection + Task 5: Visual Analytics @
ML Classification (§4.6) Dashboard (§4.7)

(@)

‘ 5-class prediction

Task 6: Comprehensive
Evaluation (§4.8)

©

@ = development order (chronological)

Figure 4.1: Methodological pipeline showing the six integrated tasks and their data flow.

Two feature extraction streams (radiomic from DWI images and mechanistic from the
Simeoni model) feed into feature integration, classification, and evaluation. Numbered
annotations indicate the chronological development order, which differs from the logical
presentation order used.
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4.2 Requirements Analysis

The methodological choices described in Sections 4.3 through 4.8 are driven by require-
ments that arise from three sources: the research question itself, the characteristics of
the ACRING6698 dataset (Section 2.7)), and the clinical context of treatment response
prediction. These requirements span data handling, prediction design, interpretability,
scalability, and reproducibility. Each directly motivates specific methodological decisions
in later sections.

4.2.1 Data Requirements

The dataset comprises 162 patients from the ACRING6698 clinical trial [NPZ"21], all
with complete DWT imaging data across four treatment timepoints: T0 (pre-treatment),
T1 (early treatment), T2 (mid-treatment), and T3 (post-treatment), as described in
Section 2.7. The absence of missing data across timepoints is important because it
allows consistent feature extraction and model training without imputation, which could
introduce bias in a dataset of this size [KDAK19].

Radiomic feature extraction using PyRadiomics [vGFPT17] produces 107 features per
timepoint across three feature classes: 14 shape features describing tumor morphology,
18 first-order statistical features characterizing the intensity distribution, and 75 texture
features from five matrix-based methods (GLCM, GLRLM, GLSZM, GLDM, NGTDM)
that quantify spatial patterns within the tumor volume. In wide format across all four
timepoints, this yields 428 features in total. This creates a high-dimensional feature
space relative to the sample size: with 428 features and 162 patients, the ratio of features
to samples exceeds two to one. This p > n characteristic is common in radiomic
studies [KDAK19] and necessitates feature selection to reduce dimensionality before
classification, since high-dimensional feature spaces increase overfitting risk when training
samples are limited [GWBV02], as discussed in Section 4.6.2.

Treatment response to neoadjuvant chemotherapy unfolds over the full course of therapy
rather than being apparent at a single timepoint. The ACRIN6698 imaging proto-
col [PZNT18| captures this temporal evolution through DWT acquisitions at four stages
of treatment (Table 2.3)). Longitudinal DWI has been shown to correlate with treatment
response in breast cancer [SDSJ09, THS™20|, motivating the inclusion of multi-timepoint
features rather than relying solely on baseline imaging. The data structure must therefore
support both per-timepoint analysis (e.g., classification using only TO features) and
cross-timepoint feature combination (e.g., concatenating features from all four time-
points). This flexibility is essential for the experimental design described in Section 4.6.5|
which systematically tests how adding temporal information from successive timepoints
affects prediction performance. Section 4.3 describes how features are extracted at each
timepoint, and Section [4.5| addresses how features from different sources and timepoints
are combined.
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4.2. Requirements Analysis

4.2.2 Prediction Requirements

We frame treatment response prediction as a five-class classification problem rather
than the binary pathological complete response (pCR) classification that dominates
the literature [vMUBT12, [CZUT14]. The five response classes, significant shrinkage,
moderate shrinkage, stable, moderate growth, and significant growth, provide more
granular clinical information than a binary distinction between pCR and non-pCR. This
finer granularity captures the ordinal nature of treatment response, where the degree of
tumor change matters for treatment decisions [SPH07], not merely whether complete
pathological remission was achieved. Residual cancer burden, which quantifies the
spectrum of treatment response beyond binary pCR, has been shown to carry prognostic
significance [SPHT07]. The gap in current literature, identified in Section 3.3, is that most
studies reduce treatment response to a binary endpoint and thereby discard clinically
relevant information about intermediate outcomes.

We defined these five classes based on relative tumor volume change between baseline (T0)
and post-treatment (T3), with class boundaries informed by established response criteria.
A decrease of 80% or more is classified as significant shrinkage, a decrease between 5%
and 80% as moderate shrinkage, changes within +£5% as stable, an increase between
5% and 80% as moderate growth, and an increase of 80% or more as significant growth.
The 80% thresholds approximate the volumetric equivalents of RECIST 1.1 diameter-
based criteria [ETBT09): a 30% diameter decrease (partial response) corresponds to
roughly 65% volume reduction, while a 20% diameter increase (progressive disease)
corresponds to roughly 73% volume increase. Our cutoffs are more stringent than these
equivalents, separating near-complete volumetric response and substantial progression
from moderate changes. This choice produces more clearly separated response categories
with less ambiguity at class boundaries, at the cost of potential class imbalance: extreme
response classes (significant shrinkage and growth) contain fewer patients, while moderate
categories capture the majority. The trade-off is intentional, as it prioritizes class
separability over balanced sample sizes, with class weighting in the Random Forest
classifier (Section 4.6.3) used to mitigate imbalance effects. The +5% stable range
provides a conservative margin for measurement variability in tumor volume assessment.
The choice of five classes follows the precedent set by pathological grading systems that
classify treatment response beyond a binary endpoint: the Miller-Payne system uses
five grades of cellularity reduction ranging from no change to pathological complete
response [OMP™03|, and the residual cancer burden index defines four classes of residual
disease [SPHT07|. While our thresholds are based on volumetric imaging measurements
rather than histopathological assessment, these systems support finer-grained response
classification as clinically meaningful. The tumor volume measurements underlying these
class assignments are derived from shape features extracted during radiomic feature
computation (Section 4.3).

For prospective clinical utility, Simeoni-derived features must be available at baseline (T0),
before treatment begins [LLW™24]. The Simeoni model [SMCT04] generates predicted
tumor trajectories using patient-specific parameters fitted to cohort data, simulating
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treatment response from T0 onward. These features cannot depend on measurements
from future timepoints, since they would not be available at the point of clinical decision-
making. This TO0-compatibility constraint shapes the feature engineering approach
described in Section |4.4.

The evaluation requires three distinct feature set configurations to test the complemen-
tarity hypothesis systematically. The radiomics-only set (428 features) establishes the
baseline and represents the standard radiomics approach [LRVL™12]. The Simeoni-only
set (15 features) isolates the mechanistic model’s predictive contribution. The combined
set (443 features) tests whether integrating both sources improves classification, following
the complementarity versus redundancy framework discussed in Section 3.6/and Figure|3.6.
Section [4.5 defines these configurations, and Section |4.6 describes the classification setup
that compares them.

4.2.3 Interpretability Requirements

The methodology must provide insight into which features drive predictions [BMBD™22].
For the research question specifically, understanding whether Simeoni features are selected
by feature selection algorithms and how they rank relative to radiomic features is as
informative as the overall classification accuracy. Black-box models that achieve high
accuracy without revealing which inputs matter would not answer the question of
whether mechanistic features contribute to prediction. Random Forest classifiers [Bre01]
provide native feature importance rankings through permutation-based or impurity-
based measures, which is one reason for their selection as the classification method in
Section 4.6.3.

With 428 to 443 features, direct visualization of the feature space is not feasi-
ble [vdMPvdH09]. Dimensionality reduction to two dimensions enables visual exploration
of patient similarity, cluster structure, and feature space characteristics across the three
feature sets. We selected UMAP [MHMIS] and t-SNE [vdMHOS] over linear methods
such as PCA [Jol02] or classical MDS [BG05] because radiomic feature spaces exhibit
non-linear relationships that linear projections cannot preserve [vdMPvdH(09]. PCA
maximizes variance along orthogonal axes, which works well when the dominant variation
is linear, but tends to collapse non-linear cluster structure into overlapping regions.
MDS preserves pairwise distances but scales poorly with sample size and prioritizes
global distance preservation over local neighborhood fidelity. UMAP and t-SNE are
both non-linear methods that prioritize local neighborhood structure, making them
well suited for revealing patient subgroups in high-dimensional radiomic data. UMAP
better maintains global relationships between clusters, while t-SNE emphasizes local
structure through its Kullback-Leibler divergence objective [vdMHO§|]. Using both
methods provides complementary perspectives on the same data.

While this thesis develops a research tool rather than a clinical decision support sys-
tem, the visual analytics component follows established principles for medical visual-
ization [PRSL23, RvdHD™15]: transparency of the underlying data, interactivity for
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4.2. Requirements Analysis

hypothesis-driven exploration, and linked views that connect different representations of
the same patients. These principles, reviewed in Section 3.5, inform the dashboard design
in Section |4.7. Beyond aggregate model performance, the methodology supports explo-
ration of individual patient trajectories from the Simeoni model and patient positioning
within subgroups identified through clustering on dimensionality-reduced embeddings.

4.2.4 Scalability Requirements

The experimental design encompasses 116 model configurations that vary across feature
sets, timepoint combinations, and feature selection methods, specifically Boruta [KR10]
and Recursive Feature Elimination [GWBV02], both commonly applied in radiomic
analysis JAWS™20|. Evaluating this many configurations is necessary for a fair comparison:
drawing conclusions about whether Simeoni features help or hurt prediction requires
testing across multiple experimental conditions rather than relying on a single best-case
comparison. The methodology must therefore support systematic training, evaluation,
and comparison across all configurations.

Static analysis of 116 models with 162 patients each would be impractical. Interactive
visual analytics enables users to navigate, filter, and compare model configurations,
exploring patterns that would be difficult to detect from tabular results alone [PRSL23].
The dashboard described in Section 4.7 addresses this need.

Each model configuration is evaluated using Leave-One-Out Cross-Validation (LOO-
CV) [Gé19], which requires 162 training iterations per model. Across 116 configurations,
this amounts to approximately 19,000 individual model fits. Given this computational cost,
results are pre-computed and stored rather than calculated on demand. The dashboard
queries stored results, enabling responsive interaction without repeated computation.
The fair comparison methodology, ensuring consistent validation procedures and matched
conditions across experiments, is detailed in Section 4.8.

4.2.5 Reproducibility Requirements

Radiomic feature extraction follows the Image Biomarker Standardization Initiative (IBSI)
compliance guidelines [KDAKT9, [ZVA™20] through the use of PyRadiomics [vGFP™17],
which provides standardized, validated feature computation. This ensures that the
extracted features are reproducible and comparable with those reported in other studies
using the same standard. Section 4.3 describes the specific PyRadiomics configuration
used.

LOO-CV provides deterministic, unbiased performance estimates that do not depend on
random train-test splits [GE19]. With n = 162, LOO-CV maximizes training data usage
while avoiding the variance introduced by repeated random sampling. Fixed random
seeds for the Random Forest classifier [Bre01] ensure that results are fully reproducible
given the same input data. All 116 model configurations follow the same evaluation
protocol, enabling valid cross-experiment comparisons as described in Section [4.6.
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4.3 Task 1: Radiomic Feature Extraction

The 162-patient cohort described in Section 2.7.2| provides complete DWI data at all four
treatment timepoints (Section 2.7.4)). For radiomic feature extraction, two data types are
required per patient per timepoint: TRACE images, which capture the diffusion-weighted
signal, and SEG files, which contain expert tumor segmentations defining the region of
interest. Only patients with both TRACE and SEG data available at all four timepoints
(TO through T3) are included, verified using the ancillary patient information provided
with the ACRIN6698 dataset [NPZT21]. The ACRING698 dataset provides expert
tumor segmentations for all patients, so we use these directly rather than performing
automated segmentation, which avoids introducing segmentation-related variability into
the radiomic features [VTCTL™20]. Analysis follows the sequential radiomic workflow
outlined in Figure 4.1; DICOM images are first converted to NIfTT format, tumor regions
of interest are extracted based on the expert segmentations, features are computed using
PyRadiomics [vGFPT17], and the resulting feature matrix is prepared for downstream
analysis.

4.3.1 Image Preprocessing

The raw imaging data is provided in DICOM format [Nat24]. Each patient’s data is
organized into timepoint subdirectories containing separate series for DWI TRACE
and DWI SEG data. Spatial alignment between these two volumes matters: if the
TRACE image and the segmentation mask do not share the same coordinate space,
feature extraction computes values from incorrect tissue regions, producing unreliable
results [ZVAT20]. The world matrix embedded in the image headers defines the mapping
from voxel indices to physical coordinates, ensuring that the segmentation overlay
corresponds to the correct anatomical location in the DWI volume.

We convert DICOM images to NIfTT format using dem2niix [LMA™16]. The tool handles
automated, batch-capable conversion while preserving spatial orientation and header
metadata. PyRadiomics [vGFPT17] requires NIfTT input, and the NIfTT format encodes
the spatial transformation matrix directly in the file header, which eliminates the need
for separate spatial registration between image and segmentation volumes. Both share
the same coordinate system after conversion. We chose dcm2niix for its wide adoption
in neuroimaging research [LMAT16], its preservation of geometric information, and its
ability to process entire patient directories in a single operation.

After conversion, completeness checks verify that each patient has matched TRACE and
SEG files at all four timepoints. Patients with missing or incomplete data are flagged
for manual review. We also validated the conversion results visually by inspecting the
NIfTT outputs in 3D Slicer [FBKCT12|, confirming that tumor segmentation overlays
aligned correctly with the DWT volumes (Figure 2.2) and that no spatial misregistration
was introduced during format conversion. These checks serve as a quality gate before
feature extraction, preventing downstream errors caused by mismatched or absent input
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4.3. Task 1: Radiomic Feature Extraction

files. The technical details of the conversion process, including parameter configuration,
file naming conventions, and auxiliary file handling, are described in Chapter 5.

4.3.2 Tumor Segmentation

We used the expert tumor segmentations provided with the ACRIN6698 dataset [NPZ™21]
without modification. The segmentation protocol, operator qualifications, reproducibility
metrics, and a representative visualization are described in Section [2.5.3. Using expert-
provided segmentations rather than performing automated segmentation avoids introduc-
ing an additional source of variability into the feature extraction pipeline [VTCTL™20).
Each feature extraction requires a matched pair of TRACE image and segmentation mask,
with both volumes sharing the same coordinate space as verified during preprocessing
(Section 4.3.1).

4.3.3 Feature Computation

Feature extraction uses PyRadiomics 3.1.0 [vGFP™17], an open-source Python pack-
age that implements the Image Biomarker Standardization Initiative (IBSI) guide-
lines |[ZVAT20]. The IBSI defines standardized algorithms and reference values for
radiomic features. This standardization matters because it enables cross-study compara-
bility: features extracted in this work can be meaningfully compared with results from
other studies using IBSI-compliant tools [KDAKI19]. We configured the extractor for all
non-deprecated feature classes, with automatic mask-to-image geometry alignment to
handle potential spatial mismatches between segmentation and image volumes.

The extraction produces 107 features per timepoint across three categories. Shape features
(14) describe geometric and morphological properties of the tumor region [ZVA™20,
vGEPT17), including volume, surface area, sphericity, and elongation metrics. They
quantify tumor geometry independent of signal intensity, making them particularly
relevant for tracking size changes across treatment timepoints. First-order statistics
(18) [ZVA™20, vGFP™17] capture the distribution of voxel intensities within the tumor
ROL. These include mean, standard deviation, skewness, kurtosis, entropy, and percentile-
based metrics. Unlike texture features, first-order statistics characterize the overall signal
distribution without considering spatial relationships between voxels.

Texture features (75 features) quantify spatial patterns and voxel-to-voxel relationships
within the tumor region using five matrix-based methods [ZVAT20, vGFP™17]. The
Gray Level Co-occurrence Matrix (GLCM, 24 features) captures second-order statistics
describing the spatial co-occurrence of intensity values at defined offsets. The Gray Level
Run Length Matrix (GLRLM, 16 features) encodes run-length patterns of consecutive
voxels sharing the same intensity level. The Gray Level Size Zone Matrix (GLSZM, 16
features) describes connected regions of identical intensity, characterizing the homogeneity
and size of texture zones. The Gray Level Dependence Matrix (GLDM, 14 features)
quantifies dependencies between voxels within a defined neighborhood distance. The
Neighboring Gray Tone Difference Matrix (NGTDM, 5 features) measures intensity
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differences between individual voxels and their local neighborhoods, capturing coarseness
and contrast properties of the texture. Table |4.1| summarizes the feature class breakdown.

Table 4.1: Radiomic feature classes extracted per timepoint using PyRadiomics
3.1.0 [yGFP*17]. Shape features characterize tumor geometry, first-order features de-
scribe intensity distributions, and texture features quantify spatial patterns through five
matrix-based methods.

Feature Class Count Description

Shape 14 Geometric and morphological tumor properties
(volume, surface area, sphericity, elongation)

First-Order 18 Voxel intensity distribution statistics (mean, vari-
ance, skewness, kurtosis, entropy)

GLCM 24 Spatial co-occurrence of intensity values at de-
fined offsets

GLRLM 16 Run-length patterns of consecutive same-
intensity voxels

GLSZM 16 Connected regions of identical intensity (zone
size and count)

GLDM 14 Voxel dependency patterns within a defined
neighborhood

NGTDM ) Intensity differences between voxels and their
neighborhoods

Total 107 Per timepoint

We extract all 107 available features rather than pre-selecting specific types based on
prior assumptions. The relevance of individual radiomic features varies across cancer
types, imaging protocols, and prediction targets, so pre-selection risks excluding features
that turn out to matter for this specific classification task. The feature selection stage
(Section 4.6) identifies the most relevant subset using methods such as Boruta [KR10] and
Recursive Feature Elimination with Cross-Validation (RFECV) [GWBV02], so extracting

all features upfront gives these methods the full search space to work with.

To verify extraction correctness, we compared results from two independent implementa-
tions: our PyRadiomics extraction script and the built-in PyRadiomics module within
3D Slicer [FBKCT12]. We ran both on the same input images and segmentations for
a subset of patients during development. The feature values were identical, confirming
that the extraction pipeline operates correctly and produces reproducible results across
different execution environments.

Features are extracted independently at each of the four timepoints (T0, T1, T2, T3) for
each patient, yielding 107 features per timepoint. Per-timepoint extraction captures how
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4.3. Task 1: Radiomic Feature Extraction

tumor characteristics evolve across the treatment course, enabling the multi-timepoint
experimental design described in Section 4.2.1| where successive timepoint combinations
are tested for their effect on prediction performance. Each extraction requires a matched
pair of TRACE image and SEG segmentation, as described in Section 4.3.2. Timepoint
verification ensures that the correct image-segmentation correspondence is maintained,
preventing accidental cross-timepoint pairing.

4.3.4 Feature Preprocessing

Radiomic features span vastly different value ranges depending on their category and
the physical quantity they represent. Shape features like MeshVolume are measured in
mm?> and can exceed values of 10,000, while texture features like GLCM Correlation
operate in the [—1,1] or [0, 1] range. Without scaling, features with larger absolute values
dominate distance-based computations in dimensionality reduction (Section 4.7) and can
bias feature selection behavior [Dem24].

Two common approaches exist for feature scaling in radiomics [Dem24]. Standardization
(z-score normalization) transforms features to zero mean and unit variance, assuming
an approximately normal underlying distribution. Min-max normalization rescales
features to a bounded range, typically [0, 1], without assumptions about the distribution
shape. Demircioglu [Dem24] compared seven normalization methods across fifteen
radiomics datasets and found that the choice of method influences both predictive
performance and the set of selected features, though no single method consistently
outperformed the others. The appropriate choice therefore depends on the specific analysis
context and the downstream methods involved. In general terms, z-score normalization
suits approximately normal distributions, while min-max normalization preserves the
original distribution shape and produces a bounded range suited for distance-based
methods [Dem24].

We chose min-max normalization [PVG™11] because radiomic features frequently exhibit
skewed, non-normal distributions [VTCTL™ 20|, which makes the normality assumption
underlying z-score standardization inappropriate for this data. Min-max normalization

preserves the original distribution shape while mapping values to a common [0, 1] range.

This bounded output is well-suited for distance-based dimensionality reduction methods
such as UMAP [MHM18| and t-SNE [vdMHOS| (Section 4.7), where bounded inputs
produce more stable embeddings. The primary classifier used in this work, Random
Forest [Bre0l], is inherently invariant to monotonic feature transformations including
scaling, since it operates on rank-ordered split points rather than absolute feature
values. The normalization therefore primarily benefits the dimensionality reduction and
visualization components rather than the classification itself.

PyRadiomics [vGFP™17| outputs include diagnostic metadata columns alongside the
actual radiomic features. These describe extraction settings, image properties, and
mask characteristics rather than tumor-specific information, so they are removed before
normalization. This leaves 107 radiomic features per timepoint. The resulting data is
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organized using a multi-level index of patient identifier and timepoint, reflecting the
longitudinal structure of the dataset.

For machine learning experiments, the data can be arranged in different ways depending
on the experimental design (Figure 4.2). Per-timepoint format uses 107 features from a
single timepoint, for example when analyzing only T0. Wide format concatenates features
across all timepoints into 428 features per patient, with each feature distinguished by a
timepoint identifier. Stacked format preserves the temporal dimension for time-series
aware methods. These representations serve different analytical purposes
as described in Section 4.6, and the implementation details of data restructuring are
described in Chapter 5.

Stacked format (multi-index)
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Figure 4.2: Radiomic feature matrix representations. The stacked format (top) organizes
data as a multi-level index with patient and timepoint dimensions, yielding 107 features
per row across 648 rows. The wide format (bottom) concatenates the temporal dimension
into columns, producing 428 features per patient for classification.

Two shape features, MeshVolume and VoxelVolume, serve a dual role beyond their use as
radiomic features for classification. They also provide the tumor volume measurements
from which the five-class treatment response labels are derived, with class boundaries
based on relative volume change from TO to T3 as defined in Section 4.2.2. The
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4.4. Task 2: Mathematical Model Implementation

preprocessing stage produces a normalized feature matrix of 162 patients by 428 features
(107 per timepoint across four timepoints), ready for integration with Simeoni-derived
features (Section 4.5) and input to the machine learning pipeline (Section [4.6)).

4.4 Task 2: Mathematical Model Implementation

Radiomic features capture the empirical imaging phenotype of a tumor but do not encode
the underlying treatment response dynamics. To test whether mechanistic tumor growth
features complement these imaging features, the pipeline requires a model that can
simulate treatment trajectories and generate predictive features from baseline data alone.
We adapted the Simeoni tumor growth inhibition model [SMC™04| for the ACRIN6698
breast cancer treatment context [NPZ'21|, calibrated it against clinical imaging data,
and used it to extract features for downstream machine learning.

4.4.1 Model Selection

The Simeoni model [SMCT04], introduced in Section 3.2.2, was selected as the mechanistic
modeling framework for this work. The model has been widely adopted in pharmacometric
research since its introduction: Simeoni et al. [SMCT04] developed and validated the
four-compartment tumor growth inhibition system across multiple anticancer agents in
xenograft studies, Magni et al. [MSPT06| extended it to combination therapy, and recent
translational work continues to build on the framework [RTM25]. This track record
provides confidence in its ability to capture the relationship between drug exposure and
tumor response. The drug effect term ks - ¢(t) - 71 accepts an arbitrary concentration
function c¢(t), which means any pharmacokinetic model can be coupled with the tumor
dynamics. This flexibility is relevant for the ACRIN6698 treatment protocol [ROD™16],
where patients receive two sequential drug regimens with different pharmacokinetic
profiles. The model parameters also carry direct biological interpretations: growth
rates (\g) and drug potency indices (k2) relate to clinically observable quantities, which
supports the interpretability requirement defined in Section 4.2.3|and allows the extracted
features to carry mechanistic meaning.

Magni et al. [MSPT06] extended the original Simeoni framework to accommodate combina-
tion therapy by assigning separate drug sensitivity parameters (k2) for each agent. This ex-
tension directly applies to the sequential Paclitaxel and Anthracycline-Cyclophosphamide
(AC) regimen used in ACRIN6698. The model equations, parameter definitions, and
compartment structure are presented in Section 3.2.2 (Equations 3.1 and 3.2, Table 3.1,
Figure 3.2).

4.4.2 Model Structure

Building on the Simeoni model reviewed in Section 3.2.2, we adapted the base four-
compartment system (Equation 3.2) in two ways for the ACRIN6698 breast cancer
treatment context.
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The model tracks proliferating tumor cells (z1) and three drug-effect compartments (2,
x3, x4), with total tumor weight w(t) = x1(t) + x2(t) + x3(t) + x4(t). The transition
parameter v is fixed at 20, following the recommendation of Simeoni et al. [SMCT04] to
ensure a sufficiently sharp transition between exponential and linear growth phases. The
linear growth rate Ap is set to a large value, effectively removing the carrying capacity
constraint, since the treatment course is too short for growth saturation to be relevant.

Phase-Specific Growth Rates

The ACRING6698 protocol involves two sequential treatment phases with different cytotoxic
agents. A single exponential growth rate cannot adequately represent tumor dynamics
across both phases, because accelerated repopulation between treatment phases is a
well-documented phenomenon in cancer biology [KT05]. After initial treatment-induced
cell death, surviving tumor cells can exhibit faster proliferation rates during subsequent
treatment phases. We account for this by using two growth rate parameters: \gpy for
the Paclitaxel phase (T0 to T2, 84 days) and Ao p2 for the AC phase (T2 to T3, 84 days),
where Aoypg > )\07})1.

Drug-Specific Potency Parameters

Paclitaxel and Doxorubicin act through different mechanisms. Paclitaxel binds to
tubulin and promotes the assembly of dysfunctional microtubules, preventing cell divi-
sion [SBK1§|. Doxorubicin intercalates DNA and inhibits topoisomerase II, disrupting
replication [MMS™04]. Following the Magni et al. [MSPT06] combination therapy ex-
tension, we assign separate drug potency parameters ko pac and kg qox to reflect these
different efficacy profiles.

Treatment Schedule

The ACRING6698 backbone treatment protocol (Section 2.7.3) consists of two phases:

o Phase 1 (T0 to T2): Paclitaxel 80 mg/m?, administered as weekly intravenous (IV)
infusions for 12 cycles over 84 days.

o+ Phase 2 (T2 to T3): Doxorubicin 60 mg/m? (AC regimen), administered every
21 days (q21d) for 4 cycles over 84 days.

The total modeled treatment duration is 168 days ( 24 weeks), consistent with the 20-24
week standard regimen described in Section [2.7.3/ [RODT16]. The AC cycle spacing of
21 days reflects the standard (non-dose-dense) schedule [GMAT23]. Phase transitions
between the two regimens are handled by switching both the growth rate parameter and
the active drug concentration function at day 84. Figure [4.3] illustrates the complete
dosing schedule at day-level resolution.
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[ Phase 1: Paclitaxel (12 weekly doses) I Phase 2: AC (4 q21d doses) J
G A N Y
TO T1 T2 T3
Day 0 Day 21 Day 84 Day 168

—e Paclitaxel dose (80 mg/m?) —e Doxorubicin dose (60 mg/m?, AC)

Figure 4.3: Model treatment schedule for the ACRIN6698 backbone protocol at day-
level resolution. Vertical markers indicate individual drug administrations: 12 weekly
Paclitaxel infusions (Phase 1) followed by 4 q21d Doxorubicin infusions (Phase 2). Black
dots mark MRI acquisition timepoints (T0-T3). The dashed line indicates the phase
transition at day 84, where both the active drug and the growth rate parameter switch.
Compare with the clinical overview in Figure 2.1.

Initial Conditions

For each patient, the simulation is initialized with the measured pre-treatment tumor
volume: z1(t9) equals the patient’s TO tumor volume derived from the average of
VoxelVolume and MeshVolume shape features (Section 4.3)). The remaining compartments
start at zero (x2(tp) = x3(tg) = w4(to) = 0), reflecting the assumption that no drug-
damaged cells exist before treatment begins.

4.4.3 Pharmacokinetic Integration

The Simeoni model requires a drug concentration function ¢(¢) to compute the treat-
ment effect on tumor cells. We model drug concentrations using a two-compartment
pharmacokinetic model [GP82] with IV infusion, extended to handle the repeated dosing
schedules of both treatment phases.

Two-Compartment Model

We model drug distribution and elimination using a standard two-compartment phar-
macokinetic model [GP82]. The model describes drug transfer between a central com-
partment (plasma) and a peripheral compartment (tissues), characterized by micro-rate
constants: the elimination rate k, the distribution rate k12 (central to peripheral), and
the redistribution rate ko; (peripheral to central).

The biphasic concentration decay is described by two macro-constants. Following the
notation of Bertrand et al. [BML™08], the rate constants o and 3 and the amplitude con-
stants A and B are derived from the micro-rate constants and the volume of distribution
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The constant « governs the rapid distribution phase and S the slower elimination phase.
Both drugs in the ACRIN6698 protocol exhibit biphasic elimination consistent with this
two-compartment structure: Paclitaxel shows a rapid distribution phase followed by
slower terminal elimination [SBK18], and Doxorubicin follows a two-compartment open
model with fast distribution and slow elimination [BRF10)].

Infusion Model

Clinical chemotherapy is administered as IV infusions rather than instantaneous bolus
injections [GP82]. A bolus model would overestimate the initial peak concentration,
particularly for Paclitaxel infusions that typically last 1-3 hours [SBK18]. We therefore
use an IV infusion model that accounts for the gradual drug input during the infusion
period.

For a single dose D administered over infusion duration #;,¢, beginning at time ¢p, the
concentration c(t) follows a piecewise function derived from standard two-compartment
IV infusion theory [GP82]:

DTA B
o L{(l —e )+ 5(1 - 6_57)} ; T < tint,
cty=4 " (4.2)
DTA B
Tf |:a(1 _ e_atinf) e_a(T_tinf) + E (1 — e_Btinf) e_B(T_tinf):| , T > til’lf?

where 7 = t — tp is the time elapsed since dose administration. During the infusion
period, drug enters the system at a constant rate D /ty,s and simultaneously distributes
and eliminates. After infusion ends, the concentration decays biexponentially with rates
« and .

Multi-Dose Extension

Chemotherapy involves repeated administrations over weeks. For n doses administered
at times tp1,tp2,...,tpn, the total concentration at any time ¢ is the superposition of
contributions from all preceding doses:
n
Ctotal () = Z c¢i(t), where ¢;(t) follows Equation 4.2 with dose D; at time tp;. (4.3)
i=1
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This produces a pulsatile concentration profile: drug levels rise during each infusion,
decay between doses, and accumulate when the inter-dose interval is shorter than the
elimination half-life. The superposition principle holds because the two-compartment
model is linear in drug concentration [GP82]. Figure 4.4 shows the resulting concentration
profiles for both drugs.

(a) Paclitaxel — 12 weekly infusions (b) Doxorubicin (AC) — 4 q21d infusions
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Figure 4.4: Simulated drug concentration profiles ¢(t) from the two-compartment IV
infusion model (Equation 4.2) with parameters from Table |4.2. (a) Paclitaxel: 12 weekly
infusions (3-hour duration each) produce pulsatile concentrations with partial accumula-
tion between doses. (b) Doxorubicin (AC): 4 q21d infusions (15-minute duration) produce
sharp concentration spikes with near-complete washout between doses. Concentrations
are in model-internal units, with absolute magnitudes absorbed into the calibrated ko
values.

Drug-Specific Parameters

Table 4.2 summarizes the pharmacokinetic parameters used for both drugs. The half-
lives and distribution volumes were initialized from clinical pharmacokinetic studies of
Paclitaxel [GKGT95] and Doxorubicin in breast cancer patients [BRF10]. The dosing
schedule follows the ACRIN6698 backbone protocol [RODT16]. Since the drug potency
parameters ko were calibrated jointly with the pharmacokinetic model (Section 4.4.4), the
absolute drug concentrations produced by the PK sub-model are not directly comparable
to clinical pharmacokinetic measurements. The role of the PK model is to generate realistic
time-varying drug exposure profiles with the correct temporal pattern (pulsatile dosing,
biexponential decay between doses). Any offset in absolute concentration magnitude is
compensated by the calibrated ks values, which scale the drug effect accordingly.

The decay rate k is derived from the terminal half-life as k = 1/t; /5, yielding 0.042 h—!
for Paclitaxel (half-life 24 hours) and 0.033 h~! for Doxorubicin (half-life 30 hours). In
standard pharmacokinetics [GP82], the elimination micro-rate constant ki is related to
clearance and central volume as k19 = CL/Vi, and differs from 1/t; 5. Our parameteri-
zation uses the simpler 1/t; /2 form because the PK sub-model serves a specific role: it
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Table 4.2: Pharmacokinetic parameters for the two-compartment infusion model. PK
parameters initialized from clinical literature®’. Dosing from the ACRIN6698 backbone
protocol®. The absolute concentration magnitude is absorbed into the calibrated ko
values.

Parameter Paclitaxel = Doxorubicin Unit

k (decay rate) 0.042 0.033 h—!

k12 (distribution rate) 0.2 0.5 h—!

ko1 (redistribution rate) 0.3 0.3 h—!

V' (volume of distribution)  30.0 27.5 L/m? (Pac), L (Dox)
D (dose per administration) 80 60 mg,/m?

tint (infusion duration) 3.0 0.25 hours

Dosing schedule weekly x 12 g21dx4 —

Phase duration 84 84 days

2 Paclitaxel PK: Gianni et al. [GKG™95
® Doxorubicin PK: Barpe et al. [BREF10]

¢ Dosing protocol: Rugo et al. ﬂm

provides the temporal drug exposure profile that drives the Simeoni tumor dynamics,
not a standalone clinical pharmacokinetic prediction. Since the drug potency parameter
ks is calibrated jointly with the PK model (Section 4.4.4), ko absorbs any systematic
offset between the model-internal concentrations and physiological values. The product
ko - ¢(t) that enters the Simeoni equation is therefore correctly scaled regardless of the
absolute concentration magnitude. This approach is valid because the tumor growth
model depends only on the product of potency and concentration, not on either quantity
independently. The distribution rate constants k1o and ko1 reflect the rate of drug transfer
between plasma and tissue compartments [GP82]. Doxorubicin has a higher ki3 value
(0.5 vs. 0.2 h™1), consistent with its rapid tissue distribution [BRF10]. The volume of
distribution V is reported per body surface area for Paclitaxel ﬂm and as an
absolute volume for Doxorubicin [BRF10], following the conventions of the respective
pharmacokinetic literature.

4.4.4 Parameter Calibration

With the model structure and pharmacokinetic integration defined, the remaining chal-
lenge is to determine growth and drug potency parameters that produce realistic tumor
volume trajectories for human breast cancer patients. We seek parameter values such
that the simulated trajectories approximate the observed tumor volumes measured at T0
through T3 via DWI imaging. The observed volumes are derived from the MeshVolume
and VoxelVolume shape features described in Section 4.3.
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Xenograft Parameter Incompatibility

The Simeoni model was originally calibrated for xenograft studies [SMCT04], where
tumors grow rapidly. Typical xenograft growth rates are A\g ~ 0.2 day~!, corresponding
to a doubling time of approximately 3.5 days. Human breast cancer grows orders of
magnitude slower. Dahan et al. [DHBT21] report clinical doubling times ranging from
254 to 1126 days depending on molecular subtype, corresponding to A\g values between
0.0006 and 0.0027 day—'. This magnitude mismatch of 13-100 times is consistent with
the xenograft-to-human translation challenges documented by Baaz et al. [BCLJ22] and
discussed in Section 3.2.3. Direct application of literature parameters to clinical data is
therefore impractical.

With xenograft growth rates, the drug effect term (ks - ¢(t) - 1) overwhelms the growth
term in Equation [3.2. The kill-to-growth ratio becomes so large that the model predicts
complete tumor elimination regardless of how drug potency is adjusted. Reducing
ko alone does not resolve this: even heavily attenuated drug potency values fail to
produce trajectories that match observed responses, because the fundamental growth
rate mismatch distorts the entire simulation.

Calibration Strategy

We addressed the xenograft-to-human translation through a sequence of adaptations,
each motivated by a specific limitation observed in the simulated trajectories. The full

development history across multiple optimization iterations is documented in Chapter |5.

Clinical growth rates

We replaced the xenograft Ay with clinically measured values from the systematic review of
Dahan et al. [DHB™21]. These values, derived from longitudinal imaging measurements of
human breast tumors, produce growth dynamics consistent with the treatment timeframes
observed in the ACRIN6698 cohort.

Drug potency recalibration

Even with clinically appropriate growth rates, the literature ko values remained too
high for the human context. They had been calibrated against xenograft responses
where the kill-to-growth ratio is inherently larger. A second source of incompatibility
is the pharmacokinetic parameterization itself: because the PK sub-model produces
drug concentrations in model-specific units rather than physiological concentrations

(Section 4.4.3), ko values from studies using standard PK units are not directly transferable.

Iterative testing across a wide range of scaling factors around the published values
confirmed that no viable operating point exists near the literature ko range for this
parameterization. The ko parameters therefore required independent calibration through
systematic search (Section 4.4.5).

Phase-specific growth rates
The observed imaging data showed that tumor dynamics differ between the Paclitaxel and
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AC treatment phases. Our iterative experiments confirmed that a single growth rate could
not capture the accelerated tumor regrowth between phases, a phenomenon consistent
with the accelerated repopulation effect documented by Kim and Tannock [KT05]. We
therefore introduced separate growth parameters for each phase: Ao p; during Paclitaxel
treatment and Ao pa during the AC phase, with Agpa > Ao p1.

Drug-specific potency rebalancing

Paclitaxel and Doxorubicin have fundamentally different mechanisms of action [SBKIS|
MMS™04] and produce different volume change patterns in the imaging data. We found
that using a single ko for both drugs did not adequately capture the distinct responses
observed during each treatment phase. Independent potency values ks pac and ko dox
allow the model to reflect the different efficacy profiles.

Population Model Approach

We calibrated a single parameter set against the full 162-patient cohort rather than fitting
individual patient models. This population approach means that deviations between
simulated and observed volumes for individual patients reflect biological heterogeneity
(e.g., molecular subtype, individual drug metabolism) that the model does not explicitly
capture. The rationale for population-level fitting is twofold. First, it produces stable
parameter estimates that are not sensitive to individual outliers. Second, a single
parameter set generates consistent features for all patients, which is more suitable for
downstream machine learning than potentially overfitted patient-specific models.

Calibrated Model Definition

The calibrated model is defined by four free parameters, specifically the two phase-specific
growth rates (Ao p1, Ao,p2) and the two drug potency values (k2 pac, k2,dox), determined
through the grid search procedure described in Section 4.4.5. The fixed parameters
¥ = 20 and k1 = 0.05 day ! are retained from the original model [SMCT04]. The
calibrated parameter values and their quantitative validation are presented in Chapter 6.

4.4.5 Parameter Fitting

The parameter values presented in Section |4.4.4) were determined through systematic
grid search optimization over the four free parameters.

Search Space

The calibration involves four free parameters: the two phase-specific growth rates (A p1,
Ao,p2) and the two drug potency values (k2 pac, k2 dox). The remaining parameters are
fixed. The transition parameter 1) = 20 is established in the literature and insensitive to
calibration [SMCT04]. The compartment transit rate k; = 0.05 day ' determines the
timing of drug damage progression and is constrained by the original model specifica-
tion [SMCT04]. The pharmacokinetic parameters (Table 4.2) are fixed from literature
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values, as they describe drug-specific properties independent of the tumor growth dy-
namics being calibrated.

Grid Search Methodology

Grid search was chosen over gradient-based or Bayesian optimization because the objective
landscape is non-smooth: discrete treatment schedules create pulsatile drug concentrations
with sub-therapeutic periods between doses, making gradient-based methods unreliable.
The biologically meaningful parameter ranges are bounded: growth rates must fall
within the clinically observed range [DHB™ 21|, and drug potency values must produce
physiologically plausible responses. The search domain is therefore well-defined. With only
four free parameters, exhaustive grid search is computationally feasible and guarantees
exploration of the entire parameter space without risk of convergence to local minima.

Two-Stage Refinement

The search proceeded in two stages. In the first stage, a coarse grid covered broad
ranges for all four parameters to identify the region producing the best trajectories. In
the second stage, a refined grid around the best region from Stage 1 was evaluated to
determine the final parameter values. This two-stage approach balances exploration of
the full parameter space with resolution in the neighborhood of the optimum.

Optimization Criterion

The optimization minimized the Mean Absolute Percentage Error (MAPE) between
simulated and observed tumor volumes across a representative patient subset. MAPE
was selected following established practice in pharmacokinetic model evaluation [VDS92],
because it is scale-independent and directly interpretable as the average percentage
deviation from observed volumes. Simulated trajectories were evaluated at the four
imaging timepoints (T0, T1, T2, T3) for each patient in the subset.

The implementation details of the grid search, including the parameter range definitions,
the number of evaluated combinations, and the solver configuration, are described in
Chapter 5.

4.4.6 Validation Strategy

Before using the calibrated model for feature extraction, we defined a validation strategy
to assess whether the simulated trajectories are sufficiently realistic for the intended
purpose. Quantitative validation results are presented in Chapter [6.

Validation Design

The validation operates at two levels, following the calibration-then-generalization ap-
proach used in the original Simeoni framework [SMC™04]. A representative patient subset
was used during parameter optimization (Section 4.4.5) to guide the grid search toward
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parameter values that produce realistic trajectories. The full 162-patient cohort was
then used for population-level assessment to verify that the calibrated model generalizes
beyond the optimization subset.

Validation Metrics

We defined two quantitative metrics for model assessment:

e MAPE (Mean Absolute Percentage Error): The average percentage deviation
between simulated and observed tumor volumes across imaging timepoints [VDS92).
This metric is scale-independent, which is important because tumor volumes vary
substantially across patients (from a few hundred mm? to several thousand mm?).

e Percentage within tolerance threshold: The proportion of patients whose
simulated trajectory falls within a predefined error range [VDS92]. This provides a
population-level summary of how many patients the model serves adequately.

In addition to quantitative metrics, simulated versus actual tumor volume trajectory
plots for individual patients provide qualitative assessment of trajectory shape, turning
points, and treatment phase transitions [SMC™04, MSP™06]. These visualizations help
identify systematic biases (e.g., consistent over- or underprediction in a specific treatment
phase) that aggregate metrics might obscure.

Population Model Considerations

Since we apply a single parameter set to all 162 patients, we expect substantial variability
in the per-patient fit quality. Patients whose tumor biology closely matches the population
average will have small simulation errors, while patients with unusual drug sensitivity
or growth characteristics will show larger deviations. The validation does not aim to
demonstrate that the model precisely predicts individual tumor trajectories. Instead,
it assesses whether the model captures the general treatment response dynamics well
enough to generate informative features for machine learning classification.

The acceptance criterion reflects the model’s intended use: generating features that
capture mechanistic aspects of treatment response for downstream machine learning,
not providing patient-level clinical predictions [BKV™22|. Specifically, the model is
considered adequate if it reproduces the direction of volume change (shrinkage versus
growth) for a majority of patients and maintains per-patient MAPE values within a range
where the simulated trajectories still encode meaningful treatment response variation
across the cohort.

4.4.7 Feature Generation

With the calibrated and validated Simeoni model, we extract prediction features from the
simulated tumor trajectories. These features quantify different aspects of the predicted
treatment response and serve as input to the machine learning pipeline (Section 4.6)).
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TO0-Compatible Prediction Requirement

All Simeoni-derived features must satisfy the TO-compatible prediction requirement
established in Section [4.2.2. Each feature is computed solely from the patient’s baseline
tumor volume (measured at T0) and the model simulation. No future imaging timepoints
are used as input. This ensures that the features are available prospectively, before
treatment outcomes are known, and can be used for pre-treatment prediction.

Extraction Process

For each of the 162 patients, the Simeoni model is initialized with the patient’s TO tumor
volume as the starting condition for the proliferating compartment (z;) and run with the
calibrated population parameters (Section [4.4.4) over the full 168-day treatment course.
The resulting tumor volume trajectory is then processed to compute 15 features that
quantify different aspects of the predicted treatment response.

Feature Categories

The 15 features are organized into three categories that capture progressively more
detailed aspects of the simulated treatment response. Table |4.3| provides a complete
listing.

Basic trajectory features
The overall predicted treatment outcome is summarized by four features. The final

volume and reduction percentage describe how much the tumor is expected to shrink.

The Tumor Growth Inhibition (TGI) index and the area under the volume curve provide
summary measures of treatment efficacy over the full course, analogous to standard
pharmacometric endpoints [SMC™04] and conceptually related to the response assessment
criteria used in clinical oncology [ETBT09).

Phase-specific features

Six features describe dynamics that differ between the Paclitaxel and AC treatment phases.

The reduction in each phase indicates which drug regimen is predicted to contribute
more to tumor shrinkage. The nadir volume and nadir timing characterize the minimum
tumor point, while the regrowth rate describes whether and how fast regrowth occurs
after the nadir. The phase transition volume at day 84 captures the tumor state at the
boundary between treatment phases. These features are motivated by the observation
that patients may respond differently to the two sequential regimens [KT05], and this
differential response pattern may correlate with final treatment outcome.

Mechanistic features

The remaining five features directly encode model parameters and their relationships.

Since we use a population model with fixed parameters, the effective growth rates and
potency values are the same for all patients. The informative variation comes from their
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Table 4.3: Simeoni-derived prediction features extracted from simulated tumor trajectories.
All features are TO-compatible: they require only the baseline tumor volume and the

population model simulation.

Category Feature

Description

Basic trajectory final_ volume

Simulated tumor volume at end of treat-
ment (day 168)

reduction_pct

Percentage volume reduction from TO
to end of treatment

TGI

Tumor Growth Inhibition index over the
full treatment course

AUC

Area under the simulated volume curve

Phase-specific phasel_reduction

Volume reduction during the Paclitaxel
phase (T0-T2)

phase2_reduction

Volume reduction during the AC phase
(T2-T3)

nadir_volume

Minimum simulated tumor volume dur-
ing treatment

nadir_time

Time (in days) at which the nadir is
reached

regrowth_rate

Rate of volume increase after the nadir

phase_transition_vol

Simulated volume at the phase bound-
ary (day 84)

Mechanistic eff_MAg_pl

Effective growth rate during the Pacli-
taxel phase

ef f_Ao_p2

Effective growth rate during the AC
phase

eff_ko pac

Effective Paclitaxel potency parameter

eff ko dox

Effective Doxorubicin potency parame-
ter

kill _growth_ratio

Ratio of drug potency to growth rate
(k2/Xo)

70



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

4.5. Task 3: Feature Integration

interaction with the patient-specific initial volume: a patient with a large initial tumor
will have a different simulated kill-to-growth trajectory than a patient with a small tumor,
even under the same parameters. The kill-to-growth ratio (ka/Ag) quantifies the balance
between treatment effect and tumor growth [SMCT04], providing a single mechanistic
summary of predicted therapeutic efficacy.

Feature Set Summary

Figure 4.5/ summarizes the end-to-end extraction pipeline.

calibrated (Ch. [6)

Ao, k2, PK

Simeoni Model
Simulation

15 Prediction
Features

TO Tumor Simulated
Volume Trajectory

per patient population params w(t) curve 3 categories
Basic trajectory (4)
Phase-specific (6)
Mechanistic (5)

Figure 4.5: Simeoni feature extraction pipeline. For each patient, the T0 tumor volume
initializes the Simeoni model, which simulates the treatment trajectory over 168 days
using calibrated population parameters. From the resulting volume curve, 15 features
are extracted across three categories.

The extraction produces a matrix of 162 patients x 15 features. These Simeoni-derived
features are combined with the 428 radiomic features in Section 4.5/ to form the complete
feature set of 443 features used in the machine learning pipeline (Section 4.6).

4.5 Task 3: Feature Integration

The radiomic feature extraction (Section 4.3) produces 107 quantitative imaging fea-
tures per timepoint for each of the 162 patients, while the Simeoni model simulation
(Section 4.4) produces 15 mechanistic features per patient derived from baseline data
alone. Testing whether these two feature sources provide complementary or redundant
information for treatment response prediction requires a controlled comparison under
identical experimental conditions. Following the feature augmentation strategy estab-
lished in Section |4.1, we merge the two sources into a unified dataset and define three
feature set configurations for this comparison.

4.5.1 Data Merging Strategy

The two feature sources differ in their temporal structure. Radiomic features are measured
at each imaging timepoint, organized as a multi-level index of patient identifier and
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timepoint with 107 features per observation (Section 4.3.4). They capture how the tumor
appears at TO, T1, T2, and T3. Simeoni features have no timepoint dimension: they are
computed once per patient from the TO baseline tumor volume and the population model
simulation (Section 4.4.7), encoding the model’s predicted treatment trajectory from
TO through T3 as static numerical summaries. This structural asymmetry is a direct
consequence of the TO-compatible prediction requirement (Section 4.2.2), which ensures
that mechanistic features are available prospectively.

For classification with standard (non-time-series) algorithms, we convert the longitudinal
radiomic data to wide format: each feature receives a timepoint suffix, producing a cross-
sectional feature matrix where each patient is represented by a single row (Section 4.3.4,
Figure 4.2). When fewer timepoints are used in an experiment, only the corresponding
columns are included (Table 4.4).

We append the 15 Simeoni features as additional columns to the wide-format radiomic
matrix, aligned by patient identifier. Each patient appears exactly once in both datasets,
so the operation is a one-to-one column-wise concatenation with no ambiguity. The
Simeoni features remain identical regardless of how many radiomic timepoints are included,
since they depend only on baseline data. In the resulting combined matrix, radiomic
columns encode what was observed at each imaging timepoint, while Simeoni columns
encode what the mechanistic model predicts for the treatment course.

All 162 patients have complete data in both sources, a consequence of the patient
inclusion criterion that requires imaging data at all four timepoints (Section 4.2.1) and
the population model approach (Section 4.4.4)), where a single parameter set produces
features for every patient. No imputation is needed.

The combined matrix exhibits a substantial dimensionality imbalance: radiomic features
outnumber Simeoni features by roughly 28 to 1 in the all-timepoints configuration (428
versus 15). This imbalance could, in principle, cause feature selection algorithms to favor
the larger set simply due to a higher probability of finding spurious correlations among
more candidates. The pipeline addresses this at multiple levels. All feature selection
methods evaluate individual feature merit or feature subsets rather than operating on
feature source proportions, so the selection process is agnostic to the origin of each feature.
Random Forest classification further mitigates the imbalance through its internal feature
subsampling: at each tree split, only |/p features are considered as candidates, giving
individual Simeoni features a fair chance of being evaluated without competition from the
full radiomic set. Normalization to the same scale (Section 4.6) ensures that no feature
source is favored due to magnitude differences. The Simeoni proportion in the combined
set decreases from 12% at TO-only to 3% at all timepoints (Table 4.4).

Radiomic features are already normalized to [0, 1] before merging (Section 4.3.4). Simeoni
features are on heterogeneous scales at this stage: volumes in mm?, percentage reductions
in [0, 100], time values in days, and dimensionless ratios. Uniform normalization across
all features is applied in the machine learning pipeline (Section 4.6) before feature
selection, so that scale differences between the two feature sources do not bias selection



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

4.5. Task 3: Feature Integration

algorithms |[Dem?24].
Figure |4.6 illustrates the structure of the combined feature matrix and the three feature

set configurations derived from it.

from Section 4.3 from Section 4.4

428 radiomic features (wide format) 15
—
2
g aligned by
'J's' TO T1 T2 Sim.  patient ID
2 107 107 107 15
o
©
™
~ ~ - S——
Radiomics-only (428) Simeoni-only (15)
- ~— 7

Combined (443)

Figure 4.6: Structure of the combined feature matrix for the all-timepoints configuration.
Radiomic features (blue) are organized in wide format with 107 features per timepoint
block. Simeoni features (teal) are appended as 15 additional columns, derived from
baseline data only. Brackets indicate the three feature set configurations: Radiomics-only
(428 features), Simeoni-only (15 features), and combined (443 features). For timepoint-
restricted experiments (e.g., T0-only), only the corresponding radiomic blocks are included
while Simeoni features remain unchanged (Table 4.4).

4.5.2 Feature Set Definitions

We define three feature set configurations that share the same 162 patients, the same
classification algorithm, and the same evaluation protocol, differing only in the input
features. This controlled design isolates the contribution of each feature source.

Radiomics-only

This configuration contains exclusively radiomic imaging features and represents the
standard radiomics approach ﬂLBML—ilZﬂ It serves as the baseline against which inte-
gration is measured. The feature count scales with the number of included timepoints
(Table 4.4), answering how well imaging features alone predict treatment response and
how prediction improves as temporal information accumulates.

Simeoni-only

This configuration contains exclusively the 15 Simeoni-derived features. It isolates the
mechanistic model’s predictive contribution by testing whether the simulated treatment
trajectories capture clinically relevant variation independently of imaging features. If
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Simeoni features carry independent predictive signal, this configuration should achieve
non-trivial classification performance. Even if it performs modestly on its own, the
features may still contribute when combined with radiomics.

Combined

This configuration concatenates radiomic and Simeoni features into a single feature
matrix, testing the central hypothesis of this thesis within the complementarity versus
redundancy framework discussed in Section 3.6/ [BKV22]. Table 4.4 summarizes the
dimensionality of each configuration across all timepoint combinations.

Table 4.4: Feature set dimensionality across timepoint combinations. The radiomic
component scales with the number of timepoints (107 features each), while the Simeoni
component remains constant at 15 TO-compatible features. All configurations use the
same 162 patients.

Timepoint Combination Radiomics-only Simeoni-only Combined

TO 107 15 122
TO+T1 214 15 229
TO+T1+T2 321 15 336
TO+T1+T2+T3 (all) 428 15 443

The table illustrates how the relative weight of Simeoni features decreases as more
radiomic timepoints are added. At TO-only, Simeoni features constitute 12% of the
combined set (15 out of 122). At all timepoints, they represent only 3% (15 out of 443).
This diminishing proportion affects feature selection: as the radiomic feature space grows,
the selection algorithms have an increasing number of imaging features to choose from,
making it progressively harder for Simeoni features to be retained unless they carry
genuinely independent signal.

The three-way comparison constitutes a systematic ablation study [MLAPM19]. Starting
from the combined set, removing the Simeoni features yields the radiomics-only base-
line, and removing the radiomic features yields the Simeoni-only configuration. This
design isolates each component’s marginal contribution under otherwise identical experi-
mental conditions, following established practice for evaluating components of hybrid
models [MJM™24]. The feature selection methods applied in Section 4.6 (e.g., Boruta,
RFECV, and Sequential Feature Selection) operate independently within each feature set.
For the combined configuration, the selection algorithms can choose radiomic features,
Simeoni features, or both. Whether and which Simeoni features survive selection is itself
an informative outcome, revealing whether the algorithms find them predictive in the
presence of radiomic alternatives.

Each of the three feature sets is processed through the same feature selection and
classification workflow, ensuring that any performance differences can be attributed to
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the feature content rather than to methodological variation.

4.6 Task 4: Machine Learning Pipeline

The three feature set configurations defined in Section [4.5 require a classification pipeline
that can handle high-dimensional feature spaces, identify informative features, and
evaluate prediction performance reliably. The pipeline processes all three feature set con-
figurations identically, so that performance differences between radiomics-only, Simeoni-
only, and combined models can be attributed to the feature content rather than to
methodological variation.

The pipeline was originally developed and validated with radiomics-only features, then
extended to accommodate Simeoni and combined feature sets without structural changes.
During development, dimensionality reduction techniques such as PCA and UMAP were
explored as preprocessing steps for classification. As discussed in the interpretability
requirements (Section 4.2.3), PCA was ultimately not used for feature selection because
it produces transformed components that obscure the identity of the original features.
Feature selection on the original features was preferred because it preserves feature
identity, which is essential for answering the research question of which features drive

prediction and whether Simeoni features are selected by the algorithms (Section 4.2.3).

Dimensionality reduction methods serve the visual analytics component instead, as
described in Section 4.7.

Boruta, RFECV,
SFS, IMPCV, uniform / Accuracy, Precision,
Manual, None balanced weights Recall, F1

Normalized Feature Random Forest LOO-CV Performance
Feature Matrix Selection Classification (162 folds) Metrics

up to 24
Radiomics-only Simeoni-only Combined patients
(up to 428) (15) (up to 443)

identical pipeline for each configuration Final Model Holdout Classification
(train on 162) Evaluation Report + CM

Figure 4.7: Machine learning pipeline applied identically to each feature set configuration.

The upper row shows the LOO-CV evaluation: normalized features undergo feature
selection and Random Forest classification with 162-fold cross-validation. The lower row
shows the holdout evaluation: the final model trained on all 162 patients is evaluated
on a separate holdout set, producing a classification report and confusion matrix. The
identical pipeline structure ensures that performance differences between configurations
are attributable to the feature content alone.

4.6.1 Data Preparation and Response Classification

The classification pipeline operates on the wide-format feature matrix produced by the
integration step (Section 4.5)), where each of the 162 patients is represented as a single
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row and features are arranged as columns. This single-row-per-patient format is used
with scikit-learn’s LOO-CV for the classification pipeline described here. An alternative
multi-index format with separate rows per timepoint is used for LOGO-CV classification,
the dimensionality reduction pipeline (Section 4.7.3), and multi-label configurations, as
discussed in Section [4.6.4. The number of features depends on the timepoint combination
and the feature set configuration, ranging from 15 (Simeoni-only) to 443 (combined, all
timepoints), as specified in Table [4.4.

Label Engineering

Treatment response labels are derived from tumor volume measurements obtained during
radiomic feature computation (Section |4.3). The shape features MeshVolume and Vox-
elVolume both provide volumetric measurements, with MeshVolume used as the primary
basis for response classification. The five response classes defined in Section |4.2.2 are
assigned based on relative volume changes, with thresholds at +5% and +80% separating
stable, moderate, and significant responses.

Two labeling strategies are used. Single-label classification computes the relative volume
change from baseline (T0) to post-treatment (T3), producing one label per patient that
captures the overall treatment effect. Multi-label classification instead computes volume
changes between consecutive timepoints (T0—T1, T1—T2, T2—T3), producing one
label per timepoint transition. Both strategies are tested for all-timepoints models, while
T0-only models use single-label exclusively since only one timepoint transition is available.

Volume Feature Handling

The shape features MeshVolume and VoxelVolume directly encode tumor volume, which is
also the basis for the target variable. Including these features could allow the classifier to
predict volume-change-based labels from the volume measurements themselves rather than
from other radiomic patterns [KRP11]. To investigate whether this constitutes meaningful
data leakage, models are tested in two configurations: one including all features and one
explicitly excluding MeshVolume and VoxelVolume. Most model configurations include
volume features, reflecting the practical scenario where no features would be pre-filtered
before deployment. The comparison between configurations reveals whether volume
inclusion inflates performance or whether the classifier relies on texture, intensity, and
shape descriptor features regardless.

Normalization

Features are normalized as described in Section |4.3.4. The normalization primarily
benefits the feature selection methods that compare importance scores across features
with different original scales.
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4.6.2 Feature Selection

With up to 443 features and 162 patients, the feature-to-sample ratio exceeds two to
one (Section 4.2.1). Training a classifier on this high-dimensional space without feature
selection risks overfitting, where the model captures noise rather than genuine patterns
in the data [GWBV02]. Feature selection addresses this by identifying a subset of
informative features before classification.

Feature selection rather than dimensionality reduction is chosen because it preserves
feature identity [GWBV02]. While methods like PCA or autoencoders could reduce
dimensionality, the resulting components would be linear or nonlinear combinations of the
original features, preventing interpretation of which specific features drive prediction. For
the research question, knowing whether Simeoni features are selected by the algorithms
is as informative as the overall classification accuracy (Section |4.2.3).

The experimental design employs six feature selection strategies, ranging from fully

automated algorithms to domain-driven manual selection, plus a no-selection baseline.

Using multiple methods reveals which features are consistently selected across approaches
and which are method-dependent. If different methods select similar features, this
increases confidence in their relevance [AWST20|. If they diverge, the disagreement
highlights features whose importance is sensitive to the selection strategy, a known
challenge in radiomic analysis where feature importance rankings can vary substantially
across methods [VTCTL™20).

Boruta Feature Selection

Boruta [KR10] is a wrapper method that identifies all features carrying genuine predictive
signal, rather than selecting a minimal sufficient subset. The algorithm creates shadow
features by randomly permuting each original feature, thereby destroying any relationship
with the target variable while preserving the marginal distribution. A Random Forest is
trained on the extended feature set containing both original and shadow features. The
importance of each real feature is compared against the maximum importance achieved by
any shadow feature. Features that consistently outperform their best shadow counterpart

across iterations are confirmed as relevant. Those that consistently fall below are rejected.

This all-relevant approach is particularly suited for the research question because it
reveals the complete set of informative features, not just the top performers [KR10]. In
exploratory settings where the goal is to understand which features carry signal rather

than to build the most parsimonious model, completeness matters more than compactness.

The trade-off is computational cost, as each iteration trains a Random Forest on roughly
twice the original feature count, and the method may retain redundant features that
carry overlapping information. The configuration uses a maximum of 20,000 iterations
with early stopping after 200 iterations without change, ensuring convergence even for
the largest feature sets.

7
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Recursive Feature Elimination with Cross-Validation (RFECV)

RFECV |[GWBV02] is an embedded method that finds the smallest feature subset
maximizing classification performance. Starting with all features, the algorithm trains
the estimator, identifies the least important feature based on the model’s internal
importance ranking, removes it, and repeats. At each step, Leave-One-Out Cross-
Validation (LOO-CV) evaluates the current subset’s predictive performance. The process
continues until a single feature remains, and the subset size that achieved the highest
LOO-CV accuracy is selected. The elimination proceeds one feature at a time (step=1),
providing fine-grained control over the feature count. In contrast to Boruta’s all-relevant
philosophy, RFECV identifies the minimal optimal subset: the smallest set of features
that is sufficient for maximum prediction performance. Parsimony is desirable when
the goal is a compact, interpretable model, and RFECV is widely used in radiomic
studies for this reason [AWS™20|. Because elimination is greedy, however, the method
cannot recover a feature once removed. If two features are individually weak but jointly
informative, RFECV may eliminate one before the interaction can be observed.

Sequential Feature Selection (SFS)

Sequential Feature Selection [Whi71, PVG™11] is a forward greedy wrapper method.
Starting with an empty feature set, the algorithm iteratively adds the single feature
that produces the largest improvement in LOO-CV accuracy. The process continues
until the improvement from adding the next feature falls below a tolerance threshold
of 0.001. Unlike RFECV, which relies on importance scores derived from the model
during backward elimination, SF'S evaluates actual model performance at each step by
retraining and cross-validating with the current feature subset. This makes SFS agnostic
to the internal importance mechanism of the classifier and purely driven by predictive
contribution. Because it evaluates features in combination from the start, SFS can
capture synergistic interactions that importance-based ranking might miss [PVG™11].
On the other hand, it cannot remove features once added: if a feature is beneficial
early but becomes redundant after later additions, it remains in the set. The tolerance
threshold also means SF'S tends to produce smaller subsets than Boruta, stopping as
soon as marginal improvement diminishes.

Importance-Based Cross-Validation (IMPCV)

IMPCYV is a forward variant of importance-based feature selection [GPTM10] that can
be viewed as the forward counterpart to RFECV’s backward approach. In the first stage,
a Random Forest is trained on all available features, and features are ranked by their
Gini importance scores (feature_importances_). In the second stage, for each count
N from 1 to the total number of features, the top-N ranked features are selected and
evaluated via LOO-CV. The value of N that maximizes LOO-CV accuracy is selected as
the optimal feature count. The key difference from RFECYV is that IMPCV uses a static
importance ranking from the initial model, while RFECV re-ranks features dynamically
after each elimination step. Both methods iterate through all possible feature counts,
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resulting in comparable computational cost. For the combined feature set with 443
features, IMPCV requires 443 x 162 = 71,766 individual model fits per configuration.
The evaluation across feature counts is parallelized to reduce computation time. By
evaluating every possible feature count, IMPCV guarantees finding the optimal subset
size given the initial ranking |[GPTMIO0]. This systematic sweep is well suited when
the full-model importance hierarchy is a reasonable proxy for subset performance. The
limitation is that the ranking is static: a feature that ranks low in the full model might
be essential in a reduced subset, but IMPCV will never include it before higher-ranked
alternatives.

Domain-Driven Selection (Manual)

Not all feature selection in this work is automated. In the category ablation experiments
of the experimental design (Section [4.6.5)), feature subsets are constructed manually
based on domain knowledge. A fixed set of three radiomic baseline features, selected from
the best-performing T0-only radiomic model as the most clinically practical baseline, is
combined with variable subsets of Simeoni feature categories (basic trajectory, phase-
specific, mechanistic), as defined in Section 4.4.7. This controlled ablation isolates the
contribution of each Simeoni feature category independently of the automated selection
algorithms, which might discard Simeoni features simply because radiomic alternatives
carry stronger signal on the training data. Manual selection is the only approach that can
answer whether mechanistic features from a particular category (e.g., phase-specific versus
basic trajectory) contribute to prediction, since automated methods operate on individual
features rather than conceptual groupings. The inherent limitation is subjectivity: the
choice of which categories to test and which radiomic baseline to fix requires domain
knowledge and may not cover all relevant combinations.

No Selection (Plain)

As a baseline, models are also trained on the full feature set without any selection. These
configurations pass all available features directly to the classifier, relying on Random
Forest’s internal feature subsampling at each split to manage the high-dimensional
input. Comparing the no-selection baseline against the feature-selected models quantifies
whether explicit feature reduction improves prediction at all. No information is discarded,
but the full feature space also exposes the classifier to noise: with 443 features and 162
samples, uninformative features can dilute the signal from relevant ones and degrade
performance, even with Random Forest’s internal feature subsampling [GWBV02].

Method Comparison

Table |4.5| summarizes the six strategies. The four automated methods each implement
a different search strategy and produce a different type of output: Boruta identifies
all relevant features regardless of redundancy among them, RFECV finds the minimal
sufficient subset through backward elimination, SF'S builds a subset through forward
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addition, and IMPCYV selects an importance-ordered subset of optimal size. Domain-
driven selection complements these by testing hypotheses about specific feature categories,
while the no-selection baseline establishes whether feature selection improves prediction at
all. Applying all strategies to the same feature sets reveals whether the selected features
are robust across approaches or depend on the method used.

Excluded Methods

Several additional feature selection approaches were explored during development but
not included in the final pipeline. MULTISURF [UOS*17], a relief-based algorithm that
evaluates features by their ability to distinguish between nearby samples of different classes,
was tested but requires a predefined number of features to select rather than determining
the optimal count automatically, making it less suited for the systematic comparison
across feature sets of varying dimensionality. Cumulative importance thresholding, which
selects the smallest set of features whose cumulative Gini importance exceeds a fixed
percentage (80% or 90%), was also explored but superseded by IMPCV, which optimizes
the feature count directly against cross-validated performance rather than relying on an
arbitrary importance threshold. Visual inspection of feature importance distributions was
considered as an alternative thresholding approach but rejected in favor of the automated,
reproducible methods described above.

Methods based on linear assumptions, such as Linear Discriminant Analysis and Stochas-
tic Gradient Descent classifiers, were compared during early development but not adopted
for feature selection because radiomic features frequently exhibit skewed, non-normal
distributions [VTCTLT20] that violate the Gaussian class-conditional assumption. Simi-
larly, PCA-based feature selection is excluded because it transforms features into linear
combinations, losing the feature identity that is central to the research question.

Table 4.5: Feature selection strategies used in this work. The four automated methods
use LOO-CV for performance evaluation and Random Forest as the base estimator.
Domain-driven selection and no selection serve as controlled comparison strategies.

Method Type Strategy Output

Boruta Wrapper All-relevant (shadow comparison) All features with signal
RFECV Embedded Backward elimination Minimal optimal subset
SFS Wrapper Forward addition Greedy optimal subset
IMPCV Hybrid Importance-ranked evaluation Optimal-size ranked subset
Manual Domain-driven Category-based ablation Hypothesis-driven subset
No selection Baseline None (all features) Full feature set
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4.6.3 Classification Algorithm

Random Forest [Bre(Ql] is an ensemble method that combines multiple decision trees
through bootstrap aggregation. Each tree is trained on a random bootstrap sample of
the training data, and at each node split, a random subset of features is considered as
candidates. The final prediction is determined by majority vote across all trees. This
combination of data subsampling and feature subsampling decorrelates the individual
trees, reducing the ensemble’s variance without increasing bias. The result is a classifier
that handles high-dimensional feature spaces without requiring explicit regularization or
assumptions about feature distributions.

Classifier Selection

Random Forest is selected as the primary classifier for several reasons. First, it provides
native feature importance rankings through permutation-based or Gini impurity-based
measures, directly supporting the interpretability requirement established in Section 4.2.3.
For the research question, understanding which features are important to the classifier is
as relevant as the overall classification accuracy. Second, Random Forest handles high-
dimensional data without the need for regularization parameter tuning that methods like
Support Vector Machines require for kernel and penalty selection. Third, it makes no as-
sumptions about feature distributions or independence, which is appropriate for radiomic
features that exhibit heterogeneous distributions across feature classes [VTCTL™20).
Support Vector Machines were explored during development but not selected as the
primary classifier because they do not provide native feature importance rankings without
additional post-hoc analysis. Random Forest is well established in the radiomics literature
as a reliable classifier for treatment response prediction [AWS™20).

Class Weight Configuration

The five response classes are not equally represented in the dataset [HG09]. To investigate
whether accounting for class imbalance affects prediction performance, two configurations
are tested systematically: uniform class weights (the default) and balanced class weights.
Balanced weighting assigns each class a weight inversely proportional to its frequency
in the training data, computed as w. = n/(k - n.), where n is the total number of
samples, k the number of classes, and n. the number of samples in class ¢. This
penalizes misclassification of minority classes more heavily, potentially improving recall
for underrepresented response categories. Both configurations are evaluated for every
combination of feature set and selection method, as part of the systematic comparison
described in Section 4.8l

Hyperparameter Configuration

The scikit-learn [PVGT11] implementation of Random Forest is used with default hy-
perparameters: 100 trees, no maximum depth limit, and a minimum of two samples
required to split an internal node. A fixed random seed (random_state=0) ensures full
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reproducibility. With 162 patients and LOO-CV evaluation, extensive hyperparameter
tuning risks overfitting the classifier to the specific dataset characteristics rather than
learning generalizable patterns. Preliminary experiments with RandomizedSearchCV,
GridSearchCV, and BayesSearchCV confirmed that default parameters achieved com-
parable or better performance on this dataset. Random Forest is relatively robust to
its default hyperparameter settings compared to methods that require careful tuning of
regularization strength or kernel parameters [PWB19]. The methodological focus is on
feature selection, which determines which features the classifier operates on, rather than
on classifier optimization.

4.6.4 Evaluation Methodology
Leave-One-Out Cross-Validation

Each of the 162 patients serves as the test set exactly once, with the remaining 161
patients forming the training set [Gé19]. A fresh model is trained on the 161 training
patients, including feature selection, and a prediction is made for the single held-out
patient. This process repeats 162 times, producing one prediction per patient. The
aggregate of these 162 predictions forms the basis for all performance metrics.

LOO-CV provides a nearly unbiased estimate of generalization error because the training
set size (n — 1 = 161) is close to the full dataset (n = 162) [HTE(09]. The trade-off is
higher variance compared to k-fold cross-validation, since each test set contains only a
single sample. However, for 162 patients, even 10-fold cross-validation would withhold 16
patients per fold, noticeably reducing the training set. LOO-CV maximizes training data
utilization while avoiding the randomness introduced by repeated sampling, producing
deterministic results that are fully reproducible given the same data and random seed
(Section 4.2.5).

162 patients

Fodt [ [P o

Fod2 [ [J [ [[[[TT]ILLI]] %| [Acuay,
Precision,
Recall, F1

Fod162 [ [ [ [ [[[[[[TT[[[]] e

[ ] Training (161)[ ] Test (1)

Figure 4.8: Leave-One-Out Cross-Validation schematic. Each of the 162 patients serves
as the single test sample exactly once (red), while the remaining 161 patients form the
training set (blue). The 162 individual predictions §; are aggregated to compute the final
performance metrics. This deterministic procedure produces one prediction per patient
without randomness.
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Across 116 model configurations, the LOO-CV evaluation alone requires approximately
19,000 individual model fits (162 x 116). Feature selection methods add substantially
more iterations during the selection phase, for example IMPCV requires 71,766 fits per
configuration. This computational cost is tractable for Random Forest classifiers and the
dataset size involved. Results are pre-computed and stored rather than calculated on
demand, enabling interactive exploration through the dashboard (Section 4.2.4).

LOO-CYV versus LOGO-CV

During development, Leave-One-Group-Out Cross-Validation (LOGO-CV) was used with
the multi-index format (one row per patient-timepoint pair) for classification. Validation
confirmed that LOO-CV on the wide-format matrix produces identical results, since each
patient appears exactly once per row. LOGO-CV remains necessary for the dimensionality
reduction pipeline (Section 4.7.3) and configurations where patients contribute multiple
rows, such as multi-timepoint and multi-label setups.

Performance Metrics

Classification performance is evaluated from the 162 aggregated LOO-CV predictions.
All metrics are derived from the fundamental building blocks of classification evaluation:
true positives (TP), true negatives (TN), false positives (FP), and false negatives (FN).
In a multi-class setting with C = 5 classes, these counts are computed per class ¢ in
a one-versus-rest manner: TP, is the number of patients correctly predicted as class
¢, FP. is the number incorrectly predicted as ¢, FN,. is the number of actual class ¢
patients predicted as another class, and TN, is the remainder. The 5 x 5 confusion matrix
captures the complete prediction pattern.

From these counts, four standard metrics are computed:

e Accuracy: the proportion of correct predictions across all 162 patients, Accuracy =

>, TP

N
tions.

. This serves as the primary metric for comparing the 116 model configura-

o Precision (per class): the fraction of predictions assigned to class ¢ that are correct,
P _ TPC
Precision, = TP, 1P, -

o Recall (per class): the fraction of actual class ¢ instances that are correctly
predicted, Recall, = %.

o Fl-score (per class): the harmonic mean of precision and recall, F1, = 2 -
Precision.-Recall.
Precision.+Recall. *

For multi-class aggregation, we report weighted averages: Metricyeighted = .. 5 - Metrice,
where n. is the number of instances in class c. Weighted averaging accounts for the
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unequal class distribution by giving more weight to well-represented classes, reflecting
the classifier’s performance on the actual class proportions [PVG™11].

We do not report ROC-AUC (Receiver Operating Characteristic Area Under the
Curve) [Faw06]. ROC analysis is most informative for binary classification, where a
single curve summarizes the trade-off between true positive rate and false positive
rate across all decision thresholds. Extending it to a five-class problem requires either
one-versus-rest or one-versus-one decomposition, which produces multiple curves rather
than a single interpretable summary. More importantly, LOO-CV produces a single hard
class prediction per patient rather than a probability distribution, so there is no threshold
to vary and no meaningful curve to construct. The weighted F1-score already captures
the per-class balance between precision and recall that ROC-AUC would provide in a
binary setting.

For each model configuration, LOO-CV metrics are computed in three ways. The overall
metric is computed once on the complete vector of 162 predictions. The mean metric
averages the per-fold values across all 162 folds. The standard deviation captures the
variability across folds. For accuracy, overall and mean are always identical since each
fold produces a binary correct/incorrect outcome. For weighted precision, recall, and F1,
overall and mean can differ because the weighting depends on the class distribution in
the evaluation set.

In addition to LOO-CV, a separate holdout evaluation set is used for final model
assessment. The evaluation file contains 24 patients, but the number usable for a
given model depends on the timepoint combination: all 24 are available for T0-only
models, while multi-timepoint models require complete data across all included timepoints,
reducing the usable count (e.g., 16 for TO+T1, 3 for TO+T1+T2 or all timepoints). The
final model is trained on all 162 LOO-CV patients and evaluated on the available holdout
patients, producing a classification report with per-class precision, recall, and F1-score,
and a 5 x b confusion matrix. These confusion matrices show predicted versus actual
class assignments and reveal class-specific patterns, such as whether misclassifications
tend to occur between adjacent classes (near-misses) or involve more distant categories.

4.6.5 Experimental Design

Drawing conclusions about whether Simeoni features improve prediction requires testing
across multiple experimental conditions rather than relying on a single comparison.
The experimental design varies four factors: feature set (radiomics-only, Simeoni-only,
combined), timepoint combination (T0, TO+T1, T0O+T1+4T2, all timepoints), feature
selection method (Boruta, RFECV, SFS, IMPCV, manual, no selection), and class weight
(uniform, balanced). This yields 116 model configurations that span the experimental
space.

The models are organized into experimental groups that progressively address different
aspects of the integration question. The category ablation experiments (10 models) test
which Simeoni feature categories contribute by combining a fixed set of radiomic baseline
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features, selected from the best-performing T0-only radiomic model, with variable Simeoni
feature subsets. This group also includes two hybrid models that pair the best radiomic
baseline features with the best Simeoni features. T0-only features represent the most
clinically practical scenario since baseline imaging is available before treatment decisions.
The automated selection experiments (12 models) apply all selection methods to the
full combined feature set at TO, testing whether automated selection retains Simeoni
features. The isolation experiments (12 models) use Simeoni-only configurations that
isolate the mechanistic model’s independent predictive contribution. The multi-timepoint
experiments (36 models) extend the analysis to multi-timepoint combinations, testing
how the Simeoni contribution changes as radiomic temporal information increases. These
models complement 46 radiomics-only baseline models. The full experimental matrix is
specified in Section 4.8

Three design principles guide the experimental setup. First, controlled comparison: the
identical pipeline described in this section (normalization, feature selection, Random
Forest classification, LOO-CV evaluation) is applied to all 116 configurations, ensuring
that performance differences are attributable to the feature content alone. Second,
reproducibility: fixed random seeds, deterministic cross-validation, and saved feature
selection masks ensure that every result can be reproduced exactly. Third, comprehensive
coverage: the design includes configurations expected to perform well (all timepoints,
Boruta selection) alongside configurations expected to perform poorly (Simeoni-only, no
selection), providing a complete picture rather than a cherry-picked comparison.

4.7 Task 5: Visual Analytics Dashboard

The 116 model configurations produced from the machine learning pipeline in Section 4.6,
each with accuracy metrics, classification reports, and feature importance rankings, can
hardly be explored manually. The same applies to the dimensionality reduction results,
where three feature sets and thousands of hyperparameter combinations make static
analysis impractical.

Visual analytics, defined as the science of analytical reasoning facilitated by interactive
visual interfaces [KAFT08], goes beyond passive visualization by integrating automated
computation with human-guided exploration. The dashboard combines pre-computed
ML and dimensionality reduction results with interactive controls that let users filter,
compare, and inspect the data at different levels of detail.

The system consists of two analytical modules. The first is an ODE solver for interactive
tumor growth simulation based on the Simeoni model from Section |4.4. The second is an
ML exploration module with two sub-views: model comparison (metrics, classification
reports, feature importances across the 116 configurations) and dimensionality reduction
with clustering (UMAP/t-SNE embeddings of patient cohorts across timepoints and
feature sets).

The target audience consists of researchers and domain experts with background knowl-
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edge in machine learning or oncology. The dashboard is designed as an exploration tool
that complements this thesis, not as a clinical decision support system. It supports
the analytical process of understanding how models were developed, how they compare,
and which patterns emerge in the patient cohort. Table 4.6/ summarizes the four core
analytical tasks that the dashboard addresses, each mapping an analytical question from
the experimental design to a dedicated visualization and interaction mechanism.

Table 4.6: Analytical tasks supported by the dashboard. Each task maps an analytical
question to the visualization and interaction mechanisms implemented in the dashboard.

ID Analytical Question Visualization Interaction Data Targets

T1  Which model configura- Bar charts, clas- Filter by model LOO-CV accu-
tion performs best for sification reports, variant, feature racy, precision,
a given feature set? metric tables selection method recall, F1

T2 What subgroups ex- 2D scatter plots Sliders for hyper- Embedding coor-
ist in the patient co- (UMAP/t-SNE parameters, fea- dinates, cluster
hort, and how do they embeddings), ture set selection labels, response
change over treatment? cluster coloring class

T3  Which features drive Importance bar Filter by model Importance
prediction, and are charts, cumula- variant scores, feature
Simeoni features tive curves, rank- names
among them? ing tables

T4 How do Simeoni model Line plots for tu- Parameter input, Time series,
parameters affect tu- mor volume over preset selection tumor  volume,

mor growth trajecto-
ries?

time

drug concentra-
tion

4.7.1 Design Requirements

The design principles from Section 3.5, namely simplicity, trust and transparency, inter-
activity, and workflow integration, motivate four design requirements that follow from
the task analysis and the constraints of the data.

Interactivity

With 116 model configurations, 162 patients, multiple feature selection methods, and
three feature sets, static tables and figures cannot provide adequate coverage. Users need
to select, filter, and compare configurations dynamically. This need was established in
the requirements analysis (Section 4.2.4).

Scalability through pre-computation

The dimensionality reduction grid search described in Section [4.7.3 produces 7,105
hyperparameter combinations per feature set. Real-time computation of embeddings
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and clustering for each user interaction is not feasible. We address this through a pre-
computation strategy: all results are computed offline, stored in a database, and the
interactive controls filter and display pre-computed results rather than triggering new
computations. This enables responsive interaction despite the large result space.

Multi-view coordination

No single visualization can represent all analytical dimensions simultaneously [Rob07].
Score heatmaps show the parameter landscape as a function of embedding and clustering
hyperparameters. Embedding plots show patient-level structure in the projected feature
space. Both views are needed for the same analytical task, evaluating embedding quality,
but they encode fundamentally different aspects of the data: the heatmap encodes
aggregate quality metrics over the full parameter grid, while the scatter plot encodes
individual patient positions for a single hyperparameter setting. We provide spatially
separated, coordinated views following the overview and detail pattern [CKBO09].

These requirements are formalized in the visual parameter space analysis (VPSA) frame-
work [SHB™14|, which identifies pre-computed parameter exploration with interactive
filtering as a standard design pattern. The dashboard follows the global-to-local naviga-
tion strategy: users start with an overview of the full parameter space and progressively
narrow their focus.

4.7.2 Dashboard Architecture
ODE Solver module

The dashboard is organized into two analytical modules, each targeting different tasks
from Table |4.6. The ODE Solver module enables interactive exploration of tumor growth
dynamics using the Simeoni model from Section 4.4. Users can adjust model parameters
and observe how changes affect predicted tumor trajectories, supporting the analytical goal
of understanding the relationship between treatment parameters and tumor response (task
T4). The module supports four growth models (Simeoni, Simeoni Growth, Exponential,
Power) and three pharmacokinetic models (Bolus, Infusion, Multi-Infusion), with over
15 adjustable parameters and preset configurations for different treatment protocols. A
sensitivity analysis toggle allows exploration of parameter influence.

ML Exploration module

The ML Exploration module provides two coordinated sub-views for exploring the results
of the machine learning pipeline. The model comparison sub-view displays LOO-CV
accuracy, classification reports, and feature importance distributions for any of the 116
model configurations. Users select configurations through dropdown menus for model
variant, feature selection method, and result type, addressing tasks T1 and T3. The
dimensionality reduction sub-view displays UMAP /t-SNE embeddings of patient cohorts
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with cluster coloring, alongside score heatmaps for hyperparameter evaluation, addressing
task T2. Interactive sliders control the embedding and clustering parameters.

The analytical workflow relies on a pre-computation strategy: all ML and dimensionality
reduction results are computed offline and made available for interactive exploration.
This separation of batch computation from interactive exploration ensures that user
interactions produce immediate visual feedback without requiring new computations.
Figure [4.9|illustrates the overall architecture.

Parameter input Model selection Hyperparameter control
A A A
1 1 1
1 1 1
h J v hJ
ODE Solver J { ML Exploration }
Task T4 Model Dimensionality
Comparison Reduction
Tasks T1, T3 Task T2
ODE Computation ML Results Dim. Reduction Results
(real-time) (pre-computed) (pre-computed)

Figure 4.9: Dashboard architecture showing the two analytical modules (ODE Solver
and ML Exploration), their data sources, and user interaction points.

4.7.3 Dimensionality Reduction in Visual Analytics

The dimensionality reduction methodology used here serves a different purpose than in
classification: rather than selecting features for prediction (Section 4.6.2), it projects high-
dimensional feature spaces into two dimensions for interactive scatter plot exploration.
This approach follows the established practice of using 2D embeddings as the central

exploration view for patient cohorts and biological datasets .

UMAP

Uniform Manifold Approximation and Projection (UMAP) constructs a topological
representation of high-dimensional data and optimizes a low-dimensional layout that
preserves this structure [MHM18|. The key hyperparameter is n_neighbors, which
controls the trade-off between local and global structure preservation. Low values
emphasize tight local clusters, while high values reveal broader manifold structure [CP19).

The grid search covers n_neighbors from 2 to 100 (99 values). This range spans the
full local-to-global spectrum, which is necessary because the optimal neighborhood size
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for the radiomic feature space (428 features, 162 patients) is not known in advance and
depends on the intrinsic manifold geometry.

t-SNE

t-distributed Stochastic Neighbor Embedding (t-SNE) maps high-dimensional neighbor-
hoods to two dimensions using a probability-based similarity measure [vdMHO8]. The
perplexity parameter controls the effective neighborhood size, similar in spirit to
n_neighbors in UMAP. Low perplexity emphasizes very local structure, while high
perplexity captures broader patterns [WV.J16].

The grid search covers perplexity from 5 to 50 (46 values), matching the recommended
range from the original t-SNE paper [vdMHO08|]. With 162 patients, perplexity should
not exceed approximately N/3 ~ 54, so the upper bound of 50 is well calibrated.

Complementary views

The dashboard offers both UMAP and t-SNE because they optimize different objectives:
UMAP uses cross-entropy (with both attractive and repulsive terms) [MHMIS|, while
t-SNE uses Kullback-Leibler (KL) divergence (primarily attractive forces) [vdMHOS]. In
practice, this means UMAP tends to preserve more of the global data structure, while
t-SNE excels at separating local neighborhoods. Providing both methods allows users to
cross-validate visual patterns: clusters that appear consistently under both methods are
more likely to reflect genuine data structure.

Kobak and Linderman [KL21] showed that much of the perceived difference between
UMAP and t-SNE in terms of global structure preservation is attributable to initial-
ization strategy rather than the algorithms themselves. Both methods use informative
initialization in our implementation, which mitigates this effect but does not eliminate
the complementary value of having two different optimization approaches.

Sequential embedding for temporal continuity

Standard UMAP and t-SNE treat data points as independent. When applied separately
to each treatment timepoint, the same patient may appear at entirely different positions
in the embedding, making it impossible to visually track how patients move through the
feature space over the course of treatment.

We address this with a sequential embedding strategy: the embedding computed at
timepoint T}, is used to initialize the embedding at T}, 1. The chain runs 7Ty — 71 —
Ty — T3. Because the initial positions carry information from the previous timepoint,
the resulting embeddings exhibit visual continuity, so the same patient tends to appear
in a similar region across consecutive timepoints, making trajectory tracking feasible.

This strategy draws on the temporal coherence concept introduced by Rauber
et al. [REaT16] for dynamic t-SNE, which demonstrated that controlling tempo-
ral variability between consecutive projections improves trackability. A more formal
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approach is Aligned-UMAP [DSK™23|, which jointly optimizes multiple embeddings
with explicit alignment constraints. The initialization-based approach used here achieves
temporal continuity with lower complexity, at the cost of not enforcing strict alignment
guarantees.

For the Simeoni-only feature set (15 features), which has no timepoint dimension, only the
concatenated embedding is computed. No sequential chain is needed. The radiomics-only
and combined feature sets use the full sequential plus concatenated approach, as shown
in Figure 4.10.

Sequential embedding chain

Same patient retains similar position across timepoints

To init T init 15 init Ts
embedding embedding embedding embedding
Concatenated Computed independently from
embedding the full feature vector

Figure 4.10: Sequential embedding strategy for temporal continuity. The embedding from
each timepoint initializes the next, so that the same patient tends to appear in a similar
region across timepoints. The concatenated embedding is computed independently from
the full feature vector.

KMeans clustering on embeddings

After projecting to two dimensions, KMeans clustering is applied to identify patient
subgroups in the embedding space. KMeans is well suited for this context because the
clustering algorithm runs thousands of times across the hyperparameter grid, and its linear
scaling keeps computation tractable. Both UMAP and t-SNE tend to produce compact,
roughly spherical clusters when meaningful structure exists in the data [MHMIS§|, which
aligns with KMeans’ implicit assumption of convex cluster shapes. The centroid-based
assignments are also deterministic and straightforward to match across timepoints using
the Hungarian algorithm (Figure 4.12). Density-based methods such as DBSCAN or
hierarchical clustering could capture non-convex shapes but would complicate both the
exhaustive grid search and the cross-timepoint label matching. The number of clusters is
varied from 2 to 50 (49 values), combined with the embedding hyperparameter search.

The total search space is 7,105 combinations per feature set: UMAP contributes 99 x 49 =
4,851 combinations and t-SNE contributes 46 x 49 = 2,254. Grid search is appropriate
here because the search space is effectively two-dimensional (one embedding parameter
and one clustering parameter). While Bergstra and Bengio [BB12] showed that random
search outperforms grid search in high-dimensional spaces, in two dimensions exhaustive
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enumeration is tractable and covers the space completely. More importantly, exhaustive
coverage enables the heatmap visualizations described in Section 4.7.4, which show the
full parameter landscape. Figure |4.11| summarizes the grid search strategy for both
embedding methods.

UMAP t-SNE Score

100 A . 50 A high

0]
o
2 8
o
o “&
)]
‘:| o, best .
a
2 s C
> > low
2 n_clusters 50 2 n_clusters 50 X selected
49 x 99 = 4,851 combinations 49 x 46 = 2,254 combinations LI best score

Each cell evaluated by Silhouette Score and Calinski-Harabasz Index
Total: 4,851 4 2,254 = 7,105 configurations per feature set

Figure 4.11: Grid search strategy for dimensionality reduction hyperparameters. Each
cell in the parameter grid is evaluated using Silhouette Score and Calinski-Harabasz Index.
The resulting score matrices are displayed as interactive heatmaps in the dashboard.

Two complementary internal validation metrics evaluate each clustering configuration:

« Silhouette Score [Rou87|: Measures per-point clustering quality as the ratio of
intra-cluster cohesion to inter-cluster separation. Bounded in [—1, 1], which makes
it directly interpretable and comparable across configurations.

¢ Calinski-Harabasz Index |[CH74|: Computes the ratio of between-cluster to
within-cluster variance. Unbounded (higher is better), computationally faster than
the Silhouette Score.

Both metrics are visualized as interactive heatmaps in the dashboard (Section 4.7.4),
providing complementary perspectives on the parameter landscape: Silhouette gives
bounded, interpretable per-point quality assessment, while Calinski-Harabasz provides
an efficient variance-ratio view. Both metrics favor convex clusters [Rou87, [CH74], which
aligns with the use of KMeans on 2D embeddings.

Hungarian algorithm for cluster label consistency

KMeans assigns arbitrary integer labels to clusters. When clustering is performed
independently at each timepoint, the same underlying patient subgroup may receive

different labels. For example, “Cluster 1”7 at Ty might correspond to “Cluster 3” at T1.
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Without correction, cluster colors would change randomly between timepoints, making
longitudinal tracking impossible.

The Hungarian algorithm solves this bipartite assignment problem [Kuh55]. A cost matrix
is constructed from the Fuclidean distances between cluster centroids at consecutive
timepoints. The algorithm then finds the label permutation that minimizes the total
cost, effectively aligning cluster identities across time (Figure 4.12).

T, clusters Cost matrix Tr11 (aligned)
Thn+1 labels
. A B C .
.g. C1 . o A—C1 ..o. o1
[ ) § ..
O C3 3 C—C3 Qe C3
o« <3 T .,
< Al
Do C2 = B—(C2 0, C2
° C2 _— °

Minimum-cost assignment (Kuhn-Munkres)
ensures consistent coloring across timepoints

Figure 4.12: The Hungarian algorithm ensures consistent cluster labeling across time-
points. A cost matrix based on centroid distances is constructed between clusters at
consecutive timepoints, and the optimal assignment aligns labels so that the same patient
subgroup retains its identity.

Three feature sets
The dimensionality reduction pipeline processes the three feature sets defined in Sec-

tion 4.5.2k

o Radiomics-only (428 features): Sequential embeddings (Ty — T3) plus a con-
catenated embedding. The dashboard displays a 5-plot layout (4 timepoints and 1
concatenated).

o Simeoni-only (15 features): Concatenated embedding only, since Simeoni features
have no timepoint dimension. The dashboard displays a single centered plot.

o Combined (443 features): Sequential plus concatenated, with the full 5-plot layout.
The dashboard adapts its layout dynamically based on the selected feature set.

4.7.4 Interactive Visualizations

Each visualization was chosen to match the analytical task it supports, following the
marks-and-channels framework [Munl4] where marks are geometric primitives (points,
lines, areas) and channels are visual properties (position, color, size, shape).
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Score heatmaps

Two-dimensional heatmaps display the Silhouette Score and Calinski-Harabasz Index
as functions of the embedding hyperparameter (n_neighbors or perplexity) and
the number of clusters. Color encodes the metric value using a perceptually uniform
sequential colormap, which avoids the false boundaries and misleading perceptual artifacts
associated with rainbow colormaps [BT07]. A cross indicator marks the currently selected
hyperparameter combination, showing the user where their selection falls in the parameter
landscape.

The heatmaps serve as the overview in the information seeking pattern: they show the
full parameter landscape at a glance, enabling users to identify regions of high clustering
quality before selecting specific configurations. Figure |4.13 shows the dimensionality
reduction interface. Users select a feature set and embedding method through dropdown
menus (a). The two heatmaps (b, ¢) then display the clustering quality metrics across
the full hyperparameter grid. Broad regions of warm color indicate stable configurations
where clustering quality is relatively insensitive to parameter choice, while narrow bands
of darker color reveal parameter sensitivity.

Data Exploration: Clusters & Dimensionality Reduction v
Feature Set: Radiomic Only (428 features) v
Method: UMAP ~

Show Data

(a) Feature set and embedding method selection.

Silhouette Score Calinski-Harabasz Index

Number of Nelghbor:
»

Number of Melghbors
3

6 8 10 2 4 (3 8 10

Number of Clusters Number of Clusters

(b) Silhouette Score heatmap. (¢) Calinski-Harabasz Index heatmap.

Figure 4.13: Dimensionality reduction overview. (a) Dropdown menus for feature set
and embedding method selection. (b, ¢) Score heatmaps showing clustering quality as a
function of the embedding hyperparameter (x-axis) and number of clusters (y-axis). The
red cross marks the currently selected configuration. Color uses a perceptually uniform
sequential colormap.
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Embedding plots

Two-dimensional scatter plots display the UMAP and t-SNE embeddings. Position, the
highest-effectiveness visual channel for quantitative data [CM84], encodes the embedding
coordinates. Color encodes cluster assignment using categorical hue, allowing quick
identification of patient subgroups. Hovering over a patient highlights the same patient
across all subplots, enabling cross-timepoint tracking. Clicking a data point shows a
persistent tooltip with the patient identifier, response class, and cluster membership.

The layout adapts to the feature set. For radiomics-only and combined feature sets, five
plots are arranged in a grid: four for the sequential timepoints (Tp through 73) and one
for the concatenated embedding. For Simeoni-only features, a single centered plot is
displayed. Figure |[4.14 shows the full layout for a UMAP configuration with five clusters.
The left column displays cluster assignments at each timepoint and for the concatenated
features, while the right column shows cluster transitions. This overview is intentionally
shown at reduced scale to convey the overall layout structure and the visual separation
between timepoints.

At readable scale, the interaction becomes visible. Figure [4.15a shows the upper portion
of the same UMAP layout. Hovering over patient 474874 at Ty highlights the same patient
across the T and 75 plots, revealing how the patient moves through the embedding
space over the course of treatment. Clicking a data point opens a persistent tooltip
(Figure 4.15b) that displays the patient identifier, current cluster assignment, embedding
coordinates, and a table of cluster memberships across all timepoints. This cross-timepoint
view directly supports the details-on-demand principle described in Section [4.7.5.

Model metrics view

The model metrics sub-view presents two complementary perspectives. LOO-CV valida-
tion scores from training show overall accuracy alongside mean and standard deviation
across folds. A separate classification report displays per-class precision, recall, and
Fl-score from evaluation on unseen data. Dropdown-based selection of model variant
and feature selection method enables rapid comparison across the 116 configurations.
Figure 4.16| shows the selection interface and both metric views. The dropdown menus
(a) control which model configuration is displayed. The LOO-CV bar chart (b) uses
position and bar length to encode accuracy, precision, recall, and F1 as grouped bars
for overall score, mean, and standard deviation across folds. The classification report
(c) uses a matrix layout where color intensity encodes metric values per class, with the
support column showing the number of test samples in each class.

Feature importance view

Feature importances are displayed as bar charts, using length encoding, the second
highest-effectiveness channel after position [CM84]. A cumulative importance curve
shows how many features capture a given fraction of total importance, and a ranking
table provides exact numeric values. A threshold slider filters features below a given
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Figure 4.14: Full embedding layout for UMAP with five clusters. Left column: cluster
assignments at each timepoint (7 through 73) and for the concatenated features. Right
column: cluster transitions between consecutive timepoints. The overview conveys the

grid structure and visual continuity achieved through sequential embedding initialization.

Individual plots are shown at readable scale in Figure |4.15|
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(a) UMAP embeddings with cross-timepoint hover highlighting.
Selected Patient
Patient ID: 474874
Timepoint: TO
Cluster: 3
Position: (7.53, 9.69)
Cluster Assignment by
Timepoint:
Timepoint Cluster
T0 3
T1 3
™7 3
T3 0
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(b) Persistent tooltip after clicking a data point.
Figure 4.15: Patient-level exploration. (a) Hovering over patient 474874 at Ty highlights
the same patient across subsequent timepoints, enabling trajectory tracking. (b) Persistent
tooltip showing patient ID, cluster assignment, position, and cluster membership across
all timepoints including the concatenated embedding.
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Data Exploration: ML Model Variants v
Model Variant: t0; Singlelabel; Radiomics- v Feature Selection Method: All Features (including Voli +
Results from Feature Selection: Score Average Weighted; « v

(a) Configuration selection via dropdown menus.

Leave One Out Cross Validation - Model Metrics (Weighted)

W overall
B mean
W std

Score

Metric

(b) LOO-CV metrics with overall, mean, and standard deviation.

Evaluation Metrics - Classification Report

accuracy 0 0

macro avg 0.32 0.36

weighted avg

Classes

significant shrinkage

moderate shrinkage 0.25 0.14  0.18 0 7 0.2
5
significant growth 0 0 0 0 2
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T T % %
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Metrics

(c) Classification report heatmap from holdout evaluation.

Figure 4.16: ML model comparison. (a) Dropdown menus for model variant, feature
selection method, and result type. (b) LOO-CV bar chart showing accuracy, precision,
recall, and F1. (c) Classification report as heatmap with per-class precision, recall,
F1-score, accuracy, and support.
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importance value. The ranking table and cumulative curve synchronize to this threshold,
with a cross indicator showing the cutoff position. These views address task T3, specifically
the question of whether Simeoni features appear among the most important predictors.
Figure 4.17| shows the three views for a radiomics-only configuration. The bar chart
(a) is sorted by decreasing importance, making the long tail of low-importance features
immediately apparent. The cumulative curve (b) shows that approximately 30 features
already account for 80% of total importance, which gives a quick sense of how concentrated
the predictive signal is. The ranking table (c) lists the exact importance values for cases
where visual comparison between similar-length bars is insufficient.

ODE solver interface

Tumor growth trajectories are displayed as line plots (position encoding for temporal
data). Users enter parameter values through text input fields with live computation,
select models and protocols through dropdown menus, and toggle options with checkboxes.
Preset configurations provide starting points for the treatment protocols described in
Section |4.4. A sensitivity analysis mode varies individual parameters one at a time
within a user-defined percentage range, displaying the resulting trajectory bandwidth to
show parameter influence. Figure 4.18 shows the ODE solver module. The parameter
form (a) exposes all model and pharmacokinetic parameters alongside treatment schedule
settings. Selecting a saved parameter preset loads a complete configuration. The resulting
simulation (b) displays treated and untreated tumor growth trajectories, with the control
curve showing expected growth without intervention.

4.7.5 User Interaction Design

The interaction design applies the Visual Information Seeking Mantra [Shn96], “overview
first, zoom and filter, then details on demand” as introduced in Section [3.5.

Overview first

The score heatmaps provide a complete view of the dimensionality reduction parameter
landscape, while model metrics summarize performance across all 116 configurations.
Users see the full picture before narrowing their focus.

Zoom and filter

Interactive sliders for n_neighbors (2-100) or perplexity (5-50), depending on
the selected embedding method, and n_clusters (2-50) narrow the parameter space
to specific configurations. Additional range sliders restrict the heatmap display to a
subset of the parameter space, allowing users to focus on regions of interest. Dropdown
menus for model variant, feature selection method, and feature set select specific ML
configurations. All controls filter pre-computed results. Interaction is immediate because
no new computation is triggered.



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

4.7. Task 5: Visual Analytics Dashboard
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(b) Cumulative importance curve.

Feature Importance Data

Feature Importance
original_shape_MeshVolume_0 0.039198
original_shape_VoxelVoluma_0 0.035168

1al_gldm_SmallDependencel owGrayLevelEmpha 0.029773
original_shape_SurfaceVolumeRatio_0 0.027301
original_glrim_RunLengthNonUniformity_0 0.027218
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original_shape_MinorAxisLength_0 0.026337
original_shape_SurfaceArea_0 0.025359
original_glcm_MCC_0 0.02392
original_shape_Elongation_0 0.021501
original_shape_Maximum2DDiameterSlice_0 0.020168
original_ngtdm_Coarseness_0 0.020022

(¢) Ranking table with exact values.

Figure 4.17: Feature importance views. (a) Importance distribution ranked by decreasing
value. (b) Cumulative importance curve showing the fraction of total importance captured
as features are added. (c) Ranking table with feature names and exact numeric values.
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saved Parameters: CPT-11_Fig6-1 v
Model: Simeoni ~ Treatment PK Model: Bolus ~
Factor for Exponential Growth [1/day]: 0.146 Time of Treatment Start [day]: 13
Factor for Linear Growth [mg/day]: 334 Dose of Anticancer Agent [mg/kg] or 45
[mg/kg/d]:
Cell Death Kinetics Rate Constant k1 0.469
[1/day]: ) Volume of Drug Distribution (1. 4850
Compartment) [mi/kg]:
Index of Drug Efficacy k2 842
[mI/(mg*day]: Elimination Rate Constant k [1/h]: 0.553
Initial Tummor Size [mg]: 85 Distribution Rate Constant k12 [1/h]: 0.0115
Number of Time_Points [days]: 40 Distribution Rate Constant k21 [1/h]: 0.0616
Number of Doses: 1
show control data
Doses Repeat [days]: 1
validate sensitivity of model [% +- 10
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Show Result

(a) Parameter input form with model selection, treatment parameters, and sensitivity analysis
toggle.
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(b) Tumor growth simulation showing treated and control trajectories.

Figure 4.18: ODE solver module. (a) Parameter form with model and PK model selection,
treatment schedule, and solver configuration. (b) Resulting simulation with treated tumor
trajectory (solid) and untreated control growth (dashed).
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4.7. Task 5: Visual Analytics Dashboard

The visualization library provides native zoom, pan, box selection, and lasso selection
through a toolbar above each plot (Figure 4.19a). Zoom is synchronized across subplots, so
zooming into one embedding timepoint applies the same viewport to all other timepoints,
maintaining spatial comparability for cross-timepoint analysis. Figure 4.19b—d shows
three types of filter controls: embedding hyperparameter sliders that select which pre-
computed configuration to display, heatmap range sliders that restrict the visible portion
of the parameter grid, and a feature importance threshold that hides features below a
minimum importance value.

@ @
N S

(a) Toolbar with zoom, pan, box select, lasso select, and reset.

Number of Neighbors: 17 Number of Clusters: 5

(b) Embedding hyperparameter sliders (n_neighbors and n_clusters).

Max. Number of Neighbors: 30 Max. Clusters: 10
@ @

(c) Heatmap range restriction sliders for focusing on parameter subregions.

Feature Importance Threshold: 0

(d) Feature importance threshold slider.

Figure 4.19: Zoom and filter controls. (a) Native toolbar providing zoom (synchronized
across subplots), pan, and selection tools. (b) Embedding hyperparameter sliders con-
trolling which pre-computed configuration is displayed. (c) Range sliders restricting the
heatmap axes to a parameter subregion. (d) Importance threshold slider filtering features
below the set value.

Details on demand

Hover tooltips on embedding plots reveal patient-specific information. Classification
reports show per-class metrics for selected models. Feature importance tables provide
detailed numeric rankings. This progressive disclosure lets users move from aggregate
patterns to individual data points as their analytical questions become more specific.

We follow the overview and detail design pattern [CKB09], using spatially separated
views rather than focus+context techniques such as fisheye distortion [Fur86]. Score
heatmaps and embedding plots serve fundamentally different analytical purposes: the
former shows parameter quality, the latter patient-level structure. Spatial separation
suits this better than integration into a single distorted view.
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4.8 Evaluation

The experimental design (Section 4.6.5)) varies four factors across 116 model configurations:
feature set, timepoint combination, feature selection method, and class weight setting.
Drawing rigorous conclusions from these configurations requires testable hypotheses,
defined statistical criteria, and a complete mapping from configurations to hypotheses.

4.8.1 Research Hypotheses

The research question, whether mathematical tumor growth modeling enhances radiomics-
based treatment response prediction, cannot be tested as a single comparison. It must be
decomposed into component hypotheses that isolate different aspects of the question. We
derived these hypotheses by identifying the logical prerequisites (do the individual feature
sources carry signal?), the central comparison (does combining them help?), and the key
confounding factor (does temporal coverage drive the differences?). This decomposition
follows standard practice in radiomic studies that compare feature sources [AWS™20).

H1 and H2 establish whether each feature source carries predictive signal independently.
H3 tests whether combining both sources improves over the stronger source. H4 examines
whether temporal data coverage affects the comparison.

H1: Radiomic Features Predict Treatment Response

The null hypothesis states that the mean LOO-CV accuracy of all radiomics-only model
configurations equals 50%. This threshold represents a conservative reference point:
substantially above the 20% random-chance level for a 5-class problem, but below what
would indicate clinically useful discrimination. The alternative hypothesis states that
mean accuracy exceeds 50%. This test uses all 46 radiomics-only models as the sample
population. If H1 is rejected, the radiomic baseline is confirmed as genuinely predictive,
establishing the reference against which Simeoni features are compared.

H2: Simeoni Features Predict Treatment Response

The null hypothesis states that the mean LOO-CV accuracy of all Simeoni-only model
configurations equals 50%. The alternative states that mean accuracy exceeds 50%. This
test uses all 12 Simeoni-only models from the isolation experiments (Section 4.6.5), which
use only the 15 mechanistic features without any radiomic input. Even if substantially
weaker than the radiomic baseline, above-chance performance would indicate that the
Simeoni model captures relevant treatment response dynamics through its mechanistic
parameterization.

H3: Combined Features Improve Over Radiomic-Only

This is the central hypothesis of the thesis. It is tested at two temporal scopes to account
for varying amounts of radiomic information available at different timepoints.
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H3a (T0-only): The mean accuracy of combined T0-only models exceeds the mean
accuracy of radiomics-only T0-only models. This tests the integration at the most
clinically relevant timepoint, where only pre-treatment imaging is available and where
Simeoni features might fill gaps in the radiomic representation.

H3b (All timepoints): The mean accuracy of combined all-timepoints models exceeds
the mean accuracy of radiomics-only all-timepoints models, where “all timepoints” refers
to models using radiomic features from all four imaging sessions (T0, T1, T2, T3). This
comparison focuses on the all-timepoints condition rather than testing each intermediate
combination separately. Simeoni features are computed from TO data only, so their
contribution is most likely at TO (tested by H3a) and least likely when all four sessions
of radiomic data are available. H3b therefore tests the condition where radiomic features
already capture the full temporal trajectory. If Simeoni features still improve prediction
here, they encode information that even maximum radiomic coverage misses. Testing
intermediate combinations separately would increase the multiple testing burden without
adding substantial insight, since H4 already captures whether timepoint coverage affects
overall performance.

The complementarity versus redundancy framework introduced in Chapter 3| (Figure 3.6))
applies directly. If Simeoni features are complementary to radiomics, the combined set
should outperform the radiomics-only set. If they are redundant, encoding information
already captured by the radiomic features, no improvement is expected.

H4: Multi-Timepoint Data Improves Prediction

The null hypothesis states that there is no difference in mean LOO-CV accuracy across
the four timepoint groups (T0-only, TO+T1, TO+T1+T2, all timepoints). The alternative
states that at least one timepoint group differs significantly. This test uses all 116 models
grouped by their timepoint combination.

H4 provides context for interpreting H3. If multi-timepoint radiomic data alone drives
substantial performance improvements, then Simeoni features, which are computed from
TO data only, may offer diminishing value as temporal radiomic coverage increases.

Hypothesis Structure

H1 and H2 are prerequisites. If neither feature source predicts above chance, comparing
them is uninformative. H3 addresses the central research question directly. H4 tests
a confounding factor: whether temporal coverage rather than feature source drives
the observed differences. Together, these four hypotheses provide the framework for
interpreting the 116-model comparison. The results of these hypothesis tests, including
effect sizes and statistical significance, are presented in Chapter 6.
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4.8.2 Statistical Analysis Methodology
Multiple Testing Correction

Testing five comparisons (H1, H2, H3a, H3b, H4) on the same dataset increases the risk
of Type I errors (incorrectly rejecting a true null hypothesis). To control the family-wise
error rate, Bonferroni correction [BA95| is applied, dividing the significance threshold by
the number of tests plus one post-hoc comparison for H4: acorrected = 0.05/6 = 0.0083.
This conservative correction means that any individual finding declared significant remains
reliable after accounting for multiple testing.

Test Selection

Table 4.7 summarizes the statistical test assigned to each hypothesis. The test choice
follows from the structure of each comparison.

Table 4.7: Statistical tests assigned to each research hypothesis. Test selection is
determined by the comparison structure: single group against a fixed reference (one-
sample), two independent groups (independent samples), or multiple groups (ANOVA).

Hypothesis Test Comparison Sample Sizes
Hi1 One-sample t-test 46 radiomic models vs. 50% n = 46
H2 One-sample t-test 12 Simeoni models vs. 50% n=12
H3a Independent t-test TO radiomic vs. TO combined ny = 14, no = 12
H3b Independent ¢-test All-t radiomic vs. All-t combined ny = 18, no = 12
H4 One-way ANOVA 4 timepoint groups n = 48,19, 19, 30

For H1 and H2, each model configuration produces a single LOO-CV accuracy value.
The one-sample t-test compares the group mean against the 50% reference defined in
Section |4.8.1. For H3a and H3b, the independent samples t-test compares two groups
of models that share the same timepoint combination but differ in feature set. For H4,
one-way ANOVA tests whether the four timepoint groups differ in mean accuracy [Fie09].
Post-hoc pairwise t-tests with Bonferroni correction identify which specific groups differ.

The t-test is appropriate here because LOO-CV accuracy values are continuous, each
model configuration represents an independent experimental setup, and the central
limit theorem provides approximate normality for the group sizes involved (n = 12 to
n = 48) [Fie09).

Effect Sizes

p-values indicate whether an observed difference is statistically significant but not whether
it is practically meaningful [AWS™20]. Effect sizes quantify the magnitude of differences
independently of sample size.
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For pairwise comparisons (H1 through H3), Cohen’s d measures the standardized mean
difference: d = (Z1 — Z2)/Spooled- Conventional thresholds classify effects as small
(|d| = 0.2), medium (|d| = 0.5), or large (|d| = 0.8) [Coh88].

For the multi-group comparison (H4), eta-squared (n?) measures the proportion of total
variance explained by the grouping factor. Thresholds classify effects as small (7% = 0.01),
medium (7% = 0.06), or large (n? = 0.14) [Coh8S].

Unit of Analysis

Each of the 116 model configurations produces one LOO-CV accuracy value. The unit of
analysis for hypothesis testing is the model configuration, not the individual patient fold.
The sample sizes in Table 4.7 reflect the number of model configurations in each group:
for example, H3a compares 14 radiomics-only T0 models against 12 combined T0O models
using automated feature selection. Model configurations that share the same underlying
dataset but differ in feature selection method or class weight setting are treated as
independent observations. This is a simplification, since the underlying training data
overlap. Effect sizes, which do not depend on sample size [Coh88], provide a more reliable
measure of practical differences under this condition.

4.8.3 Experimental Matrix

Table 4.8 specifies the complete matrix of 116 model configurations, showing how each
experimental group maps to the research hypotheses.

Table 4.8: Complete experimental matrix of 116 model configurations. Each group tests
a specific aspect of the Simeoni integration question. The hypothesis column indicates
which research hypotheses (Section 4.8.1) the group addresses.

Experimental Group N Feature Sets Timepoints Selection Methods Weights Hypotheses
- o JET. § Boruta20/200, RFECV, .
Radiomic baseline 46 Radiomics-only TO, TO+T1, TO+T1+T2, All-T SFS, IMPCV, Plain Both H1, H4
Combined
Category ablation 10 (Simeoni subsets), TO Manual Both H3a
Hybrid (2)
. . Boruta20/200, RFECV,
Automated selection 12 Combined TO SFS, IMPCV, Plain Both H3a
. . . Boruta20/200, RFECV,
Isolation 12 Simeoni-only TO SFS, IMPCV, Plain Both H2
P . . T0+T1, Boruta20/200, RFECV,
Multi-timepoint 36 Combined TO+T14+T2, AT SFS, IMPCV, Plain Both H3b, H4

Total 116

*Radiomic baseline uses both uniform and balanced class weights, except for the all-
timepoints subgroup which uses plain and macro-weighted configurations.

The radiomic baseline spans all four timepoint combinations, providing the reference for
both H1 and H4. Category ablation, automated selection, and the two hybrid models
together form the combined TO group (n = 22) tested against TO radiomic models
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(n = 14) in H3a. The isolation group provides exclusively Simeoni-only models for H2,
using only the 15 mechanistic features without any radiomic input. Multi-timepoint
combined models address H3b and contribute to H4 through the timepoint grouping.

The matrix includes configurations that use maximum information (all timepoints,
Boruta selection) alongside minimal configurations (Simeoni-only, no feature selection),
preventing conclusions based on a narrow subset of favorable comparisons.
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CHAPTER

System Implementation

The methodological approaches introduced in Chapter |4 are realized as a modular Python
system with a Flask-based web frontend for interactive result exploration.

5.1 General Structure

The system follows a three-tier architecture consisting of a Python analytics backend,
a Flask web server, and a browser-based interactive frontend. Two SQLite databases
form the data layer, storing pre-computed machine learning results and dimensionality
reduction embeddings. All computation happens offline during experiment execution.
The web application retrieves and presents stored results rather than computing them on
the fly.

Four Python modules implement the core analytics:

e radiomics/ processes raw DICOM images into radiomic feature vectors,
e ode/ implements the Simeoni tumor growth model and its numerical integration,

e ml_model/ handles data preparation, feature selection, classification, and results
storage,

e simeoni_parameters/ provides the parameter calibration framework and fea-
ture extraction for the Simeoni model.

The typical request flow begins when a user selects options in the browser interface and
submits a form. Flask receives the POST request, parses the form data, and delegates to a
results preparation class. This class queries the appropriate SQLite database, deserializes
stored objects, and generates Plotly figures server-side. The resulting JSON is embedded
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in the Jinja2 [RP24] template response, and the browser renders it as an interactive
visualization using Plotly.js. Figure 5.1 shows this architecture.

Browser: HTML/CSS (Bootstrap 5.2.2) + Plotly.js 2.35.2

HTTP / JSON

Flask Web Server: Routes + Results Preparation

AN

ode/ simeoni
parameters/

‘ radiomics/ ml_model/

‘ SQLite: ml_model.db 4+ dim_ reduction.db ’

Figure 5.1: System architecture. The browser communicates with Flask via HTTP. Flask
delegates computation to four Python modules. Pre-computed results are stored in two
SQLite databases. Arrows indicate data flow direction.

5.2 Python Backend

5.2.1 Core Libraries

The project requires two separate Python environments because PyRadiomics
3.1.0 [vGEP™17] depends on a legacy version of SimpleITK [LCIBI3] whose C++
bindings are only compatible with Python 3.7. The main environment runs Python 3.12
and contains the scientific computing stack (NumPy [HMvdW™*20|, SciPy [VGO™20),
pandas [McK10]), the machine learning libraries (scikit-learn [PVG™11], UMAP [MHMIS],
tslearn [TEV™20], Boruta [KR10]), visualization tools (matplotlib [Hun07], seaborn [Was21]
for static validation plots, Plotly [Plo15] for the interactive dashboard), Flask [Pall(] for
the web framework, and joblib [V 24| for object serialization. The radiomics environment
contains PyRadiomics, SimpleITK, dem2niix [LMA™16], and supporting packages for
DICOM conversion and feature extraction.

This separation has no runtime cost. Radiomic feature extraction is a one-time batch
preprocessing step that produces CSV files consumed by the main environment. At
application runtime, only the main environment is active. The frontend uses Boot-
strap 5.2.2 [OT24] and Plotly.js 2.35.2 [Plol5], both served from local copies without
Content Delivery Network (CDN) dependency, ensuring the application works offline and
avoids external dependencies during development and demonstration.
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5.2.2 Module Organization

The four Python modules have clearly separated responsibilities and well-defined interfaces
between them. Figure 5.2 shows the dependency structure and data flow.

Radiomics Module

The radiomics/ module converts raw DICOM imaging data into radiomic feature
vectors. The conversion uses dem2niix [LMAT16] with parameters -ba n (disable
Brain Imaging Data Structure (BIDS) |[GACT16| sidecar generation), —-f {filename}
(output naming pattern), —o {output_dir} (output directory), and -z 3 (gzip com-
pression level 3). BIDS is a standardized metadata format for organizing and describing
imaging datasets. dcm2niix generates BIDS-compliant JSON sidecar files by default,
but PyRadiomics operates directly on NIfTT images without needing this metadata,
so the pipeline disables their creation. Output files follow the naming convention
{patient_id}-{timepoint}-{image_type}.nii, where the image type is derived
from the DICOM subdirectory name (e.g., DWI_TRACE or DWI_SEG). Test-retest pa-
tients use separate parsing logic that extracts the acquisition timepoint from the DICOM
directory structure rather than from the filename. After conversion, dem2niix produces
auxiliary files (.bval, .bvec) that the pipeline does not need for feature extraction.
The script deletes these immediately. When a series generates multiple NIfTI files (which
occurs when dem2niix encounters derived images such as ADC maps or different b-value
reconstructions), the extraction script retains only the first (alphabetically sorted) file,
as subsequent files represent derived images not needed for radiomic feature extrac-
tion. A separate verification script checks completeness by expecting 17 files per patient
(4 timepoints x 4 files + 1 aggregated CSV).

Feature extraction uses PyRadiomics [vGFP'17| configured with correctMask=True

(resamples the segmentation mask to match image geometry) and enableAllFeatures ()
(enables all non-deprecated feature classes). The extraction runs incrementally, skipping

patients whose output CSVs already exist. For each patient and timepoint, the script

matches TRACE and SEG NIfTT files by glob pattern and verifies that the timepoints

are consistent between image and segmentation. The output is organized in four formats:

per-timepoint CSV (long format), per-timepoint transposed CSV (features as columns),

per-patient aggregated CSV (all timepoints stacked), and a full dataset CSV that serves

as input to the machine learning pipeline.

Machine Learning Module

The m1_model/ module handles data loading, preprocessing, feature selection, model
training, and results storage. The data preparation pipeline loads the full radiomic
CSV into a pandas DataFrame with a hierarchical (patient_id, timepoint) multi-
index, removes diagnostic metadata columns (prefixed with diagnostics_), and applies
MinMaxScaler normalization.
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Three data representations support different experimental designs. The per-timepoint
format preserves the multi-index and uses 107 features from a single timepoint. The
wide format (convert_df_mi_to_concat_df ()) concatenates per-timepoint cross-
sections horizontally, appending timepoint suffixes to feature names, producing 428 fea-
tures per patient. The stacked format (convert_df_mi_to_stacked_ndarray())
creates a three-dimensional NumPy array with shape [patients x timepoints x features]
for tslearn time-series methods.

Growth labels implementing the five-class scheme described in Section |4.6.1 are computed
from relative changes in MeshVolume. VoxelVolume is tracked alongside as a growth
feature but not used for classification. The labeling supports both per-timepoint labels
(one label per consecutive timepoint transition) and a single aggregated label (overall
T0-to-T3 change).

Random Forest Classifier (RFC) [BreO1] serves as the primary classifier across all experi-
ments, evaluated with leave-one-out cross-validation (LOO-CV). Support Vector Classifier
(SVC) [CV95] is implemented as an alternative but was used only in early exploratory
configurations. Both support class_weight='balanced’ to handle class imbalance.
Each combination of feature selection method and class weight setting produces a separate
model variant.

The five feature selection methods described in Section 4.6.2 are configured as follows.
Sequential Forward Selection (SFS) maximizes LOO-CV accuracy. Boruta [KR10] is
tested in two parametrizations, both with max_iter=20000 and early stopping after
20 or 200 iterations without improvement (n_iter_no_change). Recursive Feature
Elimination with Cross-Validation (RFECV) uses scikit-learn’s built-in implementation.
Importance-weighted Cross-Validation (IMPCV) trains a preliminary model to obtain
feature importances, ranks features, and iteratively evaluates subsets of increasing size via
LOO-CV with multiprocessing parallelization, selecting the feature count that maximizes
accuracy. A plain baseline uses all features without selection.

Hyperparameter optimization uses three scikit-learn search strategies: Randomized-
SearchCV (100 iterations over a broad parameter space), GridSearchCV (refined
narrower grid), and BayesSearchCV (Bayesian optimization, 100 iterations). The param-
eter space covers n_estimators, criterion, max_depth, min_samples_split,
min_samples_leaf, max_features, bootstrap, and class_weight. Grid-
SearchCV refines a narrower grid informed by the randomized search results.

LOO-CYV evaluation produces 12 metrics per model: overall, mean, and standard deviation
for accuracy, precision, recall, and Fl-score. A held-out evaluation set of 24 patients
produces per-class classification reports in the systematic feature selection experiments.

The simeoni_integration/ subfolder implements the experimental framework for
evaluating combined radiomic and Simeoni features (Section 4.6.5). A feature merging
pipeline (merge_features.py) combines the radiomic CSV and Simeoni feature CSV
into a unified feature matrix. Four experiment groups test incremental Simeoni feature
addition (8 models), systematic feature selection on combined TO data (12 models),



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

5.2. Python Backend

fair comparisons with feature count control including Simeoni-only and hybrid models
(14 models), and multi-timepoint integration across TO+T1, T0+T14T2, and all time-
points (36 models). Together with the radiomics-only baselines, the framework produces
116 models.

Dimensionality reduction uses UMAP [MHM18] and t-SNE [vdMHOS] for three feature
sets (radiomics-only, Simeoni-only, combined). Clustering applies scikit-learn KMeans
and time-series variants from tslearn [TFV™20], with silhouette [Rou87] and Calinski-
Harabasz [CHT4] scores for cluster quality evaluation. A Hungarian algorithm [Kuh55]
aligns cluster labels across timepoints to ensure consistent patient group tracking.

All results are serialized via joblib.dump () into BytesIO buffers for BLOB storage
in SQLite.

ODE Module

The ode/ module implements the Simeoni tumor growth model described in Sec-
tion 4.4, The model equations are defined in ode_models.py, which trans-
lates the four-compartment ODE system into Python functions compatible with
SciPy’s integrators. Three pharmacokinetic models are implemented: single-dose
bolus, single-dose infusion, and multi-dose infusion with bi-exponential elimination
(infusion_2comp_linelim()). The multi-dose model computes drug concentrations
analytically by summing contributions from all administered doses, avoiding a separate
pharmacokinetic ODE and remaining numerically stable across the full treatment
timeline.

Two solver classes serve different purposes. OdeSolver provides the dashboard-facing
interface for interactive simulation. It supports four model configurations and offers both
odeint (using the LSODA algorithm, which automatically adapts between Adams for
non-stiff and BDF for stiff integration) and solve_ivp with explicit method selection.
The dashboard uses LSODA because it adapts automatically to the problem’s stiffness
characteristics without user intervention. Grid search optimization (Section 5.2.3) uses
RK45, which is computationally cheaper for the non-stiff tumor growth equations. Both
solvers produce near-identical results for the same configuration.

ModelSensitivity extends the solver with parameter sensitivity testing. The user
specifies base parameter values and a percentage range (e.g., £50%), and the class
generates 10 evenly spaced steps in each direction, re-solving the model for each step
and overlaying the resulting tumor trajectories. This forms the basis for the interactive
ODE exploration interface in the dashboard.

Simeoni Parameters Module

The simeoni_parameters/ module organizes the parameter calibration work into
four subdirectories: core/ (data extraction, parameter definitions), framework/
(reusable validation classes), current/ (best parameters and validation scripts), and
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progression/ (historical development iterations). All parameters are calibrated at
the population level, meaning the same parameter set is applied to all 162 patients rather
than being fitted individually per patient.

The central component is the Simeonivalidator class, which consolidates the simula-
tion loop, observed-versus-simulated plotting, MAPE calculation at imaging timepoints,
and CSV export of per-patient metrics. This class eliminated substantial code duplica-
tion that had accumulated across the earlier optimization iterations, where each script
independently reimplemented the same simulation and validation logic. The class loads
patient data, converts tumor volumes to masses using a density constant of 1.04 mg/mm?,
and runs a two-phase simulation where the end state of the Paclitaxel phase becomes
the initial condition for the Doxorubicin phase. Configurable flags (correct_K_units,
correct_PK_units) allow reproduction of earlier bugs for comparison purposes.

The PhaseSpecificValidator extends the base class with separate growth rates per
treatment phase (Ao p; for Paclitaxel, Ao p2 for Doxorubicin), which is required because
tumor repopulation accelerates after the initial treatment response. Grid search scripts
use itertools.product to iterate over parameter combinations and evaluate MAPE
at the imaging timepoints for five representative test patients, selected for data quality
and treatment protocol coverage.

The feature extraction component (data_extraction.py) produces 15 prediction
features for all 162 patients in three categories: basic trajectory features (4), phase-
specific features (6), and mechanistic features (5). All features are computed from TO
initial conditions only, enabling prospective prediction without requiring future timepoint
data, as described in Section [4.4.7.

5.2.3 Simeoni Parameter Development

Adapting the Simeoni model from xenograft literature parameters to human breast cancer
required 16 development iterations. The calibration strategy described in Section 4.4.4
emerged from this process, which we group below by the type of problem addressed at
each stage.

Bug Fix Phase

The initial Tun with xenograft parameters from Simeoni et al. [SMC™04] produced
absurd results: for one test patient, the simulated tumor mass grew to 4.47 million mm3,
corresponding to over 300 million percent growth. Over seven development iterations, we

identified and corrected four categories of bugs.

First, the total weight calculation counted the second damaged compartment (ts2)
twice, distorting the carrying capacity feedback. Second, the pharmacokinetic model
only processed the first drug dose per treatment phase, ignoring 11 of 12 Paclitaxel and
3 of 4 Doxorubicin administrations. We resolved this by implementing the multi-dose
analytical PK model (infusion_2comp_linelim() in ode_models.py). Third,
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radiomics/ radiomics/ Full_Radiomic__
convert DICOM extract.py Features.csv

simeoni__parameters/ simeoni__features | ml_model/
data__extraction __optl5.csv | data_ preparation
ml model/
ode/ save_results

ode__models.py

dim_ reduction.db

ml_model.db ’

framework/
SimeoniValidator

Figure 5.2: Module dependency and data flow. The radiomics pipeline (top, blue)
produces feature CSVs. The Simeoni pipeline (left, green) produces mechanistic features.
Both feed into the ML module (right, orange), which stores results in SQLite databases.

a volume-to-mass unit mismatch was identified: the Simeoni model operates on mass
(mg), but the imaging data provides volume (mm?). Applying the conversion factor
p = 1.04 mg/mm?® improved results by approximately six orders of magnitude. Fourth,
the drug potency parameter ko in the literature uses units of ng~'-mL-day !, while the
implementation required mg~!-mL-day~!, a factor of 106.

After the bug fix phase, the simulated trajectories were qualitatively correct but still
approximately four orders of magnitude off from the observed tumor volumes.

Literature Parameter Testing

We systematically tested the literature-derived ko values across a 0.4 to 15X scaling range
over six iterations. Every configuration produced either complete tumor elimination or
massive unrealistic growth. Two additional bugs were found and corrected during this
phase: the carrying capacity parameter K was not converted from day~' to hour™!, and
the PK parameters were divided by 24 twice, accumulating a factor of 24 more drug than
intended. The SimeoniValidator class was developed during this phase to centralize
simulation and validation logic.

The root cause of the persistent failure was the growth rate. The xenograft \g = 0.2 day !

corresponds to a doubling time of approximately 3.5 days, which is 13 to 100 times
faster than human breast cancer (doubling times of 254 to 1126 days, depending on
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molecular subtype [DHB"21|). Even with clinically appropriate Ag values from Dahan
et al. [DHB™21], the kill-to-growth ratio at mean drug concentration reached a factor
of 69, still causing complete elimination. This confirmed that the literature ko values,
calibrated against xenograft responses, are fundamentally incompatible with human
growth dynamics.

During this phase, the PK model was validated independently: peak Paclitaxel concen-
tration reached 3,187 ng/mL, corresponding to 73% of the literature reference value of
4,357 ng/mL. This falls within the expected 20-30% patient variability range, confirming
that the PK sub-model produces physiologically reasonable concentrations.

Grid Search Optimization

The first grid search introduced phase-specific growth rates with independently reduced ko
values. Using the PhaseSpecificValidator class, a grid of 36 combinations (2 Ao p1
X 2 Ao p2 X 3 k2pac X 3 k2,dox) Was evaluated across 5 test patients (180 total simulations).
The solver used solve_ivp with the RK45 method. The best configuration produced
the first realistic tumor dynamics across the full treatment timeline.

A second, expanded search covered 625 combinations (5%) with broader parameter
ranges, yielding 3,125 total simulations. Table 5.1 summarizes the progression. The
best parameters retained the same growth rates (Agp1 = 0.0006, Ao pz = 0.0016 day_l)
while shifting the drug potency balance: ko pac increased by approximately one third and
k2 dox decreased, changing the ratio k2 qox/k2 pac from 2.0x to 1.25x. This indicated that
Paclitaxel’s effect had been underestimated in the first grid search. All top 5 combinations
shared these same ko values.

The MAPE improved by roughly one quarter relative to the first grid search, and
consistency improved markedly. Chapter |6 provides the detailed quantitative evaluation
across the full 162-patient cohort.

Pharmacokinetic Parameterization

The PK sub-model uses a simplified parameterization where the elimination rate constant
is calculated as k = 1/, instead of the more detailed k19 = CL/V4. For Paclitaxel,
k=0.1h""! (t;5 = 24 h). For Doxorubicin, k = 0.02 h™" (¢;/2 = 30 h, reflecting the
dominant slow elimination phase). We pre-calculated drug doses as absolute milligrams
based on a standard body surface area of 1.7 m?: Paclitaxel 136 mg (80 mg/m?),
Doxorubicin 102 mg (60 mg/m?). Standard body weight is set to 70 kg. This simplification
is acceptable because the ko values were calibrated via grid search against actual patient
data and therefore absorb any systematic bias in the PK concentration profile.
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Table 5.1: Parameter development progression from initial xenograft parameters to
calibrated human values. Iterations are grouped by development phase, highlighting the
primary implementation hurdles resolved.

Phase Key Change Outcome

Initial Xenograft parameters from >300M% error

Bug Fixes Fixed ts2 double-count in w; Qualitative  correc-
tion

Unit Translation Multi-dose PK, mass units, ko scaling ~4 orders off

(10°)
Literature Testing Literature ko testing (0.4-15x) Complete  elimina-
tion
Grid Search 1 Phase-specific A\g, independent ko First realistic dynam-
ics
Grid Search 2 Expanded bounds, ko rebalancing Final calibration

5.3 Flask Application

5.3.1 Application Structure

We implemented the web application as a single Flask entry point (app.py) without
Blueprint organization. The application scope (four routes serving a single-user dashboard)
does not warrant the overhead of Blueprint-based modular routing. A catch-all route
function render_page () maps URL paths to templates by string matching: the root
path renders the index page, ode renders the ODE solver interface, m1/explore renders
the ML exploration page, and unmatched paths return a 404 error.

5.3.2 Route Design

Three endpoints serve the dashboard sections:

o / and /<path:path> (GET): Catch-all renderer dispatching to Jinja2 templates
based on the URL path.

e /ml/explore/data (POST): ML exploration endpoint. Reads the dataExplore
form field to dispatch to either model exploration or cluster/dimensionality reduc-
tion results.

e /ode/solve (POST): ODE solver endpoint. Instantiates either ModelSensitivity
or OdeSolver based on a sensitivity flag in the form data.
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The request handling follows a consistent pattern. Flask parses the form data into a
dictionary. A helper function then maps unique frontend dropdown keys back to database-
compatible keys using three mapping dictionaries. This mapping layer is necessary because
JavaScript object literal keys must be unique within a single dropdown’s option set,
but different model variants (e.g., T0-only versus T0+T1 experiments) may produce
result options with identical short names. The frontend uses unique keys with model-
specific descriptions (e.g., t0s1_03 versus tO0t1sl_03), while the mapping dictionaries
translate these back to the original database keys (e.g., both mapping to 03). After key
translation, the helper constructs a model_variant identifier string by concatenating
the selected model, method, and result option, queries the database through a results
preparation class, and returns JSON-encoded results.

5.3.3 Results Preparation

An abstract base class BaseResultsPreparation defines the interface for loading and
formatting results. It provides shared color constants from the ColorBrewer palette [HB03]
(purple, orange, teal) with five-step scales for heatmaps, twelve categorical cluster colors,
and BLOB deserialization via joblib.load () from BytesIO buffers.

ModelResultsPreparation loads up to six result types conditionally. Before query-
ing any data, it checks boolean availability flags in the existing_results table to
determine which result types exist for the requested model variant. This conditional
loading avoids database errors for model variants that lack certain result types (e.g.,
models trained without evaluation on the held-out set have no eval_metrics entry).
The six possible result types are the serialized model itself, its feature mapping, LOO-CV
metrics, feature importance rankings, cumulative importance curves, and classification
evaluation metrics. Each result type is formatted as a Plotly figure server-side using
fig.to_Jjson (), so the browser receives ready-to-render JSON rather than raw data.

DimReductionResultsPreparation handles UMAP and t-SNE results from the
normalized dim_reduction.db schema. It loads parameter ranges, score matrices,
embeddings, cluster assignments, and patient ID mappings. Sequential embeddings
(which preserve temporal structure) require special handling: a 648-row array is split into
four timepoints of 162 patients each.

5.3.4 Database Interface

The DatabaseInterface class provides a minimal abstraction over SQLite connections.
It opens a new connection for each query via sglite3.connect (), executes queries
through pd.read_sqgl_qgquery () or raw cursor operations, and closes the connection
afterward. There is no connection pooling, which is acceptable because the application
serves a single user exploring pre-computed results rather than handling concurrent write
operations. A custom NumpyJSONEncoder handles serialization of NumPy arrays and
pandas DataFrames in JSON responses.
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5.4 Front-End Development

5.4.1 Template Architecture

The frontend uses Jinja2 server-side rendering with a modular template hierarchy. A base
template (base.html) loads Bootstrap 5.2.2 [OT24] and Plotly.js 2.35.2 [Plo15] from
local copies and provides the consistent page layout (header, navigation, content area)
inherited by all pages. The navigation bar (navbar.html) provides responsive naviga-
tion with a dropdown for ML sections. The ML exploration page (m1_explore.html)
uses Jinja2 {% include %} directives to compose the page from separate subsection
templates for cluster options, model exploration options, and results display, keeping
each template focused on a single concern.

5.4.2 JavaScript Modules

Frontend logic is organized as ECMAScript (ES) modules using export const and
export function. The central configuration file consts. js defines two data ex-
ploration variants (model exploration and cluster/dimensionality reduction), ten model
categories, fourteen feature selection methods, and over 100 result option entries. Each en-
try maps a unique frontend key to a human-readable description that includes the feature
count, selection method, LOO-CV accuracy, and classifier type. Maintaining unique keys
across all dropdown entries is necessary because JavaScript object literals silently overwrite
duplicate keys. The naming convention prefixes keys with model identifiers where descrip-
tions would otherwise collide (e.g., t0s1_03 versus t0t1sl_03 for three-feature models
from different timepoint configurations). The Ul module dynamicUi_ml_explore. js
populates dropdowns from these constants and toggles visibility of model and cluster
sections using Bootstrap’s d—none class.

Two visualization components handle the interactive plots. The embedding module
renders UMAP and t-SNE scatter plots, detecting whether the data uses sequential
(four timepoints) or concatenated (single timepoint) layouts. It maintains a global
patientClusterMap that stores each patient’s cluster assignment and coordinates.
When the user hovers over a patient in one scatter plot, a custom event handler looks up
the same patient across all visible plots and highlights the corresponding points, enabling
cross-plot comparison of patient groupings. For sequential embeddings, where the server
returns a single 648-row array, the module splits this into four timepoints of 162 patients
each and renders them in a 2 x 2 grid.

Cluster labels assigned by the unsupervised algorithms are arbitrary: cluster 0 in T1 has
no guaranteed correspondence to cluster 0 in TO. A client-side implementation of the
Hungarian algorithm [Kuh55] computes the optimal assignment that maximizes overlap
between each timepoint’s cluster labels and the TO reference, then relabels clusters
accordingly. The algorithm runs client-side because cluster labels must be re-aligned
each time new embeddings are loaded from the server. The server returns raw cluster
assignments without visualization state, so the browser performs the alignment before
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rendering, keeping the server stateless. This ensures that visually consistent colors
represent the same patient groups across timepoints.

The heatmap module renders silhouette [Rou87] and Calinski-Harabasz [CHT4] score
matrices for hyperparameter exploration, using ColorBrewer [HB03] sequential palettes
for perceptually uniform color mapping.

5.4.3 Data Flow

The application uses traditional form submission with full page re-rendering rather
than asynchronous requests. The interaction proceeds in five steps: the user selects
options from dropdowns populated by consts. js, the form is submitted as a POST
request, the server generates Plotly figures as JSON, Jinja2 re-renders the full page with
the result data embedded, and the frontend JavaScript calls Plotly.newPlot () to
render the interactive visualization. We chose this synchronous approach for simplicity:
the application serves a single user, the number of routes is small, and the response
times for database lookups are short enough that full page loads remain responsive. An
asynchronous design with partial DOM updates would add complexity without meaningful
benefit at this scale.

The cluster options section provides a feature set dropdown with three choices: Radiomic
Only (428 features), Simeoni Only (15 features), and Combined (443 features). Selecting
Simeoni Only triggers a dynamic layout change: because 15 features produce less complex
embeddings, the page displays a single plot rather than the 2 x 2 grid used for the full
feature sets. The Ul module detects the selected feature set and adjusts the plot container
layout accordingly.

5.5 Database Management

5.5.1 Schema Design

Two SQLite databases store pre-computed experiment results. The ml_model.db
database (~106 MB) uses a flat structure with six tables. The central model_variants
table stores each model variant as a text identifier alongside serialized scikit-learn model
objects and feature mappings as BLOBs. Supporting tables store feature importance
rankings (features_importances), LOO-CV metrics (model_metrics, 12 metrics
per model), cumulative feature importance curves (features_cumsums), classification
evaluation metrics (eval_metrics), and a tracking table (existing_results) with
boolean flags indicating which result types are available for each model variant.

The dim_reduction.db database (~67 MB) uses a heavily normalized schema with
13 tables. Six lookup tables define the domain values for methods (UMAP, t-SNE), data
structure types (sequential, concatenated), score calculation strategies, metrics (silhou-
ette, Calinski-Harabasz), timepoints, and feature sets. A param_combinations table
stores the evaluated hyperparameter pairs (algorithm parameter value and cluster count),



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

5.6. Development Environment

and two junction tables (single_method_params, combined_method_params) as-
sociate these with specific methods. Three data tables hold the actual results: embedding
arrays (dim_red_results), clustering quality scores (dim_red_scores), and clus-
ter labels with centroids (dim_red_clusters), all stored as BLOBs. A patient ID
lookup table maps array indices to patient identifiers. Parameter ranges cover UMAP
n_neighbors from 2 to 100, t-SNE perplexity from 5 to 50, and cluster counts from 2
to 50. Figure |5.3b/ shows the normalized schema.

All complex objects (trained models, feature mappings, embedding arrays, cluster as-
signments) are serialized using joblib.dump () into BytesIO buffers and stored as
SQLite BLOBs. This preserves the full Python object state, including NumPy array
dtypes and scikit-learn model internals, without requiring custom serialization logic. A
serialized Random Forest model occupies approximately 787 KB, while a feature map (a
NumPy boolean array marking selected features, not a list of feature names) requires
only approximately 347 bytes.

Model variant identifiers follow the naming convention
{timepoint}_{feature_set}_{method}_{n_features}_{weight}

for example allt_sl_boruta_26_120000_inc20 for a Boruta model with 26 features
trained on all timepoints. Figure |5.3| shows both database schemas.

5.5.2 Version Control Strategy

The database files exceed GitHub’s 100 MB size limit for tracked files. We addressed
this by excluding . db files from Git via .gitignore and instead tracking compressed
SQL exports. A pre-commit Git hook detects database changes by comparing filesystem
timestamps between the . db file and its corresponding export. When a change is detected,
the hook exports the full database via sqlite3 "SDB_FILE" .dump | gzip -9 >
"SEXPORT_FILE" and stages the compressed file. The hook always exits with code 0
so that it does not block commits.

The compression reduces m1_model.db from 106 MB to approximately 20 MB and
dim_reduction.db from 67 MB to 7.2 MB. Restoring a database from the export re-
quires a single command: gunzip —-c export.sgl.gz | sglite3 db_file. This
approach provides full version history of the database contents through Git while keeping
the repository size within hosting limits.

5.6 Development Environment

5.6.1 Virtual Environment Management

The dual virtual environment setup described in Section |5.2.1]is managed through shell
scripts. An automated setup script (setup_environments.sh) uses set —e for
fail-fast behavior, creates both environments if they do not exist, upgrades pip, and
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(12 metrics per model)

\/

model variants
(PK, model BLOB, feature__map BLOB)

e

features_ importances features_ cumsums
(N per model)

existing_results model _metrics
(6 boolean flags)

eval metrics

(cumulative curves) (held-out evaluation)

(a) Star schema of m1_model.db. The central model_variants table (blue) is referenced by
five data tables (orange) via foreign key.

method__types <—{ combined_method_params

param__combinations 1

N

dim red clusters

single _method__params dim_red scores

score__calc__types 1 { metric_ types 1
dim_red results

patient__ids_ lookup } { timepoint__types } feature_ set_ types

data_ struct_ types

(b) Normalized schema of dim_reduction.db. Lookup tables (green) define domain values,
parameter and junction tables (blue) store hyperparameter combinations, and data tables (orange)
hold embeddings, scores, and cluster assignments. Arrows indicate foreign key references.

Figure 5.3: Database schemas. (a) m1_model.db uses a star schema with six tables.
(b) dim_reduction.db uses a normalized schema with 13 tables.
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installs the respective requirements. It warns if python3.7 is not available on the
system, since the radiomics environment specifically requires this version. Activation
scripts (activate_main.sh and activate_radiomics.sh) source the appropriate
virtual environment and print the active Python version for confirmation.

All Python modules must be executed from the project root using the -m flag (e.g.,
python -m flask_app.ml_model.save_results) because the codebase uses rel-
ative imports. Direct execution of individual files fails to resolve these imports correctly.

5.6.2 Testing and Debugging

The development followed an exploratory, iterative approach where analytical pipelines
were frequently built, evaluated against patient data, and replaced by improved versions.
This cycle, particularly visible in the 16 Simeoni parameter iterations, meant that formal
regression testing provided limited value, as each iteration often redesigned the approach
rather than extending the previous one. Testing therefore relied primarily on manual
verification, domain-specific validation, and targeted unit tests for reused components.

Two unit test scripts verify core reusable components: test_database_interface.py
validates that database queries return correctly structured DataFrames and tuples, and
test_results_data_preparation.py verifies that the results preparation layer
produces valid Plotly figure objects. These cover the data access path that all dashboard
interactions depend on.

The most structured testing comes from the Simeoni parameter validation framework de-
scribed in Section [5.2.3. Each optimization iteration produced individual validation plots
for all 162 patients, overlaying simulated tumor trajectories against observed imaging data.
Per-patient MAPE values were exported to CSV files, providing a traceable, quantitative
record of how model behavior changed across iterations. The SimeonivValidator class
formalized this process into a reusable validation pipeline.

Manual testing with the VS Code debugger was the primary method for verifying
new functionality during development. Breakpoints, variable inspection, and step-
through execution were used extensively to trace data flow through the Flask routes,
results preparation classes, and frontend rendering pipeline. Print-based output analysis
supplemented the debugger for batch processing tasks such as feature extraction and
model training, where interactive debugging was impractical.

VS Code is configured with two debug profiles. The Flask profile sets FLASK_APP and
FLASK_DEBUG environment variables and disables the built-in Flask debugger in favor
of the VS Code debugger, with Jinja template debugging enabled. A second profile runs
the currently open Python file with PYTHONPATH set to the workspace root, solving the
relative import issue for standalone module debugging.

121



“jayiolgig usipn N1 1e wud ul ajge(rene si sisay) syl Jo uoisian [euibuo panoidde ay | < any 38pajmoust InoA
JeqgbBnyian yaylolqig usipn NL Jap ue 1si 1agrewoldiq Jasalp uoisiaAfeulBuQ aponipab ausiqoldde aiqg v_U:#O__ﬁ—_m



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

CHAPTER

Results & Evaluation

The calibrated Simeoni model, the 116 machine learning configurations, and the visual
analytics dashboard described in the preceding chapters are evaluated against the central
research question: whether mechanistic tumor growth modeling enhances radiomics-
based treatment response prediction. The evaluation is structured around four research
hypotheses defined in Section 4.8: H1 tests whether radiomic features predict treatment
response above a 50% reference threshold, H2 tests the same for Simeoni features, H3a
and H3b test whether combining both feature sources improves prediction at T0-only and
all-timepoints configurations respectively, and H4 tests whether multi-timepoint imaging
data improves prediction accuracy.

6.1 Simeoni Model Validation

The calibrated parameters from the second grid search (Section 5.2.3), developed through
the iterative process described in Section 4.4, were validated against tumor volume
measurements from the full ACRIN6698 cohort [NPZ™T21].

6.1.1 Validation Metrics

The second grid search identified optimal parameters from 625 combinations tested across
5 representative patients (Section 5.2.3). Table 6.1 summarizes the per-patient validation
results for the 5-patient test set used during grid search calibration.

The average MAPE of 57.3% represents a 24.5% reduction from the first grid search
(75.8%), with 4 of 5 patients falling within +60% error. The standard deviation decreased
from 26.7% to 11.3%, indicating more consistent predictions across the patient population.
These 5 patients were selected as a representative subset during calibration, covering
three of the four molecular subtypes in the cohort. The HR+/HER2+ subtype is not
included in this validation set. This does not affect the calibration, as the Simeoni model
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Table 6.1: Validation results for the 5-patient test set using the final calibrated parameters.
MAPE is computed across timepoints T1, T2, and T3 relative to actual MRI-derived
tumor volumes.

Patient ID  Subtype MAPE  Assessment
373346 HR+/HER2— 47.5% Best fit
641977 HR+/HER2- 50.1% Good
884011 HR+/HER2— 53.6% Good
326433 HR—/HER2— (TN) 59.1% Moderate
601300 HR—/HER2+ 76.0% Poor
Average 57.3% + 11.3%

uses population-average parameters that are not fitted per subtype. The full 162-patient
analysis below covers all four subtypes.

To assess generalization, we applied the calibrated parameters to all 162 patients in the
ACRING6698 cohort [NPZT21]. Table 6.2 presents the threshold analysis for this full
validation.

Table 6.2: Threshold analysis for the full 162-patient validation. The percent error is
computed as the relative deviation between simulated and actual tumor volume at T3.

Error Threshold Patients Percentage
< 20% 21 13.0%

< 40% 41 25.3%

< 50% 53 32.7%

< 60% 65 40.1%

< 80% 98 60.5%

< 100% 116 71.6%

The median percent error across 162 patients is 68.5%, which is a more representative
summary than the mean (302.3%). The inflated mean is driven by patients with near-
complete treatment response, where T3 tumor volumes below 0.001 mm? create extreme
percentage errors even for small absolute deviations. The mean absolute error is only
0.0050 mm?.

Among breast cancer subtypes, HR+/HER2— patients showed the best median er-
ror (64.5%, n=76), followed by HR+/HER2+ (67.6%, n=24), triple-negative (74.1%,
n=49), and HR—/HER2+ (83.5%, n=13). The differences in median error are moderate,
suggesting the population-average parameters generalize reasonably across subtypes.
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6.1. Simeoni Model Validation

These error levels reflect a fundamental limitation of the population-average approach:
a single parameter set cannot capture the biological heterogeneity of 162 patients with
different molecular subtypes, tumor microenvironments, and individual drug responses.
The 60% of patients exceeding the 60% error threshold confirms that the Simeoni model
does not accurately reproduce individual tumor volume trajectories. However, the
Simeoni model is not used for trajectory prediction in this work. Its role is to produce
mechanistic features that serve as input to the machine learning classification of treatment
response. The model needs to capture relative differences between patients, specifically
who responds more and who responds less to treatment, rather than reproduce individual
volume curves precisely. The 13% of patients within +£20% error and the consistent
ranking of subtypes by median error suggest that the calibrated parameters do capture
meaningful variation in treatment response dynamics. Section 6.2] tests whether these
dynamics translate into predictive signal, with Hypothesis H2 specifically evaluating
whether Simeoni-derived features predict treatment response above the 50% reference
threshold.

6.1.2 Visual Validation

Figure [6.1 shows the simulated trajectories for the 5 test patients alongside their actual
MRI measurements. The simulated curves (blue) capture the general treatment response
pattern: tumor volume decreases during the Paclitaxel phase (days 0-84), reaches a
nadir (minimum tumor volume) around the phase transition, and shows slight regrowth
during the Doxorubicin phase (days 84-168), reflecting the accelerated repopulation
rate (Ao p2 = 2.67 x A\g p1). The actual measurements (red dots) at T0, T1, T2, and T3
provide the ground truth comparison points.

To illustrate the range of model performance across the full cohort, Figure [6.2 presents
three representative patients spanning the error spectrum. Patient 652480 (triple-negative,
0.8% error) shows a near-perfect trajectory match, with actual reduction of 83.3%
compared to 83.1% simulated. Patient 688291 (HR+/HER2—, 39.9% error) demonstrates
a moderate fit where the model captures the overall trajectory shape but overpredicts
the treatment effect (simulated 84.2% vs actual 73.8% reduction). Patient 884011
(HR+/HER2—, 8518% error) illustrates the small-denominator limitation: this near-
complete responder has a T3 volume of only 0.000068 mm?, and while the absolute error
is small (0.0058 mm?), the percent error is extreme.

A systematic limitation appears for the 8 patients (4.9%) whose tumors grew during
treatment (T3 volume exceeding T0). Because the population-average parameters always
predict treatment-induced shrinkage, these treatment-resistant patients are inherently
poorly predicted by the model. Patient-specific calibration or additional resistance
mechanisms would be needed to capture this behavior.
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Figure 6.1: Validation of the calibrated Simeoni model for 5 representative patients.
Blue curves show simulated tumor volume trajectories, red dots indicate actual MRI
measurements at TO (day 0), T1 (day 21), T2 (day 84), and T3 (day 168). The dashed
vertical line marks the transition from Paclitaxel to Doxorubicin treatment.
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6.1. Simeoni Model Validation

Patient 652480 - HR - / HER2 - (TN) Patient 688291 - HR + ) HER2
73.8% (actual) vs 84.2% (simulated)

Reduction: 83.3% (actual) vs 83.1% (simulated) Reduction

Tumor Volu

25 50 75 100 125 150 175 ° 2 50 75 100 125 150 175
Time (days) Time (days)

(a) Patient 652480 (TN, 0.8% error), near- (b) Patient 688291 (HR+/HER2—, 39.9% er-
perfect match. ror), model overpredicts treatment effect.

Patient 884011 - HR +  HER2
Reduction: 99.8% {actual) vs 84.3% (simulated)
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75 I
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(c) Patient 884011 (HR+/HER2—, 8518% er-
ror), extreme percent error from small T3 vol-
ume (0.000068 mm?) despite small absolute
error (0.0058 mm?).

Figure 6.2: Representative individual patient trajectory fits spanning the error range,
from near-perfect to extreme percent error due to near-complete treatment response.

6.1.3 Parameter Comparison

Table 6.3 compares the original xenograft parameters from Simeoni et al.
with the calibrated human breast cancer parameters from both grid searches. The
most striking difference is the exponential growth rate parameter A\g: the calibrated
value (0.0006 day~!) is 333 times smaller than the original xenograft value (0.2 day~!),
reflecting the difference between clinical tumor doubling times of 254-1126 days
and xenograft doubling times of approximately 3.5 days ﬂm This fundamental
mismatch explains why all early calibration attempts produced unrealistic dynamics, as
described in Section [5.2.3.

The improvement from the first to the second grid search came from rebalancing the drug
sensitivity parameters rather than changing growth rates. The Paclitaxel ko increased

by 33% (from 75 to 100), while Doxorubicin ko decreased by 17% (from 150 to 125).

This shifted the ko ratio from 2.0x to 1.25x%, suggesting that the first grid search had
underestimated Paclitaxel effectiveness relative to Doxorubicin. All five top-ranked
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Table 6.3: Comparison of Simeoni model parameters between original xenograft values
ISMC™04] and calibrated human breast cancer parameters. The factor column shows the
ratio of the final calibrated values to the original xenograft values.

Parameter Xenograft  1st Grid Search Final Calibration Factor
Ao Phase 1 (day~1) 0.2 0.0006 0.0006  x0.003
Ao Phase 2 (day~!) - 0.0016 0.0016 -

ko Paclitaxel 153 75 100 x0.65

ko Doxorubicin 306 150 125 x0.41

parameter combinations from the 625-combination grid search shared these same ko
values, providing strong evidence for this rebalancing.

The phase-specific growth rate (A\g Phase 2 = 2.67x Phase 1) models accelerated tumor
repopulation during the Doxorubicin phase, a phenomenon documented in clinical oncol-
ogy [KTO05]. This parameter remained unchanged between both grid searches, confirming
its stability across both calibration runs.

Pharmacokinetic validation showed peak Paclitaxel plasma concentration at 73% of
published literature values [GKG™95], which falls within the expected 20-30% inter-
patient variability range [GKG™95]. The simplified PK parameterization (k = 1/t; /2)
is adequate for the modeling purpose, as the Simeoni model does not require exact
concentration profiles but rather the relative drug exposure pattern.

The Simeoni model validation shows that the calibrated parameters produce physiologi-
cally plausible tumor dynamics at the population level (MAPE 57.3% on the test set,
40% of patients within +60% error), but the model does not reliably predict individual
patient trajectories. For the research question, this means the 15 extracted mechanistic
features describe approximate population-level treatment dynamics rather than precise
per-patient trajectories. The limited individual-level accuracy suggests that these features
may not capture patient-specific variation with the same granularity as radiomic features,
which are measured directly from each patient’s imaging data at each timepoint.

6.2 Machine Learning Experiments

To test whether Simeoni-derived mechanistic features improve radiomics-based treatment
response prediction, we trained 116 model configurations. These vary across four dimen-
sions: feature set (radiomics-only, combined, and Simeoni-only), timepoint combination
(TO, TO+T1, TO+T1+4T2, and all four timepoints TO-T3), feature selection method
(six methods: Boruta with 20 and 200 iteration stopping conditions, RFECV, SFS,
IMPCV, and no selection), and class weighting (balanced and uniform). Models primarily
used Random Forest classification, with a subset using Support Vector Classification
(SVC) for comparison. All models were evaluated with Leave-One-Out Cross-Validation
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6.2. Machine Learning Experiments

and the 5-class growth classification scheme defined in Section 4.8, The target variable
distribution is heavily imbalanced, with significant shrinkage (57.4%) and moderate
shrinkage (36.4%) comprising 93.8% of cases.

6.2.1 TO0-Only Experiments

The first set of experiments tested whether Simeoni features can improve prediction
accuracy when only baseline (T0) imaging data is available. This scenario is the most
clinically relevant, as TO data is available before treatment begins.

The radiomics-only baseline model achieved 71.6% LOO-CV accuracy us-
ing three features selected by SFS: original_shape_MinorAxisLength,
original_shape_SurfaceArea, and original_ngtdm_Coarseness.

The mean accuracy across all 46 radiomics-only models spanning all timepoint combina-
tions was 69.8% + 10.2%.

We then tested whether adding Simeoni features to this radiomic baseline would improve
prediction. Manual feature concatenation experiments added increasing subsets of Simeoni
features (1, 3, 10, and all 15 features) to the 3 baseline radiomic features. All eight
configurations performed below the baseline, ranging from 63.6% to 66.7% accuracy.
There was no clear trend with the number of Simeoni features added.

Automated feature selection experiments applied six methods (Boruta with stopping
conditions of 20 and 200 iterations without improvement, RFECV, SFS, IMPCV, and no
selection) to the full combined feature set of 122 features (107 radiomic + 15 Simeoni).
While RFECV performed best among the methods, the best combined T0 model still
reached only 67.9%, which is 3.7 percentage points below the radiomics-only baseline.
Figure 6.3 confirms this pattern across all methods: radiomics-only features consistently
outperform combined features at the T0-only timepoint.

6.2.2 Isolation Experiments

To isolate the predictive value of Simeoni features independently from radiomics, we
trained 12 Simeoni-only models using the 15 mechanistic features without any radiomic
input. Six feature selection methods were tested with both balanced and uniform class
weighting. As visible in Figure 6.3(a), the Simeoni-only column shows identical accuracy
across all automated selection methods, indicating that with only 15 features, these
methods converge to the same performance ceiling.

All Simeoni-only models achieved accuracies between 58.6% and 60.5%, well above the
20% random baseline for 5-class classification but below the radiomics-only accuracy of
71.6%. The best single Simeoni feature was AUC (area under the tumor volume curve),

identified by both Boruta20 and Boruta200 as the most informative mechanistic feature.

We also created two hybrid models combining the 3 baseline radiomic features with the
best-selected Simeoni feature (AUC). The best hybrid achieved 63.6% accuracy, which is

129



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

m 3ibliothek,
Your knowledge hub

6. RESULTS & EVALUATION
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(a) Absolute LOO-CV accuracy by feature selection
method and feature set.
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Figure 6.3: TO-only method comparison across feature sets and selection methods.
Radiomics-only models (left columns) consistently outperform combined models (right
columns) across all methods.
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6.2. Machine Learning Experiments

8.0 percentage points below the radiomics-only baseline. Even the single most informative
Simeoni feature degraded prediction when added to the radiomic baseline, indicating
that the mechanistic features introduce noise or redundancy rather than complementary
information.

6.2.3 Multi-Timepoint Experiments

The multi-timepoint experiments tested whether incorporating longitudinal radiomic
data from later imaging sessions (T1 at day 21, T2 at day 84, T3 at day 168) could
enable Simeoni features to improve prediction. Table 6.4 shows how prediction accuracy
scales with temporal coverage.

Table 6.4: Prediction performance by timepoint combination across all feature sets.
Adding more imaging timepoints improves radiomics-only models, with the largest
improvement occurring when the post-treatment T3 data becomes available. Mean and
best accuracy are computed across all models (radiomics-only, combined, and Simeoni-
only) at each timepoint.

Timepoints N Models Mean Accuracy Best Accuracy

TO 48 66.2% 71.6%
TO+T1 19 65.8% 71.6%
TO+T1+T?2 19 66.3% 74.1%
All (TO-T3) 30 78.9% 90.1%

The radiomics-only accuracy jumps from 74.1% (T04+T1+T2) to 90.1% when the post-
treatment T3 timepoint is included. This 16 percentage point improvement indicates that
T3 data is particularly informative for predicting treatment response. Post-treatment
imaging captures the cumulative effect of the entire chemotherapy regimen on tumor
morphology, providing features that directly reflect treatment effectiveness.

Table 6.5| presents the central result of this thesis: the Simeoni feature contribution at
each timepoint combination. At every timepoint, Simeoni features degrade prediction
accuracy compared to the radiomics-only baseline.

The best overall model across all 116 configurations is
allt_sl_boruta_26_120000_inc20, a radiomics-only model using Boruta
feature selection with 26 features from all four timepoints, achieving 90.1% LOO-CV ac-
curacy. The best combined model (allt_sl_combined_rfecv_allt_013_plain)
uses RFECV to select only 13 features from 443 available: 2 Simeoni features (AUC and
final volume) and 11 radiomic features. All selected radiomic features come from T0
and T3 only, with no intermediate timepoints retained.

Figure 6.4 visualizes this temporal pattern, showing the consistent gap between radiomics-
only and combined model performance across all timepoint combinations. Figure 6.5
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Table 6.5: Simeoni feature contribution by timepoint combination. The Simeoni effect
is computed as the difference between the best combined model accuracy and the best
radiomics-only baseline accuracy for the same timepoint combination. Negative values
indicate degraded performance.

Timepoints  Radiomics Baseline Best Combined Simeoni Effect
TO 71.6% 67.9% —3.7pp
T0+T1 71.6% 67.9% —3.7pp
TO+T1+T2 74.1% 67.9% —6.2pp
All (T0-T3) 90.1% 87.7% —2.4pp

provides the detailed method-level breakdown for the all-timepoints configuration.

Temporal Performance Trends: Simeoni Contribution by Timepoint

1051 g~ Radiomic-only (baseline)
-}~ Combined (radiomic + Simeoni)
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LOO-CV Accuracy (%)

7 1
i
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T0 TO+T1 TO+T14T2 All Timepoints
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Figure 6.4: Temporal performance trends comparing radiomics-only baseline (blue) with
best combined models (green) across timepoint combinations. Error bars show standard
deviation across models within each group. Annotations indicate the percentage point
difference (Simeoni effect) at each timepoint.

6.2.4 Feature Selection Method Comparison

Across all experiments, Boruta20 achieved the highest accuracy for radiomics-only models
(90.1%), while RFECV achieved the highest accuracy for combined models (87.7%).
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Figure 6.5: Method comparison for all-timepoints models. Even at the highest-performing
timepoint combination, radiomics-only models outperform combined models across all
feature selection methods. Simeoni-only models are omitted because they are T0-only by

design and do not have multi-timepoint variants.
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All methods performed best with radiomics-only features, confirming that the pattern
observed in individual experiments generalizes across the entire experimental matrix.

An important finding is that more aggressive removal of Simeoni features correlates with
better performance. Boruta20 and Boruta200 retained the fewest Simeoni features on
average (4%, less than 1 of 15), while SF'S and IMPCV retained the most (67% and
56% respectively). Methods that kept fewer Simeoni features tended to achieve higher
accuracy, suggesting that most mechanistic features introduce noise rather than useful
signal.

Figure 6.6/ shows the selection frequency for each of the 15 Simeoni features across all
combined models. Patient-varying features (AUC at 65.7%, final volume at 62.9%) are
selected most frequently, while the five constant model parameters (effective growth
rates and drug sensitivities) are selected least often (25.7-32.9%). This makes sense:
patient-varying features capture individual treatment response dynamics, while constant
population parameters contribute the same value for every patient.

When selected, Simeoni features show higher individual importance than radiomic
features in the Random Forest models (Figure 6.7, mean importance 0.033 vs 0.010, a
3.3-fold difference). However, radiomic features are selected far more frequently, and
this numerical dominance means that the aggregate radiomic contribution exceeds the
Simeoni contribution.

6.2.5 Performance Metrics Summary

Figure 6.8 provides an overview of all 116 models, showing the top and bottom 25
performers. Among the top 25, radiomics-only models (blue) hold the majority with
14 entries, though combined models (green) also appear with 11 entries. Simeoni-only
(orange) and poorly performing combined models cluster at the bottom.

Hypothesis Testing

The evaluation framework defined in Section 4.8 specifies five research hypotheses tested
with Bonferroni-corrected significance (a = 0.05/6 = 0.0083). Table 6.6/ summarizes all
results.

H1 — Radiomic features predict treatment response: A one-sample t-test compar-
ing the mean LOO-CV accuracy of 46 radiomics-only models (mean 69.8%) against the
50% reference threshold (Section |4.8) yields p < 0.0001 with a large effect size (Cohen’s
d = 1.95). Radiomic features carry strong predictive signal for treatment response
classification.

H2 — Simeoni features predict treatment response: The 12 Simeoni-only models
achieve a mean accuracy of 59.6%, which is significantly above the 50% reference threshold
(p < 0.0001, Cohen’s d = 4.01). Simeoni features do carry predictive information, though
weaker than radiomic features (59.6% vs 69.8%).
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Simeoni Feature Selection Frequency Across All Methods
(15 features: 10 patient-varying + 5 constant model parameters)
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Figure 6.6: Simeoni feature selection frequency across all combined models that use
automated feature selection. Patient-varying features (top) are selected most frequently,
while constant mechanistic parameters (bottom) are selected least often. All 15 features
are selected in at least 25% of models.

H3a — Combined features improve over radiomics at T0: An independent ¢-test
comparing 14 radiomics-only T0 models (mean 62.1%) with 12 combined T0 models using
automated feature selection (mean 61.0%) shows no significant difference (p = 0.532,
Cohen’s d = —0.25). Adding Simeoni features does not improve T0-only prediction.

H3b — Combined features improve over radiomics at all timepoints: With
18 radiomics-only models (mean 80.0%) and 12 combined models (mean 79.0%), the
difference is not significant (p = 0.744, Cohen’s d = —0.12, negligible effect size). Even
with complete temporal data from all four imaging sessions, Simeoni features provide no
improvement.

H4 — Multi-timepoint data improves prediction: A one-way ANOVA across the
four timepoint groups (F(3,112) = 76.3, p < 0.0001, n?> = 0.672) confirms a strong
temporal effect. Post-hoc pairwise comparisons show that the all-timepoints group
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Simeoni Feature Importance Rankings Across Combined Models
(15 features: 10 patient-varying + 5 constant model parameters)
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Figure 6.7: Random Forest feature importance for Simeoni features across combined
models. AUC shows the highest mean importance (0.104), followed by final volume
(0.060), phase2 reduction (0.055), and nadir volume (0.052). Error bars indicate
standard deviation across models where each feature was selected. The five constant
model parameters have zero variance across patients and therefore zero importance.
Table 6.6: Research hypothesis test results. All tests use the Bonferroni-corrected
significance threshold o = 0.0083. Effect sizes are reported as Cohen’s d for pairwise
comparisons (H1-H3) and 7? for the multi-group comparison (H4). CI = 95% confidence
interval for the mean accuracy (H1, H2) or mean difference (H3).
Hypothesis Test p-value Effect Size CI Result
H1: Radiomics predicts 1-sample ¢ <0.0001 d=1.95 [66.9, 72.8]% Supported
response
H2: Simeoni predicts re- 1-sample ¢ <0.0001 d=4.01 [60.5,63.0]% Supported
sponse
H3a: Combined > Ra- Independent ¢ 0.532 d=-025 [-3.6,14]pp Not supp.
diomics (T0)
H3b: Combined > Ra- Independent ¢ 0.744 d=-0.12 [-5.7,3.7]pp Not supp.
diomics (All)
H4: Multi-timepoint im- ANOVA <0.0001 7? =0.672 —  Supported
proves
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Overall Performance Comparison: Top & Bottom 25 Models (of 116 total)
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Figure 6.8: Overall performance comparison showing the top 25 and bottom 25 mod-
els of 116 total, sorted by LOO-CV accuracy. Colors indicate feature set: blue
(radiomics-only), teal (combined), orange (Simeoni-only), and purple (hybrid). The
top 3 models are: #1 allt_sl_boruta_26_120000_inc20 (90.1%, radiomics-only),
#2 allt_sl_rfecv_06 (88.9%, radiomics-only), and #3 allt_sl_impcv_12_loo
(88.3%, radiomics-only). Radiomics-only models dominate the highest-performing posi-
tions, while Simeoni-only models cluster in the 58-63% range.
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significantly outperforms all other groups (p < 0.01). This large effect size (n? = 0.672)
indicates that temporal coverage explains 67.2% of the variance in model accuracy.

Figure 6.9 visualizes these results as a forest plot with effect sizes and confidence intervals.

Statistical Hypothesis Test Results with Effect Sizes

H4: Multi-timepoint improves ) p < 0.0001

H3: Combined improves (allt) OH p=0.744

H3: Combined improves (t0) (@] H p=0.532

H2: Simeoni predicts response H @ p < 0.0001

H1: Radiomic predicts response & p < 0,0001
@ Positive effect @ Negative effect O Not significant @® Significant

0 1 3 4

2
Effect Size (Cohen's d / n? / rank-biserial)

Figure 6.9: Forest plot of hypothesis test results with effect sizes and confidence intervals.
Green filled circles indicate significant positive effects (H1, H2, H4). Hollow red circles
indicate non-significant results (H3a, H3b). Each hypothesis shows the point estimate
(circle) and 95% confidence interval (horizontal bar), with p-values on the right. H4 uses
n? rather than Cohen’s d, and has no confidence interval as it is an ANOVA result.

Multi-Class Evaluation

Figure 6.10 presents confusion matrices for the best models, evaluated on 24 held-out
patients who have imaging data at T0 and T3 only (no intermediate timepoints).

The radiomics-only model (Boruta, 26 features) was trained on features from all four
timepoints, but Boruta selected only features from T0 and T3 (15 and 11 features
respectively). Because only T0 and T3 features were selected, all 24 holdout patients
can be evaluated with the complete feature set. Despite this, holdout accuracy drops to
62.5% compared to 90.1% LOO-CV, reflecting the smaller evaluation sample size.

The combined model (Radiomics + Simeoni, RFECV, 13 features) achieves 87.5%
holdout accuracy, closely matching its 87.7% LOO-CV. Its 13 RFECV-selected features
also include only T0 and T3 radiomic features plus two Simeoni features (AUC and
final _volume), so the complete feature set is again available for all 24 holdout patients.
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6.3. Dimensionality Reduction Results

The reversed ranking on the holdout set (combined 87.5% vs radiomics-only 62.5%)
contradicts the LOO-CV pattern (87.7% vs 90.1%). With only 24 patients and a heavily
imbalanced class distribution (significant shrinkage 57.4%, moderate shrinkage 36.4%,
remaining classes 6.2% combined), a small number of different predictions can shift the
accuracy substantially. The holdout result should therefore not be interpreted as evidence
that the combined model generalizes better. Figure |6.11| shows the per-class F1 scores.

The quantitative evaluation yields three principal findings. Radiomic features are strongly
predictive of treatment response (H1 supported, best accuracy 90.1%), with multi-
timepoint imaging data as the primary driver (H4 supported, n?> = 0.672). Simeoni
features carry independent predictive signal above the reference threshold (H2 supported,
mean 59.6%), but do not improve upon radiomics-based prediction at any timepoint
combination (H3a and H3b not supported). The best combined model (87.7%) is 2.4
percentage points below the best radiomics-only model (90.1%), indicating that Simeoni
features are redundant with radiomic features rather than complementary.

6.3 Dimensionality Reduction Results

We computed dimensionality reduction embeddings for all three feature sets using both
UMAP and t-SNE, producing 7,105 parameter combinations per feature set. The
methodology is described in Section 4.7.3.

6.3.1 UMAP Embeddings

We computed UMAP embeddings across the full parameter grid (n_ neighbors: 2-100,
n_ clusters: 2-50, yielding 4,851 combinations per feature set). For the radiomics-
only and combined feature sets, we used the sequential embedding strategy described in
Section |4.7.3, where each timepoint embedding initializes from the previous one to preserve
temporal continuity. For the Simeoni-only features, which are timepoint-independent, we
computed a single concatenated embedding.

Radiomics-only features (428 features)

The radiomics-only embeddings show clear patient groupings that persist across treatment
timepoints (Figures 6.12/and 6.13)). Five clusters emerge with distinct spatial separation
at n_neighbors = 17 and n_ clusters = 5. The sequential initialization preserves relative
patient positions from TO through T3, making it possible to track how clusters evolve
during treatment. Patients form stable clusters that persist across treatment timepoints,
suggesting that the radiomic feature space captures treatment-relevant characteristics
from baseline imaging onward.

Simeoni-only features (15 features)
The Simeoni-only embedding is displayed as a single plot (Figure [6.14), since the 15

features are derived from the fitted Simeoni model and do not have a timepoint dimension.

With only 15 features, the embedding shows a mixed pattern of cluster separation: some
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(a) Best radiomics-only model (90.1% LOO-CV, 62.5%
holdout).
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(b) Best combined model (87.7% LOO-CV, 87.5%
holdout).

Figure 6.10: Confusion matrices for the 5-class treatment response classification, evaluated
on 24 patients. The diagonal shows correct predictions. The majority of misclassifications
occur between adjacent response classes (e.g., significant vs moderate shrinkage).
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6.3. Dimensionality Reduction Results

5-Class Tumor Growth Prediction: Per-Class F1-Score Comparison
(Best Models by Configuration; Missing bars = insufficient evaluation samples)

Radiomic Radiomic

= TO-only — All Timepoints
Combined Combined
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Figure 6.11: Per-class F1 scores for the 5-class evaluation on 24 patients. Performance
is highest for the majority class (significant shrinkage). Minority classes with very few
holdout samples (stable: 0, moderate growth: 0, significant growth: 2) yield F1 scores of
zero because all instances were misclassified. Missing bars indicate F1 = 0, not absent
data for classes with non-zero support.

patient subgroups (particularly two clusters in the lower portion of the plot) form
distinct, well-isolated groups, while others show considerable overlap. Overall, the spatial
separation is weaker than the radiomics-only case, consistent with the classification
results from Section , where Simeoni-only models achieved lower accuracy (60.5%)
compared to the radiomics-only baseline (71.6%).

Combined features (443 features)

The combined embeddings, computed from 428 radiomic and 15 Simeoni features, are
visually similar to the radiomics-only embeddings (Figures and [6.16). The 428
radiomic features dominate the 443-dimensional space, and the addition of 15 Simeoni
features does not produce noticeably different patient groupings. This pattern is consistent
with the redundancy finding from the classification experiments: the Simeoni features do
not add complementary information to the radiomic feature space.
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Figure 6.12: UMAP embedding of radiomics-only features (428 features) at n_ neighbors
= 17, n_ clusters = 5: T0O and T1. Individual data points are intentionally small to
visualize overall cluster structure. Five clusters emerge with distinct spatial separation
from baseline imaging onward.
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6.3. Dimensionality Reduction Results
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Figure 6.13: UMAP embedding of radiomics-only features: T2, T3, and concatenated
view. Five clusters show clear spatial separation that persists across all timepoints.
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6. RESuLTS & EVALUATION
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Figure 6.14: UMAP embedding of Simeoni-only features (15 features): single concatenated
embedding at n_ neighbors = 17, n_ clusters = 5. Cluster separation is weaker compared
to radiomics-only, consistent with the lower classification accuracy of Simeoni-only models
(60.5%).
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6.3. Dimensionality Reduction Results
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Figure 6.15: UMAP embedding of combined features (443 features) at n_ neighbors =
17, n_ clusters = 5: T0 and T1. The embedding is visually similar to the radiomics-only
case (Figure , as the 428 radiomic features dominate the 443-dimensional space.
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Figure 6.16: UMAP embedding of combined features: T2, T3, and concatenated view.
Visually similar to radiomics-only (Figure 6.13), confirming that Simeoni features do not
alter the patient grouping structure.

146



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

6.3. Dimensionality Reduction Results

6.3.2 t-SNE Embeddings

We also computed t-SNE embeddings across the perplexity range 5-50 with n_ clusters
2-50, yielding 2,254 combinations per feature set. While UMAP tends to preserve both
local and global structure [MHM18|], t-SNE emphasizes local neighborhood relation-
ships [vdMHOS].

Figures 6.17 and 6.18| show the t-SNE embedding for radiomics-only features. The same
five cluster groups are visible as in the UMAP embedding, but the t-SNE embedding
spreads the clusters across a larger area with more overlap between neighboring groups.
This increased dispersion is a general characteristic of t-SNE, which emphasizes local
neighborhood preservation over global structure [vdMHOS|. We evaluated perplexity
values across the range 5-50 and selected perplexity = 30 based on visual inspection as
providing the most interpretable groupings, though the dispersion relative to UMAP
persisted across all tested values. Both methods show increased mixing at later timepoints
(T2, T3), which may reflect changes in tumor characteristics during treatment.

Despite the differences in cluster appearance, the key observation is consistent: the five
patient groups identified by the clustering algorithm are present in both embeddings.
Across all three feature sets, the t-SNE results mirror the UMAP findings: radiomics-only
features produce the most distinct patient groupings, Simeoni-only embeddings show
weaker separation, and combined embeddings are visually similar to radiomics-only. This
agreement across two fundamentally different dimensionality reduction methods supports
the interpretation that the groupings reflect genuine structure in the radiomic feature
space rather than artifacts of a particular algorithm.

6.3.3 Clustering Analysis

We evaluated clustering quality using Silhouette Scores and the Calinski-Harabasz
Index across all parameter combinations. For sequential embeddings (radiomics-only
and combined), we used the vstack aggregation method, which stacks all timepoint
embeddings vertically before computing the metrics. This approach evaluates whether
clusters are consistent across the full patient-timepoint space.

Cluster quality across feature sets

The Silhouette Score heatmaps (see Section 4.7.3, Figure 4.13b)) show how clustering
quality varies with embedding hyperparameters. For the radiomics-only features, the
highest Silhouette Scores tend toward configurations with very few clusters, where the
metric favors trivial partitions that provide little analytical value. The configuration
n_neighbors = 17 and n_ clusters = 5 was selected based on visual inspection of the
resulting embeddings (Figure 6.12), where this combination produced the most inter-
pretable patient groupings with clear spatial separation. The Simeoni-only heatmap
shows generally lower Silhouette Scores, reflecting the limited discriminative power of
15 features. The combined feature set produces scores comparable to radiomics-only,
consistent with the observation that radiomics dominates the combined space.
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TSNE Dimensionality Reduction: perplexity=30, n_clusters=5
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Figure 6.17: t-SNE embedding of radiomics-only features at perplexity = 30, n_ clusters
= 5: TO and T1. Compared to the UMAP embedding (Figure 6.12), the t-SNE clusters
are more dispersed with increased overlap between neighboring groups. This dispersion
is characteristic of t-SNE across all tested perplexity values (5-50), with perplexity = 30
selected by visual inspection as providing the most interpretable groupings.
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6.3. Dimensionality Reduction Results

TSNE 2

Figure 6.

Clusters at Timepoint T2 Cluster Transitions at Timepoint T2

TSNE 2

TSNE 2

Clusters with all Timepoints concatenated

Clusters
® Cluster 0
® Cluster 1
® (Cluster 2
Cluster 3
Cluster 4

18: t-SNE embedding of radiomics-only features: T2, T3, and concatenated view.

The same five cluster groups are present in both methods, supporting the consistency of

the patient groupings.
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Temporal consistency

The Hungarian algorithm (described in Section 4.7.3) ensures that cluster labels remain
consistent across timepoints. At n_ neighbors = 17 and n_ clusters = 5, the majority
of patients maintain their cluster assignment from TO through T3. Some patients do
migrate between clusters during treatment. These migrations may reflect genuine changes
in tumor characteristics during chemotherapy, though further clinical validation would
be needed to confirm this interpretation.

Connection to classification results

The dimensionality reduction results are consistent with the findings from the machine
learning experiments (Section 6.2). Radiomics-only features provide the strongest patient
separation in embedding space, while adding Simeoni features does not improve cluster
quality. This supports the interpretation that Simeoni-derived features are redundant
with the information already captured by multi-timepoint radiomics.

6.4 Usage Scenarios

To evaluate the visual analytics system described in Section 4.7 and implemented in
Chapter |5, we present five usage scenarios. Each scenario demonstrates how a researcher
can use the dashboard to explore the experimental results and gain analytical insights.
The scenarios map to the analytical tasks defined in Table 4.6, covering model compari-
son, patient subgroup identification, feature importance analysis, temporal trajectory
exploration, and interactive model exploration.

6.4.1 Scenario 1: Model Comparison

Goal: Identify which experimental configuration produces the best treatment response
prediction across the 116 trained models.

The ML Exploration module provides a model variant dropdown with 10 categories orga-
nized by timepoint combination and feature set. Selecting “All Timepoints; Singlelabel;
Radiomics-Only” with “Boruta Feature Selection” displays the LOO-CV metrics panel:
a bar chart showing accuracy, precision, recall, and F1-score. The best radiomics-only
configuration achieves 90.1% LOO-CV accuracy using 26 Boruta-selected features.

Switching to “All Timepoints; Singlelabel; Combined” with “RFECV” reveals the best
combined model at 87.7% accuracy with 13 features. The classification report heatmap
(Figure |4.16¢) shows per-class error patterns, enabling direct comparison between the
two configurations.

This comparison confirms that adding Simeoni features decreases accuracy by 2.4 per-
centage points (Figure 6.19). The dropdown structure allows verifying this pattern across
different feature selection methods and timepoint combinations within minutes.
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Figure 6.19: Dashboard view of the best radiomics-only model (90.1% LOO-CV accuracy,
Boruta feature selection, 26 features). Left: LOO-CV metrics bar chart showing overall,
mean, and standard deviation for accuracy, precision, recall, and Fl-score. Right:
Classification report heatmap from the 24-patient holdout evaluation set.

6.4.2 Scenario 2: Patient Subgroup Identification

Goal: Discover patient cohorts with similar imaging characteristics and examine how
these groups evolve across treatment timepoints.

The Dimensionality Reduction section provides interactive heatmaps of Silhouette Scores
and Calinski-Harabasz Index values across the full parameter grid (Figure 4.13)). For
the radiomics-only feature set with UMARP, regions of high clustering quality appear at
moderate n_ neighbors values. Setting the hyperparameter sliders to n_ neighbors = 17
and n_ clusters = 5 updates the embedding view to five scatter plots: one per treatment
timepoint (TO through T3) and one concatenated view (Figure 4.14).

A key interaction feature is cross-plot patient highlighting. Hovering over a patient
in the TO plot highlights the same patient in all other timepoint plots (Figure 4.15a),
revealing how the patient’s position in feature space changes during treatment. Clicking
displays a tooltip with cluster membership across timepoints (Figure 4.15b). Figure 6.20
shows this interaction with a specific patient highlighted across all plots. Most patients
maintain their cluster assignment from T0 through T3, but some migrate between clusters,
potentially reflecting changes in tumor characteristics during chemotherapy.

6.4.3 Scenario 3: Feature Importance Analysis

Goal: Understand which features drive treatment response predictions and whether
Simeoni features contribute meaningfully to the combined models.

For a combined model (Radiomics + Simeoni), the feature importance section displays a
bar chart (Figure 4.17a) ranking all features by Random Forest importance. Radiomic
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Figure 6.20: Dashboard view of UMAP embeddings (radiomics-only, n_ neighbors = 17,
n_ clusters = 5) with patient hover highlighting: T0 and T1. When the researcher hovers
over a patient in one plot (point in focus), the same patient is highlighted across all
timepoints, enabling visual tracking of cluster membership changes during treatment,
while other patients are rendered more opaque for context.
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Figure 6.21: Dashboard view of UMAP embeddings with patient hover highlighting: T2,
T3, and concatenated view with the same patient highlighted.
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features occupy the top positions, while Simeoni features appear with lower importance
values. The cumulative importance curve (Figure 4.17b)) shows how predictive importance
accumulates across features, with the first 10 features already covering over 60% of the
total importance. A threshold slider (Figure |4.19d) filters out low-importance features,
and the ranking table (Figure |4.17¢) provides exact numeric values.

Figure |6.22] illustrates this pattern for a combined model using Boruta20 with 25 features.
The Simeoni features that pass feature selection contribute minimal importance, adding
dimensionality without proportional information gain. The color-coded bar chart makes
the redundancy pattern immediately apparent, supporting the quantitative findings from
Section 16.2.

6.4.4 Scenario 4: Temporal Trajectory Exploration

Goal: Ezplore how tumor growth parameters and drug sensitivity affect predicted treat-
ment trajectories.

The ODE Solver module (Figure 4.18) provides parameter controls for the Simeoni
growth model with the “Infusion_ Multi” pharmacokinetic model. The resulting plot
shows two curves: the treated trajectory (solid line) and the untreated control (dashed
line). Adjusting the growth rate Ay changes how fast tumors grow without treatment,
while increasing drug potency ko shifts the treated trajectory downward, reflecting
stronger treatment effect.

The sensitivity analysis mode varies individual parameters within a range and displays a
trajectory band, revealing which parameters most influence predicted tumor dynamics.
For example, Ay primarily affects the untreated curve while ko primarily affects treatment-
induced shrinkage. While the Simeoni features do not improve machine learning prediction,
this interactive exploration provides biological understanding of how tumor growth rates
and drug sensitivities interact during chemotherapy.

6.4.5 Scenario 5: Interactive Model Exploration

Goal: Systematically explore the 116 model configurations to understand how timepoint
combinations, feature sets, and feature selection methods influence prediction performance.

The dashboard organizes the experimental space through a three-level dropdown hierarchy:
model variant (10 categories by timepoint and feature set), feature selection method
(15 options), and result type. Starting from the TO radiomics-only baseline (71.6%
accuracy) and comparing with T0 Simeoni-only (60.5%), the relative predictive strength
of each feature source becomes apparent. Progressing through multi-timepoint categories
reveals that additional timepoints drive the largest accuracy gains, culminating in the
90.1% all-timepoints radiomics-only result. The corresponding combined model at 87.7%
confirms that the performance gap persists even with complete temporal data.

This systematic navigation reveals two consistent patterns: multi-timepoint imaging
data is the primary driver of accuracy improvement (71.6% to 90.1%), and radiomics-
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6.4. Usage Scenarios
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Figure 6.22: Dashboard view of feature importance for a combined model (all timepoints,
Boruta20, 25 features). Orange bars represent radiomic features, teal bars represent
Simeoni features. Simeoni features (AUC, regrowth_rate, and others) appear interspersed
among the lower-importance positions, visually confirming that they contribute less
predictive signal than the top-ranked radiomic features. The cumulative importance
curve (bottom left) shows how predictive importance accumulates, with the top-ranked
radiomic features contributing the largest individual shares.
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only models outperform combined models at every timepoint combination. Table 6.7
summarizes the 10 model variant categories available in the dashboard, with the number
of models, best feature selection method, and best accuracy for each.

Table 6.7: Model variant categories available in the dashboard. Each category combines
a timepoint configuration with a feature set. N Models is the number of trained config-
urations per category. Best accuracy refers to the highest LOO-CV accuracy achieved
within the category.

Timepoints  Feature Set N Models Best Method N Feat. Best Acc.
TO Radiomics-only 14 SFS 3 71.6%
TO Combined 22 RFECV 5 67.9%
TO Simeoni-only 12 Boruta20 3 60.5%
TO+T1 Radiomics-only 7 SFS 3 71.6%
TOo+T1 Combined 12 RFECV 5 67.9%

7

4

T0+4+T1+T2 Radiomics-only 7 RFECV 74.1%
T0+T14+4T2 Combined 12 Boruta20 67.9%
All (T0-T3) Radiomics-only 18 Boruta 26 90.1%
All (TO-T3) Combined 12 RFECV 13 87.7%

6.5 Discussion

6.5.1 Comparison to Baseline Approaches

The best overall model in this work achieved 90.1% Leave-One-Out Cross-Validation
accuracy using radiomics-only features from all four timepoints (Section 6.2.5). This
result was obtained with a Random Forest classifier using 26 features selected by the
Boruta algorithm, without any Simeoni-derived features.

Placing this result in the context of published radiomics-based pCR. prediction studies
requires careful consideration of metric differences. Prior work by Li et al.
compared multiple machine learning classifiers for radiomics-based pCR prediction
using multi-parametric MRI, reporting AUC values in the range of 0.80-0.90. Gilad
et al. reported improved prediction using physiologically decomposed DWI
features, and Huang et al. ﬂHXZ—iZ_G'] validated a longitudinal deep learning approach
across multiple centers. Direct comparison between our 90.1% LOO-CV accuracy and
these AUC values is limited by differences in evaluation metrics, dataset characteristics,
and prediction targets. Our work predicts five response classes rather than binary pCR,
which represents a more challenging classification task. The results compare favorably
with published benchmarks, particularly given the use of an interpretable Random
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6.5. Discussion

Forest model rather than deep learning architectures that offer less insight into feature
contributions.

A distinguishing aspect of this work is the systematic evaluation of whether mechanistic
tumor growth modeling can enhance radiomics-based prediction. As identified in Chap-
ter [3, no prior study has combined Simeoni-derived features with radiomics for breast
cancer treatment response prediction, despite growing interest in mechanistic learning
approaches that integrate mathematical modeling with data-driven methods [MJM™24].
The transparent reporting of a negative result contributes to the limited body of evidence
on when mechanistic features do and do not complement imaging-based features for
clinical prediction tasks. Unsuccessful integration attempts are rarely documented in the
literature, making it difficult for researchers to assess which hybrid approaches are worth
pursuing.

6.5.2 Interpretation of Key Findings

Chapter|3/introduced a conceptual framework for understanding when mechanistic features
complement versus duplicate imaging features (Figure 3.6). Panel (a) described the
complementarity scenario, where mechanistic temporal dynamics add information beyond
spatial imaging features. Panel (b) described the redundancy scenario, where multi-
timepoint imaging already captures growth dynamics, making ODE-derived parameters
redundant surrogates. The empirical results of this thesis support the redundancy
scenario.

Several converging observations support this conclusion. The Simeoni model parameters
Ao and ko mathematically describe tumor volume changes over time, which is precisely
what multi-timepoint radiomic features also capture. Radiomic features extracted at T0
through T3 directly encode the tumor’s size, shape, and texture evolution throughout
treatment. The Simeoni features provide a different mathematical representation of
the same underlying signal. The feature selection patterns (Section 6.2.4) confirm this
overlap: volume-derived quantities like AUC (65.7% selection rate), final tumor volume
(62.9%), and nadir volume (58.6%) are selected most frequently. The abstract mechanistic
parameters show the lowest selection rates (25.7% for kill-growth ratio). These are the
parameters that could potentially capture non-imaging information, yet the feature
selection methods consistently discard them, indicating they are not as descriptive as
others.

The five constant model parameters (Aopi, Ao.p2, k2pac, k2doz, and kill-growth ratio)
present a particular challenge. Because these parameters were calibrated at the population
level rather than fitted per patient, they take identical values for all 162 patients. As
shown by the mechanistic parameter analysis (Section 6.1.3), these constant parameters
provide zero discriminative power across the five tumor growth classes. Only patient-
varying features, which are themselves derived from per-patient volume trajectories, show
significant differences between growth classes. This confirms that the predictive signal in
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Simeoni features comes from the same volumetric data that radiomics already captures
more directly and with greater granularity.

The strongest single predictor of classification performance is temporal coverage. Hypoth-
esis H4 was strongly supported (F(3,112) = 76.3, p < 0.0001, n? = 0.672), confirming
that multi-timepoint data substantially improves prediction (Section [6.2.3). Accuracy
increased from 71.6% with T0-only features to 90.1% with all four timepoints. Simeoni
features decreased prediction accuracy at every timepoint combination tested, with
effects ranging from —2.4 percentage points (all timepoints) to —6.2 percentage points
(TO+T1+T2). This pattern indicates that the benefit of temporal information is fully cap-
tured by the radiomic features themselves, leaving no complementary role for mechanistic
trajectory features. For clinical practice, acquiring imaging at multiple treatment time-
points yields substantially larger accuracy gains (18.5pp) than incorporating mechanistic
model outputs (—2.4pp).

Despite the negative prediction result, the Simeoni model retains value for biological
interpretation. Hypothesis H2 was supported (p < 0.0001), confirming that Simeoni
features predict treatment response above the 50% reference threshold (mean accuracy
59.6%). Patient-varying features such as AUC and final volume discriminate meaningfully
between growth classes, and the mechanistic parameters provide interpretable quantities
such as drug sensitivity ratios and growth rate estimates. The model is better understood
as a tool for understanding tumor dynamics than as a source of complementary predictive
features.

This distinction between individual predictive signal and complementary contribution is
important. A feature can predict on its own (H2 supported) while still being redundant
when combined with a richer feature set (H3 not supported, p = 0.744, Cohen’s d = —0.12).
The Simeoni features encode real biological information, but that information is already
present in the multi-timepoint radiomic features in a form that Random Forest classifiers
can exploit more effectively. Chapter |3 anticipated this possibility under the feature
redundancy scenario (Figure 3.6), where mechanistic features encode information already
present in the imaging data.

6.5.3 Visual Analytics and Methodological Insights

With 116 model configurations spanning different feature sets, timepoint combinations,
and feature selection methods, navigating the experimental space required interactive
tools. The visual analytics dashboard supported this exploration through dimensionality
reduction embeddings across all three feature sets, performance comparisons, and feature
importance rankings. The five usage scenarios (Section [6.4.1 through Section 6.4.5)
illustrate how these tools facilitated the analytical workflows that produced the findings
above. The dashboard was not evaluated with clinical end users, and the prediction
interface was deferred to future work.

One methodological lesson concerns baseline establishment. The originally reported
baseline of 82.7% came from a non-optimal all-timepoints configuration rather than the
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6.5. Discussion

true best radiomics-only model. Correcting this to 90.1% changed the conclusion from
apparent improvement to measured degradation. This experience underscores that hybrid
model evaluation requires careful attention to which baseline is appropriate, particularly
when combining feature sets of different sizes where an incorrect reference can reverse
the interpretation of results.

Translating the Simeoni model from preclinical to clinical application was also informative.
The original xenograft parameters assume tumor doubling times of approximately 3.5

days [SMC*04], while human breast tumors grow 73 to 322 times slower [DHBT21].

Bridging this gap required 16 development iterations spanning eight optimization rounds,
involving the correction of unit conversion errors, the introduction of phase-specific
growth rates, and systematic grid search over drug sensitivity parameters. The difficulty
of this translation helps explain why the resulting features may lack the precision needed
to complement radiomic measurements that are derived directly from each patient’s
imaging data.
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CHAPTER

Conclusions & Future Work

7.1 Summary of Key Findings

This thesis investigated whether mathematical tumor growth modeling can enhance
radiomics-based prediction of treatment response in breast cancer patients undergoing
neoadjuvant chemotherapy. The investigation combined radiomic feature extraction
from Diffusion Weighted Imaging, Simeoni tumor growth model [SMC™04] adaptation,
machine learning classification, and interactive visual analytics into an integrated pipeline
evaluated across 116 experimental configurations.

Adapting the Simeoni model from its original xenograft context to human breast cancer
required substantial parameter modification. The xenograft growth rate (Ag = 0.2 day~!)
is 333 times faster than clinical breast cancer growth, and the original drug sensitivity
values produced complete tumor elimination rather than the partial responses observed
clinically. Through 16 development iterations, we calibrated population-average pa-
rameters that produce physiologically realistic tumor dynamics, achieving a MAPE of
57.3% on 5 representative patients and placing 40% of the full 162-patient ACRIN6698
cohort [NPZ'21|] within £60% error (Section 6.1). From the calibrated model, we ex-
tracted 15 prediction features per patient that describe tumor trajectory characteristics,
phase-specific treatment response, and mechanistic model parameters, all computable
from baseline data alone.

The central finding is that Simeoni-derived features do not improve treatment response
prediction at any timepoint combination. The best model across all 116 configura-
tions achieved 90.1% Leave-One-Out Cross-Validation accuracy using radiomics-only
features from all four imaging timepoints. Adding Simeoni features consistently degraded
performance, with effects ranging from —2.4 percentage points at the all-timepoints
configuration to —6.2 percentage points at TO+T1+T2 (Table 6.5). The strongest pre-
dictor of classification accuracy is temporal coverage: accuracy increased from 71.6%
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with T0-only data to 90.1% when all four timepoints were included, an 18.5 percentage
point gain driven entirely by additional radiomic measurements. The Simeoni features
are redundant with multi-timepoint radiomic features rather than complementary, as the
complementarity versus redundancy framework introduced in Chapter 3| anticipated.

To support exploration of these results, we developed an interactive visual analytics
dashboard that provides access to all 116 model configurations, UMAP and t-SNE
dimensionality reduction embeddings across three feature sets, and patient-specific tumor
growth trajectory simulation.

7.2 Answer to Research Question

Research Question: Can mathematical tumor growth modeling enhance radiomics-
based prediction of treatment response in breast cancer patients undergoing neoadjuvant
chemotherapy?

The answer is no. Simeoni-derived features are redundant with radiomic features and do
not improve treatment response classification at any timepoint combination tested.

The evaluation framework (Section 4.8) defined five research hypotheses to structure
this answer. Hypotheses H1 and H2 confirmed that both radiomic and Simeoni features
individually predict treatment response above the 50% reference threshold (p < 0.0001
for both). The mean accuracy of radiomics-only models was 69.8%, while Simeoni-only
models achieved 59.6%. However, the central hypotheses H3a and H3b, which tested
whether combining the two feature sources improves prediction, were not supported.
At T0-only, combined models showed no significant improvement over radiomics-only
(p = 0.532, Cohen’s d = —0.25). At all timepoints, the result was the same (p = 0.744,
Cohen’s d = —0.12). The best combined model (87.7%) fell 2.4 percentage points
below the best radiomics-only model (90.1%). Hypothesis H4 was strongly supported
(p < 0.0001, n? = 0.672), confirming that multi-timepoint imaging data is the primary
driver of prediction accuracy.

These results address the three sub-questions posed in Chapter [1:

1. To what extent do Simeoni-derived features improve treatment response prediction
when combined with radiomic features? They do not. Combined models consistently
underperformed radiomics-only models, with accuracy reductions ranging from
—2.4 pp (all timepoints) to —6.2 pp (T0+T1+T2). Hypotheses H3a and H3b were
not supported.

2. What is the role of temporal data from multiple treatment timepoints in prediction
performance? Temporal coverage is the strongest predictor of classification accuracy.
Performance increased from 71.6% (T0-only) to 90.1% (all four timepoints), an
18.5 percentage point gain confirmed by hypothesis H4 (p < 0.0001, ? = 0.672).
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7.3. Limitations

3. To what extent can visual analytics support the exploration and interpretation
of results from combined mechanistic-radiomics models? The interactive dash-
board enabled systematic comparison across all 116 configurations, supporting
the identification of the 90.1% radiomics-only model as the best performer and
the interpretation of why Simeoni features are redundant. These tasks would be
impractical through static analysis of this many experimental conditions.

For clinical application, radiomics-only models should be preferred for treatment response
classification. The Simeoni model provides interpretable quantities such as drug sensitivity
ratios and growth rate estimates that are valuable for understanding tumor dynamics,
but these do not translate into improved classification performance. The empirical results
confirm the redundancy scenario described in Chapter 3| (Figure 3.6): multi-timepoint
radiomic features already capture the tumor growth dynamics that the Simeoni model
describes through its ODE parameters.

7.3 Limitations

7.3.1 Dataset Limitations

The dataset consists of 162 patients from a single clinical trial (ACRIN6698), which limits
both statistical power and generalizability. No external validation cohort was available
to assess whether the trained models transfer to other patient populations, imaging
protocols, or treatment regimens. The class distribution is heavily imbalanced, with
93.8% of patients falling into the two largest response classes (significant shrinkage and
moderate shrinkage). This imbalance restricts reliable per-class evaluation, particularly
for the minority classes that had zero or near-zero representation in the 24-patient holdout
set.

7.3.2 Methodological Limitations

The Simeoni model assumes uniform tumor growth, homogeneous drug distribution, and
simplified pharmacokinetics. It does not capture spatial tumor heterogeneity, vascular
dynamics, or immune response, all of which may influence treatment outcomes. The
five constant population-average parameters (Ao p1, Ao.p2, k2 pac, k2,dox, and kill-growth
ratio) take identical values for all 162 patients, providing zero discriminative power
across growth classes. Patient-specific parameter fitting could potentially increase the
contribution of mechanistic features but was not explored in this work. The imaging
protocol provides only four timepoints across 24 weeks, and treatment response dynamics
between these measurements are not captured. Feature selection was limited to Boruta,
RFECV, SFS, and IMPCV. More sophisticated embedded methods or explicit feature
interaction modeling might reveal different patterns in how radiomic and mechanistic
features relate.

163



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

7. CONCLUSIONS & FUTURE WORK

164

7.3.3 Technical Limitations

Leave-One-Out Cross-Validation provides approximately unbiased accuracy estimates
but can exhibit high variance with 162 samples. Complementary validation strategies
such as repeated stratified k-fold cross-validation could strengthen the evidence. While
three hyperparameter search strategies were applied (randomized, grid, and Bayesian
search), this tuning was performed once on the initial model configuration rather than
re-optimized for each feature set and timepoint combination. Re-tuning per configuration
or evaluating alternative classifiers beyond Random Forest and SVC might yield different
conclusions about feature set utility. The Simeoni features were manually designed based
on domain knowledge. Automated feature learning approaches could potentially extract
mechanistic patterns that the predefined features miss. The 5-class holdout evaluation was
limited to 24 patients, which is too small for reliable assessment of per-class performance,
particularly for minority response categories.

7.3.4 Visual Analytics Limitations

The dashboard was not evaluated with clinical end users. Its utility for actual clinical
decision support is therefore unknown, and the design reflects research exploration
priorities rather than validated clinical workflows. The prediction interface, which
would allow applying trained models to new patient data, was deferred to future work.
Scalability to substantially larger patient cohorts or additional feature modalities has not
been tested.

7.4 Future Work

7.4.1 Near-Term Extensions

The most immediate priority is external validation. Applying the trained radiomics-only
models to independent breast cancer cohorts would test whether the 90.1% accuracy
and the negative Simeoni finding generalize across imaging protocols, scanner types,
and treatment regimens. Completing the dashboard prediction interface would enable
prospective application of the best-performing models to new patients, and a user
study with clinical researchers and radiologists would establish whether the interactive
exploration tools provide practical value beyond research analysis. On the modeling
side, fitting Simeoni parameters per patient rather than using population averages could
increase the discriminative power of mechanistic features. Additional feature engineering,
such as treatment efficacy ratios or temporal derivatives, might capture aspects of tumor
dynamics not represented in the current 15-feature set.

7.4.2 Medium-Term Research Directions

Enhanced mechanistic modeling could address several limitations of the current approach.
Integrating vascular dynamics, immune response modeling, and spatial tumor growth
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7.4. Future Work

using 3D imaging data would capture biological processes that the Simeoni model’s
four-compartment structure cannot represent. Multi-modal data integration, combining
DWI radiomics with other imaging modalities such as DCE-MRI, genomic data including
tumor subtype and mutation profiles, and clinical covariates, could provide feature sets
that are genuinely complementary rather than redundant. On the machine learning side,
physics-informed neural networks [MJIM™24] that embed mechanistic constraints into the
learning process represent a promising alternative to the direct feature concatenation
strategy used in this thesis. Recurrent neural networks could model the temporal sequence
of imaging sessions directly, rather than relying on hand-crafted temporal features.

7.4.3 Long-Term Vision

Clinical translation would require prospective validation through clinical trials designed
for adaptive treatment planning. A real-time decision support system integrated with
hospital PACS and EMR infrastructure could bring radiomics-based treatment response
prediction into routine clinical practice. The methodology developed in this thesis,
combining radiomic feature extraction, mechanistic modeling, and systematic evaluation,
is applicable to other solid tumor types including lung, colorectal, and prostate cancer,
as well as other treatment modalities such as immunotherapy and targeted therapy. The
long-term goal of personalized medicine, where treatment decisions are informed by
patient-specific computational models combining imaging, genomic, and clinical data,
remains a compelling direction that the findings of this thesis help to scope by clarifying
which modeling components do and do not contribute to prediction.
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Overview of Generative Al Tools

Used

The following generative Al tools were used as aids during the development of the software
system and the writing of this thesis. The author’s own intellectual and creative efforts
predominate in all aspects of this work.

Claude (Anthropic) — Models: Sonnet 3, 3.5, 4, 4.5; Opus 4.5, 4.6

e Code development and debugging (Python backend, machine learning pipeline,
ODE solver, Simeoni integration)

o Data analysis and visualization scripting (matplotlib, plotly, publication figures)
o LaTeX formatting, structuring, and review
o Thesis drafting support and review (grammar, phrasing, consistency checking)

o Literature review organization (categorization of references, not synthesis)
Gemini (Google) — Models: 1.5 Pro, 2.5 Pro, 3 Pro, 3.1 Pro

e Code development and review

o Technical writing review

GitHub Copilot (Microsoft) — using Claude and Gemini models listed above
o Code autocompletion during development (VS Code integration)

Where in this work AI tools were used:

o Software development (Chapters 4, 5): code implementation, debugging, and
testing of the Python backend, machine learning pipeline, and visual analytics
dashboard
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o Thesis writing (all chapters): grammar checking, structure suggestions, LaTeX
formatting, and drafting support

o Data analysis (Chapter 6): visualization scripting and figure generation

o Literature review (Chapter 3): organization and categorization of references

All Al interactions followed a structured workflow: the author defined scope and require-
ments through detailed implementation plans, directed each iteration through explicit
review, and controlled all decisions on content, methodology, and scientific interpretation.
No whole passages of Al-generated text were used without substantial review and adap-
tation by the author. The author takes full responsibility for the accuracy and integrity
of this work.
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Neoadjuvant chemotherapy treatment timeline showing the two-phase regimen
(Paclitaxel followed by Anthracycline-Cyclophosphamide) and MRI acquisition
timepoints (T0-T3). Treatment spans approximately 20-24 weeks before
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Representative DWI TRACE images with tumor segmentation overlay at (a)
baseline (T0) and (b) post-treatment (T3) for a single patient. The colored
overlay defines the region of interest for radiomic feature extraction. The
visible tumor volume reduction from T0 to T3 reflects treatment response.
Visualization created using 3D Slicer [FBKCT12|.. . . . . ... ... ...

Radiomic feature categories illustrated with representative examples, based
on the categorization by Rizzo et al. [RBR™18|. (a) Shape features quantify
tumor geometry through measurements like volume, surface area, and spheric-
ity. (b) First-order features are derived from intensity value distributions,
capturing statistical properties such as mean, standard deviation, skewness,
and kurtosis. (c) Texture features extracted from Gray Level Co-occurrence
Matrices (GLCM) encode spatial relationships between intensity values to
measure properties like contrast, correlation, and homogeneity. . . . . . .

Simeoni model structure showing four compartments [SMCT04|. Cycling
tumor cells (z1) grow and transition into damaged compartments (xs, 3,
x4) under drug exposure. The pharmacokinetic model (PK) provides drug
concentration c¢(t) that drives transitions with efficacy k. Damaged cells
progress through compartments with rate k; before cell death. . . . . ..

Comparison of binary pCR classification [vMUBT12] versus 5-class tumor
response classification [BCRT26]. Binary classification distinguishes only
between pathological complete response (pCR, no residual invasive disease)
and non-pCR (any residual disease). The 5-class system captures the ordinal
nature of tumor volume changes across the treatment timeline, providing more
granular information about treatment response dynamics. This granularity
enables earlier identification of treatment resistance patterns and supports
adaptive treatment strategies beyond the binary pCR endpoint. . . . . . .
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Comparison of t-SNE and UMAP embeddings across varying hyperparam-
eter settings. The top two rows show the effect of the perplexity (t-SNE)
and n_neighbors (UMAP) parameters on three clusters of 100 points in
50-dimensional space. Low values emphasize local structure, producing frag-
mented clusters, while high values emphasize global topology, merging nearby
groups. The bottom rows illustrate how both methods handle different data
geometries. Adapted from Coenen and Pearce [CP19]| (Apache 2.0 License).

Overview of the VisualNeuro visual environment for hypothesis formation in
multi-variate brain cohort studies [JBET20]. The system coordinates multiple
linked views: axis-aligned slices and volume rendering of brain imaging data
(top), box plots showing correlations between spatial and clinical parame-
ters (middle), parallel coordinates for multi-variate clinical data exploration
(bottom), and selectable brain regions for spatial filtering (right). Subject
groups are selected through parallel coordinates, and group differences are
highlighted in the spatial views. Similar multi-view coordination principles
are applied in our implementation (Chapter 5). . . . . . .. ... ... ..

Conceptual distinction between feature complementarity and redundancy in
hybrid modeling. (a) Complementary features: radiomic spatial heterogeneity
and mechanistic temporal dynamics capture different aspects of tumor behav-
ior, leading to improved combined prediction performance. (b) Redundant
features: multi-timepoint radiomic acquisitions (T0-T3) already encode tumor
growth dynamics through serial measurements, making mechanistic ODE pa-
rameters redundant surrogates that duplicate the same temporal information
in a different mathematical representation. This distinction is central to
understanding when hybrid models provide value versus when data-driven
approaches alone suffice.| . . . . . ... ... ... o oL

Methodological pipeline showing the six integrated tasks and their data flow.
Two feature extraction streams (radiomic from DWI images and mechanistic
from the Simeoni model) feed into feature integration, classification, and
evaluation. Numbered annotations indicate the chronological development
order, which differs from the logical presentation order used. . . .. . ..

Radiomic feature matrix representations. The stacked format (top) organizes
data as a multi-level index with patient and timepoint dimensions, yielding
107 features per row across 648 rows. The wide format (bottom) concatenates
the temporal dimension into columns, producing 428 features per patient for
classification. . . . . . . ..o
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Model treatment schedule for the ACRIN6698 backbone protocol at day-
level resolution. Vertical markers indicate individual drug administrations:
12 weekly Paclitaxel infusions (Phase 1) followed by 4 q21d Doxorubicin
infusions (Phase 2). Black dots mark MRI acquisition timepoints (T0-T3).
The dashed line indicates the phase transition at day 84, where both the
active drug and the growth rate parameter switch. Compare with the clinical
overview in Figure 2.1. . . . . . . . . . .. Lo

Simulated drug concentration profiles ¢(t) from the two-compartment IV
infusion model (Equation 4.2) with parameters from Table 4.2. (a) Paclitaxel:
12 weekly infusions (3-hour duration each) produce pulsatile concentrations
with partial accumulation between doses. (b) Doxorubicin (AC): 4 gq21d
infusions (15-minute duration) produce sharp concentration spikes with near-
complete washout between doses. Concentrations are in model-internal units,
with absolute magnitudes absorbed into the calibrated ko values. . . . . .

Simeoni feature extraction pipeline. For each patient, the T0 tumor volume
initializes the Simeoni model, which simulates the treatment trajectory over
168 days using calibrated population parameters. From the resulting volume
curve, 15 features are extracted across three categories.| . . . . .. . ...

Structure of the combined feature matrix for the all-timepoints configuration.
Radiomic features (blue) are organized in wide format with 107 features
per timepoint block. Simeoni features (teal) are appended as 15 additional
columns, derived from baseline data only. Brackets indicate the three feature
set configurations: Radiomics-only (428 features), Simeoni-only (15 features),
and combined (443 features). For timepoint-restricted experiments (e.g., T0-
only), only the corresponding radiomic blocks are included while Simeoni
features remain unchanged (Table|4.4).. . . .. ... ... ... ... ...

Machine learning pipeline applied identically to each feature set configura-
tion. The upper row shows the LOO-CV evaluation: normalized features
undergo feature selection and Random Forest classification with 162-fold
cross-validation. The lower row shows the holdout evaluation: the final model
trained on all 162 patients is evaluated on a separate holdout set, producing
a classification report and confusion matrix. The identical pipeline structure
ensures that performance differences between configurations are attributable
to the feature content alone. . . . . . . . ... ... oL

Leave-One-Out Cross-Validation schematic. Each of the 162 patients serves
as the single test sample exactly once (red), while the remaining 161 patients
form the training set (blue). The 162 individual predictions ¢; are aggregated
to compute the final performance metrics. This deterministic procedure
produces one prediction per patient without randomness. . . . ... ...

Dashboard architecture showing the two analytical modules (ODE Solver and
ML Exploration), their data sources, and user interaction points. . . . . .
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Sequential embedding strategy for temporal continuity. The embedding from
each timepoint initializes the next, so that the same patient tends to appear in
a similar region across timepoints. The concatenated embedding is computed
independently from the full feature vector. . . . . . . . . . ... ... ...
Grid search strategy for dimensionality reduction hyperparameters. Each
cell in the parameter grid is evaluated using Silhouette Score and Calinski-
Harabasz Index. The resulting score matrices are displayed as interactive
heatmaps in the dashboard. . . . . . . . ... ... ... ... ... ....
The Hungarian algorithm ensures consistent cluster labeling across timepoints.
A cost_matrix based on centroid distances is constructed between clusters at
consecutive timepoints, and the optimal assignment aligns labels so that the
same patient subgroup retains its identity. . . . . . . . ... ...
Dimensionality reduction overview. (a) Dropdown menus for feature set and
embedding method selection. (b, ¢) Score heatmaps showing clustering quality
as a function of the embedding hyperparameter (x-axis) and number of clusters
(y-axis). The red cross marks the currently selected configuration. Color uses
a perceptually uniform sequential colormap. . . . . . . . . ... ... ...
Full embedding layout for UMAP with five clusters. Left column: cluster
assignments at each timepoint (7 through 73) and for the concatenated
features. Right column: cluster transitions between consecutive timepoints.
The overview conveys the grid structure and visual continuity achieved through
sequential embedding initialization. Individual plots are shown at readable
scale in Figure |4.15. . . . . . . ..o oo
Patient-level exploration. (a) Hovering over patient 474874 at Tj highlights the
same patient across subsequent timepoints, enabling trajectory tracking. (b)
Persistent tooltip showing patient ID, cluster assignment, position, and cluster
membership across all timepoints including the concatenated embedding.
ML model comparison. (a) Dropdown menus for model variant, feature
selection method, and result type. (b) LOO-CV bar chart showing accuracy,
precision, recall, and F1. (c¢) Classification report as heatmap with per-class
precision, recall, F'l1-score, accuracy, and support. . . . . . . . .. ... ..
Feature importance views. (a) Importance distribution ranked by decreasing
value. (b) Cumulative importance curve showing the fraction of total impor-
tance captured as features are added. (c) Ranking table with feature names
and exact numeric values.| . . . .. ..o Lo oL L
ODE solver module. (a) Parameter form with model and PK model selection,
treatment schedule, and solver configuration. (b) Resulting simulation with
treated tumor trajectory (solid) and untreated control growth (dashed).
Zoom and filter controls. (a) Native toolbar providing zoom (synchronized
across subplots), pan, and selection tools. (b) Embedding hyperparameter
sliders controlling which pre-computed configuration is displayed. (c¢) Range
sliders restricting the heatmap axes to a parameter subregion. (d) Importance
threshold slider filtering features below the set value.|. . . . . .. ... ..
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System architecture. The browser communicates with Flask via HTTP. Flask
delegates computation to four Python modules. Pre-computed results are
stored in two SQLite databases. Arrows indicate data flow direction.| . . .

Module dependency and data flow. The radiomics pipeline (top, blue) produces
feature CSVs. The Simeoni pipeline (left, green) produces mechanistic features.
Both feed into the ML module (right, orange), which stores results in SQLite
databases. . . . . . . . ..

Database schemas. (a) m1_model.db uses a star schema with six tables. (b)
dim_reduction.db uses a normalized schema with 13 tables. . . . . . .

Validation of the calibrated Simeoni model for 5 representative patients. Blue
curves show simulated tumor volume trajectories, red dots indicate actual
MRI measurements at TO (day 0), T1 (day 21), T2 (day 84), and T3 (day 168).
The dashed vertical line marks the transition from Paclitaxel to Doxorubicin
treatment. . . . . . . . . L Lo e e e e e e

Representative individual patient trajectory fits spanning the error range,
from near-perfect to extreme percent error due to near-complete treatment
FESPOMSE., . . . v o v o e e e e e e e e e

T0-only method comparison across feature sets and selection methods.
Radiomics-only models (left columns) consistently outperform combined
models (right columns) across all methods. . . . .. ... ... ... ...

Temporal performance trends comparing radiomics-only baseline (blue) with
best combined models (green) across timepoint combinations. Error bars show
standard deviation across models within each group. Annotations indicate
the percentage point difference (Simeoni effect) at each timepoint.

Method comparison for all-timepoints models. Even at the highest-performing
timepoint combination, radiomics-only models outperform combined models
across all feature selection methods. Simeoni-only models are omitted because
they are T0-only by design and do not have multi-timepoint variants.

Simeoni feature selection frequency across all combined models that use
automated feature selection. Patient-varying features (top) are selected most
frequently, while constant mechanistic parameters (bottom) are selected least
often. All 15 features are selected in at least 25% of models. . . . . . . . .

Random Forest feature importance for Simeoni features across combined
models. AUC shows the highest mean importance (0.104), followed by fi-
nal volume (0.060), phase2_reduction (0.055), and nadir volume (0.052).
Error bars indicate standard deviation across models where each feature
was selected. The five constant model parameters have zero variance across
patients and therefore zero importance. . . . . ... .. ... ... ..
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Overall performance comparison showing the top 25 and bottom 25 models
of 116 total, sorted by LOO-CV accuracy. Colors indicate feature set: blue
(radiomics-only), teal (combined), orange (Simeoni-only), and purple (hybrid).
The top 3 models are: #1 allt_sl_boruta_26_120000_inc20 (90.1%,
radiomics-only), #2 allt_sl_rfecv_06 (88.9%, radiomics-only), and #3
allt_sl_impcv_12_loo (88.3%, radiomics-only). Radiomics-only models
dominate the highest-performing positions, while Simeoni-only models cluster
in the 5863% range. . . . . . . . ...

Forest plot of hypothesis test results with effect sizes and confidence intervals.

Green filled circles indicate significant positive effects (H1, H2, H4). Hollow
red circles indicate non-significant results (H3a, H3b). Each hypothesis shows
the point estimate (circle) and 95% confidence interval (horizontal bar), with
p-values on the right. H4 uses n? rather than Cohen’s d, and has no confidence
interval as it is an ANOVA result. . . . . ... ... ... ... .. ....

Confusion matrices for the 5-class treatment response classification, evaluated
on 24 patients. The diagonal shows correct predictions. The majority of
misclassifications occur between adjacent response classes (e.g., significant vs
moderate shrinkage). . . . . . ... Lo oo oo

Per-class F'1 scores for the 5-class evaluation on 24 patients. Performance is
highest for the majority class (significant shrinkage). Minority classes with
very few holdout samples (stable: 0, moderate growth: 0, significant growth:
2) yield F1 scores of zero because all instances were misclassified. Missing
bars indicate F1 = 0, not absent data for classes with non-zero support.| .

UMAP embedding of radiomics-only features (428 features) at n_ neighbors
= 17, n_ clusters = 5: T0 and T1. Individual data points are intentionally
small to visualize overall cluster structure. Five clusters emerge with distinct
spatial separation from baseline imaging onward. . . . . .. ... ... ..

UMAP embedding of radiomics-only features: T2, T'3, and concatenated view.

Five clusters show clear spatial separation that persists across all timepoints.

UMAP embedding of Simeoni-only features (15 features): single concatenated
embedding at n_ neighbors = 17, n_ clusters = 5. Cluster separation is weaker
compared to radiomics-only, consistent with the lower classification accuracy
of Simeoni-only models (60.5%). . . . ... ... ... ... .. ... ...

UMAP embedding of combined features (443 features) at n_neighbors =
17, n_ clusters = 5: TO and T1. The embedding is visually similar to the
radiomics-only case (Figure [6.12)), as the 428 radiomic features dominate the
443-dimensional space. . . . . . . ...

UMAP embedding of combined features: T2, T3, and concatenated view.

Visually similar to radiomics-only (Figure [6.13), confirming that Simeoni
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