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Abstract

The majority of text-to-image generation systems rely on linear text prompts, which
struggle to represent complex relationships. Building upon an existing prompting tree
interface for image generation which allows the description of prompts using nodes and
edges, this research investigates the enhancement of graph-base prompting through
two contributions: automated edge-label generation optimized graph visualization. By
providing upgrades to the system, users can create graphs with an integrated Large
Language Model (Qwen) or Masked Language Model (BERT) to automatically generate
edge labels in the prompting tree. Furthermore, we introduce a secondary "overview
layout" using the Dagre engine to address graph readability and label occlusion.

The evaluation focuses on three aspects: the accuracy and efficiency of automated edge-
label generation, its impact on image quality as measured by CLIP scores, and the
effectiveness of the overview layout for graph visualization. Experiments demonstrate
that BERT has faster inference times compared to Qwen and generates more reliable
predictions. Although the impact of augmented prompts on final image quality varied,
the proposed overview layout successfully optimized the distribution of graph elements
and eliminated label occlusion.
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CHAPTER

Introduction

1.1 Motivation

While text-to-image generation has seen rapid advancement, the majority of current
systems rely on linear text prompts, which often struggle to represent complex spatial and
semantic relationships [BLN23|. Although scene graphs have been proposed as a structural
alternative [JGFF18], their adoption is still frequently hindered by the significant manual
effort required to define nodes and relationships compared to traditional text entry
[BBC™25]. Still, there remains a research gap regarding interactive, assistive systems
that support users during the graph-construction process. Specifically, the potential for
a Large Language Model (LLM) and a Masked Language Model (MLM) to streamline
this workflow by automatically predicting relational predicates has not been extensively
explored.

This thesis builds upon the graph-based image generation framework introduced by
Eschner et al. [ELTZW25|. The system utilizes a “prompting tree” which allows users to
describe scenes using a node-and-edge structure, where each path in the tree is parsed
into a prompt for an image generation model.

The goal is to address the aforementioned research gap by enhancing the prompting
tree with an automated edge-label generation system and implementing a secondary,
simplified overview layout designed to craft complex image descriptions.

1.2 Problem

Current text-to-image generation systems often require users to engage in extensive
trial-and-error to construct an effective prompt [LC22, [HX25]. Automatic predictions
for parts of the prompt could significantly reduce this manual effort and cognitive load,
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allowing users to concentrate exclusively on the primary subjects and their properties of
their image prompt.

Additionally, the scalability of graph-based prompts presents a major usability challenge.
As a prompting tree grows, the structural complexity can overwhelm the user, leading to
confusion and a loss of orientation within the workspace. Without an intuitive layout
and automated assistance, the user’s creative flow is interrupted by the mundane task
of graph management, preventing a seamless transition from mental concept to digital
output.

1.3 Research Questions

The proposed extensions to the graph-based image generation system raise several
questions regarding the effectiveness of automated label generation and layout scalability:

1. Which underlying technology for the automated generation of edge labels is most
effective in terms of accuracy and speed?

2. To what extent does the transition from the default edge labels to automatically
generated labels affect the quality of the resulting images?

3. How does the implementation of an overview layout influence graph readability?

1.4 Objectives

The primary objective of this thesis is to evaluate different methodologies for automated
edge-label generation and determine their impact on the image generation process. The
aim is to identify whether automatically generated edge labels which adapt to the specific
nodes can serve as a replacement for user generated ones. Also, to investigate whether
the automated edge label approach leads to a more precise representation of the user’s
intent compared to the current default settings.

Furthermore, this research seeks to assess the benefits of the proposed overview layout.
By applying established graph readability metrics, we will check whether this new
visualization improves the clarity of the system.



CHAPTER

Background

Before we discuss the proposed systems further, this chapter introduces some more
background information for further understanding. Key topics include the [ViBEx
architecture and a comparison of BERT and Qwen language models. Additionally, the
chapter discusses evaluation frameworks for Al-generated imagery and explores layout
strategies and readability metrics for complex graph visualizations.

2.1 ViBEx Paper

The |Visual Bias Explorer (ViBEx) framework, introduced by Eschner et al. [ELTZW25],
serves as the foundational architecture for the generative graph user interface used in this
research. The system provides an interactive exploration tool designed to identify existing
biases within text-to-image models. By constructing a custom prompting tree, users
define anchor concepts and test concepts to generate image sets, which are subsequently
analyzed using OpenAT’s CLIP model (see Section 2.3) to quantify the alignment between
the generated images and specific concepts. This process enables users to investigate, for
example, whether ‘successful person’ exhibit a skew towards men or women.

While ViBEx]| is model-agnostic and has successfully uncovered novel biases in models
such as Stable Diffusion 3 (SD3), its graph-based prompting mechanism has limitations in
the amount of work needed for its construction. Currently, graphs consist of user-defined
nodes connected by edges that default to the generic label “that has property.” Adjusting
the labels to ensure unrestricted complexity of the generated prompts requires tedious
manual work compared to an interface where edges are automatically individually defined
[ELTZW?25].
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2.2 BERT & Qwen

Bidirectional Encoder Representations from Transformers (BERT), introduced by Google
[DCLT19], represents a milestone in natural language processing still remains the bench-
mark for MLM] tasks despite its release in 2018 [TBU25|. Its capabilities are particularly
relevant for this thesis, as it enables the model to predict missing entities or relations
in sentences by analyzing the surrounding context. Beyond masked prediction, BERT
also performs Next Sentence Prediction and serves as a robust backbone for sentiment
analysis.

In contrast, Qwen is a contemporary family of LLM| models developed by Alibaba
Cloud [BBC™23|. While BERT| focuses on masked language modeling for understanding,
Qwen is optimized predicting the next token in a sequence to generate coherent text.
The Qwen ecosystem provides a versatile range of model sizes to accommodate various
computational constraints, alongside specialized variants fine-tuned for specific tasks
such as mathematics and programming.

2.3 CLIP Score

Judging how effectively a generated image aligns with the given text prompt is a common
issue. The |Contrastive Language-Image Pre-training (CLIP) score serves this purpose
by measuring the similarity between an image and its corresponding prompt. Using a
dual-encoder architecture, the technology converts both the generated image and the
text prompt to mathematical vectors to calculate their correlation [HHET21].

2.4 Layouting Graphs

Modern graph visualization research has established several algorithmic approaches for
organizing nodes and edges to optimize readability and user interaction.

Force-Directed Layouts are widely adopted for their ability to produce aesthetically
pleasing, symmetric graphs with uniform edge lengths. These algorithms treat nodes
as physical objects influenced by repulsive and attractive forces, allowing for intuitive
user manipulation. However, as the number of nodes increases, these layouts often suffer
from high computational complexity and a greater frequency of edge crossings and node
overlaps, particularly in dense datasets [HWP™19].

Radial Tree Layouts arrange nodes in concentric circles radiating from a central root
node. This approach is highly space-efficient, accommodating a larger number of leaf
nodes within a confined display area compared to linear trees. By leveraging radial
symmetry, these layouts typically reduce edge crossings and make structural patterns or
anomalies easier to find to the user [HLT™20).

Hierarchical Layouts organize nodes into distinct ranks. Several algorithms exist to
arrange graphs which minimize edge crossings and ensure a clear visual “flow” from root
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to leaf nodes [STTQT7]. Flavors of these algorithms are also implemented within the React
Flow ecosystem used in this project. Among others, these two specific layout engines are
available:

o Dagre Layout: A directed graph layout engine that organizes nodes in a traditional
top-down or left-to-right hierarchical structure.

o ELK (elkjs) Tree Layout: Part of the Eclipse Layout Kernel, this engine offers
advanced tree-structuring capabilities. Unlike standard centered trees, it can be
configured for more compact, alignment-based positioning like right- or left-aligned
subtrees.

2.5 Graph Readability

To quantify the visual quality and interpretability of graph-based interface, a set of
established readability metrics are frequently utilized. These metrics, widely documented
in literature [HWP™19, [Yun24], are used to measure the degree of “visual noise” and
cognitive load imposed on the user. Key metrics include:

e Node Occlusions: Occurs when two or more nodes occupy the same spatial
coordinates or are placed in such proximity that their labels become illegible.

e« Node Spread: Measures the evenness of node distribution across the available
canvas. A balanced spread with consistent edge lengths generally improves layout
predictability and clarity.
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Related Work

3.1 LLM-Assisted Prompting

Significant research has been made in the field of exploring the utility of LLMs for
automated prompt optimization. For instance, Li et al. [LWZ24] introduced ‘Promptist’,
a framework that transforms raw user input into “model-preferred” prompts. By enriching
simple descriptions with artistic styles, technical parameters, and descriptive adjectives,
the system produces prompts that are more likely to yield aesthetically pleasing results.
This approach predicts the most effective variation of a prompt by comparing different
versions based on automated quality metrics, effectively automating the trial-and-error
process typically required of users.

While traditional [LLMs are limited by not being able to see the visual output they describe,
recent advancements have introduced vision-based feedback loops. Yang et al. [YZHS25]
proposed a self-correcting workflow in which the system analyzes a generated image,
identifies discrepancies between the visual result and the user’s intent, and iteratively
refines the prompt. This allows the model repeat the generation process until the image
achieves a satisfactory level of alignment with the target description.

These assistive technologies significantly lower the barrier to entry for non-experts into
prompt engineering. By automating the refinement process before the request is processed
by the diffusion model, these systems enhance efficiency and mitigate the need for user
trial and error.

However, some researchers have questioned the efficiency of [LLM-based refinement. Ma
et al. [MWZ"24] challenged the assumption that models like GPT-4 can consistently
transform “bad” prompts into high-quality ones. Their study found that while LLMs excel
at making immediate, high-impact initial improvements, they often experience diminishing
returns in subsequent iterations. Furthermore, the success of these optimizations is highly

7
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sensitive to the quality of the LLM’s own system instructions. A “lackluster” meta-prompt
for the [LLM] itself leads to suboptimal results in the final image generation prompts.

3.2 Automatic Knowledge Graph Completion

BERT)| was initially adapted by Yao et al. [YML19] for Knowledge Graph Completion
(KGC) by leveraging its ability to process natural language descriptions of entities and
relations. Unlike traditional methods that rely strictly on structural patterns, BERT
evaluates the validity of a factual triple (start node, edge, end node) based on its
underlying semantic content. This allows the model to also perform end node prediction
by treating the graph components as sentences.

The accuracy of the predictions is calculated using several metrics for a comparison across
different models [YML19]:

¢ Mean Rank: This metric measures the average rank assigned to the correct rela-
tions across all prediction tasks. A lower Mean Rank indicates better performance,
as it implies the correct entities are positioned closer to the top of the predicted
list.

o Hits@k: This metric evaluates the proportion of instances where the correct
relation appears within the top k highest-ranked predictions generated by the
model. k is typically a value of 1, 3 or 10.

o Mean Reciprocal Rank (MRR): This metric measures how effectively the first
relevant answers is produced across several queries.
Unlike Hits@k, which treats all ranks within the threshold equally, MRR applies a
position-based penalty. For instance, while a Hits@2 evaluation assigns a binary
score of 1 regardless of whether the correct prediction is in the first or second
position, MRR progressively discounts the score (e.g., assigning 1 for first place
and 0.5 for second place).

Subsequent research, such as the work by Hahi et al. [GB24], has extended this approach
by incorporating nodes in the neighborhood, providing the model with richer context
to enhance prediction accuracy. As models often perform inconsistent across different
metrics, the paper introduces a new evaluation metric: Evaluation based on Distance
from Average Solution (EDAS). This metric aggregates various metrics like the ones
mentioned above into one single score.

In recent years, deep learning approaches have received widespread attention due to
their superior accuracy and efficiency. [CWZ720] In addition to BERT| other prominent
models include:

o GPT: Large Language Models such as Generative Pre-trained Transformers (GPT)
and, in this work, Qwen can complete knowledge graphs by predicting missing
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entities or relations based on their understanding of text and graph structure
[XZL1722].

ERNIE: ERNIE enriches language models with structured information from
knowledge graphs, enabling more accurate detection of semantic relationships
|[ZHL719].

R-GCN: Relational Graph Convolutional Networks (R-GCNs) extend a standard
Graph Convolutional Networks| to handle multiple types of relations in graphs,
improving entity and relation prediction [SKBT18].
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Methodology

4.1 Choosing the Technology

To evaluate the most effective approach for automated edge-label generation, we compare
a MLM] against a LLML The specific models were selected based on their industry standing,
their ability to operate within varying hardware constraints and their availability as
open-source models on HuggingFace. For the image generation model ‘sdxl-turbo’ [A]]
was used.

For the MLM approach, a lightweight version of BERT ‘albert-base-v2’ [comal was
initially selected for preliminary testing due to local hardware limitations. However,
this model proved to be too resource-constrained and produced unreliable results for
this specific task. Once greater computational resources were secured, the more robust
‘bert-large-uncased’ [comb|] was implemented.

Regarding the LLM, the Qwen family was chosen for its high performance-to-size ratio and
the availability of small-scale 0.5 billion parameter versions suitable for local development
[Gup25]. While the ‘Qwen2.5-0.5B-Instruct’ [Qwea] model allowed for initial prototyping
on a laptop, it ultimately lacked the reasoning capabilities required for accurate label
generation. Consequently, the larger ‘Qwen2.5-3B-Instruct’ [Qweb] was selected as the
primary [LLM for the final evaluation.

4.2 Prompt Engineering

The primary role of the LLM]|in this framework is to dynamically generate semantic
relationships between nodes. Following the conceptual definitions established by Eschner
et al. [ELTZW25], nodes typically represent nouns and adjectives, while edges are
represented by verbs and prepositions.

11
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Unlike the MLM| which can infer missing tokens given a sentence context, the LLM
required an iterative prompt engineering process to achieve the desired output quality.
Initial experiments with zero-shot prompting proved insufficient for generating consistent,
grammatically correct relations.

4.2.1 Subgraph Context

During implementation, it was investigated whether providing the model with broader
context, specifically the subgraph from the root node to the current edge’s start node,
would improve the relevance of the generated labels. Haji et al. [GB24] showed that this
“subgraph context” would act as a more descriptive prompt for the edge label generation
models than a simple node pair.

However, the findings indicated that the LLM (Qwen) did not demonstrate a significant
improvement in semantic accuracy when provided with this extended context. In some
cases, the [LLM| echoed words already present within the connected nodes. Examples of
the suboptimal outputs can be seen in Figure 4.1.

e Figures 4.1a and 4.1b: The model should output “person has skin is dark.” In
this example, enabling the subgraph context produced no qualitative difference.

e Figure 4.1c/land 4.1d: These illustrate how enabling subgraph context sometimes
causes Qwen to repeat terms already present in the input nodes.

e Figures 4.1e and 4.1f: These show how BERT occasionally interprets the input
as an enumeration when provided with subgraph context.

person + has ¢ i w52 dark person + has ¢ skin 4 is o dark
(a) QWEN with subgraph context (b) QWEN without subgraph context
(c) QWEN with subgraph context (d) QWEN without subgraph context
person +* ww.mo.u\ .C . skin #,0 dark T 4 without & - s o dark
(e) BERT with subgraph context (f) BERT without subgraph context

Figure 4.1: Examples with subgraph context on and off

The MLM (BERT) showed mixed results with the subgraph context implementation
enabled. The accuracy fluctuated between marginal improvements and mild regressions.
As a consequence, the decision was made to disable subgraph context for all subsequent
experiments.



4.2. Prompt Engineering

4.2.2 Final prompt

In the final form, the task description for Qwen looks as follows.

You are a semantic graph relation predictor. Your task is to predict the 5
best relationship phrases that connect two given nodes.

Task: Given two nodes, output a list of 5 distinct, concise relationship phrases
(can be one or multiple words) that connect them grammatically.

As this prompt did not prove to be sufficiently effective, few-shot prompting was in-
troduced. By providing the model with exemplary node-edge-node triplets the model’s
understanding of the required task was greatly enhanced.

Example inputs 1: Nodel: ’lamp’, Node2: ’table’

Example output 1: ["is standing on", "illuminates", "is above", "rests upon",
"is located on']

Example inputs 2: Nodel: ’person’, Node2: "happy’

n n n n

Example output 2: ["is", "feels", "seems", "appears", "looks"]

Example inputs 3: Nodel: ’picture’, Node2: 'man’
Example output 3: ["that shows", "that depicts", "featuring”, "illustrates",
"represents’]

Example inputs 4: Nodel: ’teacher’, Node2: ’standing’

n ns_n n n n

Example output 4: ["has property", "is", "appears", "seems", "looks"]

Finally, to ensure the output could be parsed programmatically by the generative system,
strict formatting constraints were implemented.

Rules:
1. Output ONLY a valid JSON list of strings (e.g., ["phrase 1", "phrase 2']).

2. Do not include markdown formatting (like “‘json), explanations, or num-
bering.

3. Phrases must be grammatically correct relations (verbs, prepositions).
4. Order them from most likely to least likely.

The final optimized system prompt combined these instructions, requiring only a minimal
user prompt containing the start and end nodes:

"Node 1: ’start’ | Node2: ’end’ —'

13
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4.3 Data Flow

The system’s data flow is illustrated in Figure 4.2l Primary state management is
handled by the frontend, where any modifications to the graph structure are immediately
synchronized with and persisted in the backend.

When a node’s content is updated, the frontend identifies dependent edges that require
re-evaluation (described further in Section 5.2.3). It then dispatches an asynchronous
request to the backend, which acts as a mediator, forwarding the request to the edge-
completion service. Once the inference is complete, the service returns the predicted
labels to the backend, which in turn pushes the updates to the frontend for visualization.

A similar orchestration occurs during the image generation process. Upon a user-triggered
generation event, the backend routes the request to a dedicated image generation server.
After the synthesis is complete, the resulting images are archived within the backend’s
storage layer and simultaneously transmitted to the frontend for display within the user

interface.
Frontend

F

Image Generation
o

h 4

Edge-Completion
Service

Figure 4.2: The data flow in the application

4.4 Graph Layouts

To improve the interpretability of complex prompting trees a clearer representation of
the graph’s hierarchy should be offered. This allows users to more efficiently extract the
underlying prompt structure and navigate between nodes.

A key feature of this implementation is the interactive synchronization between the two
layouts; selecting a node in the structured view should immediately center the user’s
focus on the corresponding element in the main workspace.

Ultimately, the Dagre layout engine was selected for this purpose due to its ability to that
emphasize the underlying hierarchical leading to immediate visual clarity [HAUIL9]. As
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demonstrated in Figure 4.3, the Dagre implementation provides top-down organization
that complements the more fluid, exploratory nature of the primary interface.

output
node 4 node 5
autput
node 3 node 2a
input

node 2 node 2b

node 2¢ node 2d

Figure 4.3: Horizontal Dagre Layout

15
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5.1 Tech Stack

The system is developed using a containerized architecture to ensure seamless portability
from local prototyping to high-performance environments. The deployment is orchestrated
via Docker and consists of three primary microservices: a React-based frontend, a Python
backend, and a dedicated Python edge-completion service.

To accommodate the computational demands of the language models, the edge-completion
service was deployed on a high-performance server provided by the TU Wien technology
team, equipped with an NVIDIA RTX 3080 GPU. This setup allowed the frontend and
backend to remain lightweight while offloading the resource-intensive edge label inference
tasks to the GPU-accelerated node.

The frontend and backend leverage existing implementations by Eschner et al. [ELTZW25].
The frontend was built with Vite [Inc] and React Flow [xf] for graph visualization. Both
the backend and the edge-completion service are implemented in Python using the
FastAPI framework [Ram|. The language models, including BERT| and Qwen, are
integrated into the pipeline via the Hugging Face Transformers library.

5.2 Edge Labeling

For the generative edge labeling, the React Flow edge class is significantly extended
into a new class called SmartRelationLine. It needs to allow displaying generated edges,
switching between other generated words, and entering manual labels. Additionally, the
edges have to display the current status of the edge: loading, generated, or manual.

The lifecycle of a SmartRelationLine is illustrated in Figure [5.1.

17
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&—craatod loading result from edge-completion generated

select ‘custom’

" : - al }

Figure 5.1: States of a SmartRelationLine

deleted

5.2.1 Qualifiers

In the foundational implementation by Eschner et al. [ELTZW25], edge labels were
managed through a centralized qualifier system. Users were required to define a “qualifier’
in a separate menu before assigning it to an edge. Within the data structure, edges
referenced these qualifiers by a unique ID, and the frontend code dynamically fetched
the corresponding text labels.

)

To ensure backward compatibility and maintain a consistent data schema in the backend,
the automated edge-completion system continues to utilize this qualifier architecture.
Although the Al-generated labels are no longer globally controlled by the user, they are
mapped to the existing RelationQualifier type:

export type RelationQualifier = {
id: string;
text: string;
prefix: string;
suffix: string;

}i

When the system generates a list of suggested labels, these are temporarily stored within
the edge’s metadata. Once a user selects a specific suggested label, the system performs
an automated lookup: if a qualifier with matching text already exists, the edge is linked
to the existing ID; otherwise, a new qualifier is initialized to store the new label.

5.2.2 Edge Ul

To enable switching between states, several new Ul elements are implemented for the
graph edges. While the system processes the pair of nodes, a loading animation consisting
of a horizontal gray gradient is displayed to indicate background activity (Figure 5.2).

Upon completion of the model inference, the system automatically populates the edge
with the highest-probability prediction (Figure 5.3a). In this generated state, users can
interact with the edge to reveal a selection menu, allowing them to choose from the
alternative top-five generated labels (Figure 5.3b)).

18
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person hair

Figure 5.2: SmartRelationLine that is still processing

person \i;c with hair

without

facial
person + with ¢ hair %, Custom Label

(a) Initial state (b) Selection from multiple labels

Figure 5.3: SmartRelationLine with a generated label

For cases where the automated suggestions do not meet the user’s intent, a custom
input option is provided. Selecting this option opens a text field for manual label entry
(Figure 5.4).

person [had hair
Figure 5.4: SmartRelationLine text field for entering manual label

Once a manual label is confirmed, the edge transitions to the manual state (Figure 5.5).
To maintain flexibility, if the user subsequently clears the manual text field, the system
dynamically reverts the edge to the Al suggestion previously generated.

person / has hair

Figure 5.5: SmartRelationLine with a manual label

5.2.3 Triggers for Edge Label Prediction

To ensure that the graph remains semantically correct with updated user input, edge-
label generation is triggered whenever the text content of a connected concept node is
modified. To optimize performance and avoid redundant network requests, a debounce
timer of 1,100 milliseconds is implemented. Although established research suggests
that a debounce timer of more than 1 seconds is considered suboptimal [Nie94], this
threshold was intentionally chosen to account for the significant computation time of
LLM interference. Given that QWEN can take up to 20 seconds (see Section 6.2.1)
for a single request, a shorter time could waste resources by triggering redundant and
performance intensive requests.

19
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Algorithm 5.1: Processing node update trigger
Input: Updated node n, Set of all edges
1 foreach e € FE do

2 if (e.start =n V e.end = n) A e.state =' generated then
3 ‘ Trigger asynchronous backend request for e

4 end

5 end

5.3 Edge Completion Service

The edge-completion service is implemented as a standalone FastAPI application in
Python. It exposes a specialized endpoint to process relational queries, accepting a JSON
payload with the following schema:

{ "start": "string", "end": "string" }

While the backend server supports multiple configurations of both Qwen and BERT
architectures, the implementation for this thesis was restricted to the specific model
variants evaluated in Chapter 6l Upon receiving a request, the service performs model
inference and returns a list of top predicted relationship phrases in the following format:

{ "predictions": ["string", ...] }

5.4 Overview Layout

For the overview layout, a second react flow view is introduced. The overview layout with
a 25 % split sits right above the main prompting tree with a 75 % split. In Figure 5.6
we can see the |ViBEx sample graph (specified in Figure 6.1a) with the overview layout.
The edges in the Dagre layout feature at most two joints, one below the source node
and one above the target node. The edges were adjusted to support edge labels that are
situated right above the second edge joint. This helps clarifying which target node the
label belongs to.

If any changes are made in the main prompting tree, the overview layout is automatically
updated. Also, if a node is clicked, the main prompting tree zooms to the node and
highlights it as seen in Figure [5.7.
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picture
of of of
person woman man
is with is is with ‘with
happy skin beautiful standing hair shoulder
is is is is has property
bright dark short long naked
bright dark
+#is ¢ 4 is ¢
skin
long
. short
+ is &
- +#is ¢
/7 with v
hair
shoulder
< - + with ¢
. L + with ¢ .
# has property wis o standing
person "
naked ) +#is ¢
- 4 is ¢ S ~ -
+ of ¢
beautiful
happy
picture
4 of ¢ + of &
man woman

Figure 5.6: A tree with the overview layout
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Figure 5.7: Clicking node in the overview layout
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6.1 Measurement Technique

6.1.1 Edge Completion Technology

The tests were conducted by by reconstructing the reference graphs established in the
ViBEx framework (Figure 6.1). The models were compared based on their generation
speed, specifically measuring the inference time required to produce a set of relationship
suggestions and on their accuracy

During this reconstruction process, the amount of the automatically generated labels
maintaining the intended semantic relationship of the original manually-defined labels
was counted. Accuracy was specifically measured by calculating the ratio of “successful”
labels (those requiring no user intervention) against the total number of edges that
required manual correction to align with the desired prompt context.

6.1.2 Generated Image Quality

A critical aspect of this evaluation was determining whether the modification of prompting
trees impacted the quality of the resulting images. To quantify this impact, the |[CLIP
score described in Section [2.3| was utilized as an objective measure of alignment. A higher
CLIP|score indicates that the generative model achieved a closer correspondence between
the textual input and the visual output, therefore translating the adjusted prompt into a
more accurate representation of the user’s intent [HHFT21].

Each prompt was evaluated only against the images generated from that same prompt.
The reported value for each prompt is the mean |CLIP| score across its own generated
images, providing a prompt-specific measure of prompt-image alignment.
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Figure 6.1: Reference graphs from the ViBEx paper

6.1.3 Graph Measures

To quantify the improvements in layout scalability and clarity, the established metrics for
graph readability are adapted to the improved graph edges. Each metric is evaluated by
comparing the overview layout results against a baseline of user-made graphs, inspired
by the evaluation framework established by [HWP™19]. Two primary aesthetic metrics
are utilized:

o« Edge Label Occlusions is defined as the total count of instances where edge
labels overlap other edge labels or other nodes which impairs label legibility. This
is determined by calculating bounding box overlaps between nodes and edge labels.

o Edge Label Spread quantifies the average Euclidean pairwise distance (in pixels)
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between all edge labels, normalized by the maximum pairwise distance within the
graph. A lower score indicates a denser, more compact label distribution. The
average pairwise distance (APD) is calculated as follows:

APD:LTSi \/( i T )2+ ( Yi Y )2
n(n—1)

B i S | Tmazr  Tmaz Ymaz  Ymax

where:

— n is the number of edge label coordinates,
— (z4,y;) are the original label coordinates,

— Tmaz and Ypmee are the maximum x and y values among all labels in the graph.

6.2 Results

6.2.1 Edge Completion Model Performance

To evaluate the model’s output, we categorized the generated suggestions into three tiers
of utility:

o Tier 1 (Optimal): The primary (highest-probability) suggestion was semantically
accurate and required no user adjustment.

e Tier 2 (Acceptable): While the primary suggestion was suboptimal, one of the
alternative top-five suggestions met the user’s intent.

o Tier 3 (Inadequate): None of the generated suggestions were feasible, requiring
a manual user override.

These categories are indicated in the following tables using the colors green for Tier 1,
yellow for Tier 2 and red for Tier 3.

QWEN

The Qwen2.5-3B-Instruct model demonstrated significant computational demand, as
evidenced by the inference latencies recorded in Table |6.1. While the model produced
a diverse range of suggestions, its primary (top-ranked) predictions occasionally lacked
semantic relevance.

For instance, the initial suggestions for node pairs such as “picture—man” and “pic-
ture-woman” were not optimal; however, the alternative predictions within the top-five
results provided highly usable and contextually appropriate labels putting them in Tier
2. Out of the evaluated test set, only four specific node pairs yielded entirely inadequate
results that necessitated manual intervention (Tier 3).
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Start End Duration (s) Top Predictions

picture  man 11.3071 is in, depicts, shows, features, pictures

picture = woman 12.7893 painted by, drawn by, taken by, depicts,
shows

picture  person 11.2577 depicts, shows, features, illustrates, por-
trays

person beautiful 14.5186 is beautiful, appears beautiful, looks beau-
tiful, feels beautiful, sees as beautiful

person happy 11.0813 feels, appears, seems, is, look

person standing  17.1089 stands, is standing, is in the act of standing,
holds a position of standing, is positioned
to stand

person shoulder  15.1747 hangs from, is supported by, rests on, is
attached to, is positioned on

shoulder naked 14.0108 is bare, is unclothed, is naked, has no cloth-
ing, is exposed

person hair 11.6160 has, is adorned with, wears, comprises, fea-
tures

hair short 11.1048 is, appears, feels, seems, looks

hair long 11.7615 is, appears, feels, seems, has length

person skin 12.0314 has, is covered by, has, is made of, is

skin bright 11.0395 is, looks, appears, feels, seems

skin dark 10.4929 is, appears, feels, looks, has

26

Table 6.1: Qwen2.5-3B-Instruct model predictions and performance for reference graph 1

The raw output generated by the model is visualized in Figure 6.2a. To achieve the final
desired image prompt, the four Tier 3 edges were manually refined to better align with
the target composition, as shown in the corrected graph in Figure |6.2b.

BERT

In contrast to the [LLM| approach, the BERT-Large model demonstrated a significant
reduction in computational overhead, with inference latencies averaging under 0.1 seconds
per edge (Table 6.2). Despite its smaller parameter count, BERT]s performance was
highly competitive, often matching or exceeding the semantic utility of the larger Qwen
model for specific node pairs.

However, as an MLM|, BERT occasionally prioritized structural or punctuation tokens
(e.g., “-7, “” «“”) over descriptive relationship phrases. This behavior is evident in
Table 6.2, where node pairs such as “person—skin” and “person—beautiful” resulted in
many special-character suggestions. Despite this, the majority of the generated labels

were semantically sufficient for image generation. Only two specific node pairs resulted
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Figure 6.2: Graphs generated by the Qwen model

Start End Duration (s) Top Predictions
picture man 0.4968 book, of, the, -, perfect
picture  woman 0.0779 of, a, the, book, perfect
picture  person 0.0795 of, a, ., in, the

person beautiful 0.0806 is, :, -, was, ,

person happy 0.0780 is, be, :, very, was
person standing  0.1175 is, :, not, was, -

person shoulder 0.0768 with, on, without, touching, -
shoulder naked 0.0805 -, length, blades, :, width
person hair 0.0789 with, without, -, :, facial
hair short 0.0792 is, cut, :, very, -

hair long 0.0760 is, too, very, -, not
person skin 0.0804 without, -, ,, :, and

skin bright 0.0935 s0, was, too, is, glowing
skin dark 0.0892 is, -, :, was, very

Table 6.2: BERT-Large model predictions and performance for reference graph 1

in entirely inadequate labels (Tier 3) that required manual intervention.

The initial graph generated using the BERT-Large model is shown in Figure 6.3a.
Following manual refinement of the failed edge labels, the final optimized graph is
presented in Figure 6.3b.
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Figure 6.3: Graphs generated by the BERT-Large model

Performance Comparison

Results for reference graph 2 (Figure 6.1b)) and reference graph 3 (Figure 6.1c) can be
found in Appendix |[Al Table [6.3| shows the total results of all three reference graphs. The
two models demonstrate a stark contrast in computational efficiency. The Qwen2.5-3B-
Instruct model, utilizing a custom prompt, produced results with a mean inference latency
of 12.13 seconds. In contrast, the BERT-Large model was significantly faster, with an
average processing time of approximately 0.18 seconds. This represents a nearly 100-fold
improvement in speed, which is critical for maintaining a responsive user interface during
real-time graph editing.

Beyond temporal performance, the models also differ in their storage footprint. The
BERT-Large deployment requires approximately 1.5 GB of disk space, whereas the Qwen
model requires roughly 8 GB.

Quantitatively, BERT| demonstrated greater reliability in its predictions. Although Qwen
generated a higher number of Tier 1 primary suggestions (27 compared to BERT’s 24),
BERT significantly outperformed Qwen in the Tier 2 category, producing 14 usable
predictions over Qwen’s 8. Most notably, BERT| produced only 7 “inadequate” Tier 3
results requiring manual override, compared to 10 such instances for the Qwen model.

Measure BERT QWEN
Average processing time (seconds)  0.18 12.13
First prediction usable (Tier 1) 24 27
Predictions usable (Tier 2) 14 8
All bad predictions (Tier 3) 7 10

Table 6.3: Performance comparison between the models
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6.2.2 Edge Completion Generated Images

To evaluate the impact of automated edge completion, the reference graphs from the
original |ViBEx! paper were utilized to generate and compare comparative image sets.

Prompt 1

The first prompt was derived from reference graph 1 (Figure 6.1a), resulting in the input:
“picture that shows a person with long hair”. The resulting image set is displayed
in Figure 6.4al

Subsequently, the prompts were refined using both models. The Qwen-adjusted prompt,
“picture depicts person has hair is long”, produced the images shown in Figure 6.4bl
The BERT}adjusted variant, “picture of person with hair is long”, resulted in the
outputs seen in Figure 6.4cl

a) Original prompt 1 generated images

’Mih

(b) Qwen adjusted prompt 1 generated im-(c) BERT adjusted prompt 1 generated im-
ages ages

Figure 6.4: Generated images from prompt 1

The performance for this set is summarized in Table [6.4. Both edge completion models
yielded a marginal improvement in semantic alignment over the baseline. Specifically,
BERT achieved the highest CLIP scores (0.2999), representing a very slight but measurable
increase in prompt adherence compared to the original prompt (0.2945).

Prompt 2

The second evaluation case was also derived from reference graph 1 (Figure 6.1a), focusing
on an emotional attribute: “picture that shows a happy person”. The baseline
image set is displayed in Figure [6.5a.
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Prompt Avg. CLIP Score

Original 0.2945
Qwen adjusted  0.2951
BERT adjusted 0.2999

Table 6.4: Prompt 1 generated image CLIP scores

The models produced different interpretations for this attribute. The Qwen-adjusted
prompt resulted in “picture depicts person feels happy”, while the BERT-variant
simplified the input to “picture of person is happy”. The visual outputs for these
prompts are shown in Figures and respectively.

(b) Qwen adjusted prompt 2 generated im-(c) BERT adjusted prompt 2 generated im-
ages ages

Figure 6.5: Generated images from prompt 2

For this set, summarized in Table both edge completion models led to an improvement
in semantic alignment compared to the original prompt. The Qwen-adjusted prompts
achieved the highest average score (0.2832), followed by the BERT-adjusted prompts
(0.2645), both outperforming the baseline score of 0.2528.

Prompt Avg. CLIP Score

Original 0.2528
Qwen adjusted  0.2832
BERT adjusted 0.2645

Table 6.5: Prompt 2 generated image CLIP scores
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Prompt 3

The third evaluation case was derived from reference graph 3 (Figure 6.1c)), utilizing
a more complex attribute: “picture that shows a retirement age person”. The
baseline images generated from this input are shown in Figure [6.6a.

The Qwen model produced the prompt “picture depicts person is at retirement
age”, while the BERT model generated “picture of person of retirement age”.
These visual results are presented in Figures |6.6b and |6.6¢.

(b) Qwen adjusted prompt 3 generated im-(c) BERT adjusted prompt 3 generated im-
ages ages

Figure 6.6: Generated images from prompt 3
The performance summarized in Table 6.6 illustrates a performance split between the

two models. While BERT achieved a marginal improvement over the baseline (0.2944 vs.
0.2841), the Qwen-adjusted prompt resulted in lower CLIP scores (0.2751).

Prompt Avg. CLIP Score

Original 0.2841
Qwen adjusted  0.2751
BERT adjusted 0.2944

Table 6.6: Prompt 3 generated image CLIP scores

6.2.3 Overview Layout Scalability

To evaluate the effectiveness of the structured layout interface, we reconstructed several
graphs from the ViBEx paper [ELTZW25]. The following subsections detail the perfor-
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mance of the automated Dagre overview layout compared to the reference graphs across
three test cases.

Reference Graph 1

For the first reference graph, we take the reference graph from Figure [6.1a in which we
can see that the graph already had some overlapping edge labels present in the published
paper. For example, the edges between ‘person’ as well as ‘beautiful’ and ‘person’ and
‘happy’ have suboptimal edge label placement.

As shown in Table 6.7, both the reference graph had 2 edge label occlusions while the
optimized overview layout achieved zero label occlusions. In this scenario, the benefit of
the overview layout (seen in Figure 6.7) is also a moderate increase in edge label spread
(0.46 for the test graph vs. 0.50 for the overview layout). This indicates a more even
distribution of edge labels and, consequently, improved graph legibility.

picture

of of of

person woman man

is with is is with with

happy skin beautiful standing hair shoulder

is is is is has property

bright dark short long naked

Figure 6.7: Overview layout for reference graph 1

Graph Edge Label Occlusions Edge Label Spread
Reference graph 2 0.46
Overview layout 0 0.50

Table 6.7: Graph 1 measurement results

Reference Graph 2

Graph 2 (Figure 6.1b)) represents a slightly simpler graph with no edge label occlusions. As
evidenced in Table 6.8, the overview layout (Figure 6.8) still achieved a higher edge label
spread score than the reference graph, making the whole graph more evenly distributed.

Graph Edge Label Occlusions Edge Label Spread
Reference graph 0 0.43
Overview layout 0 0.51

Table 6.8: Graph 2 measurement results
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Figure 6.8: Overview layout for reference graph 2

Reference Graph 3

Graph 3 (Figure 6.1c)) represents a very large and convoluted graph. The reference graph
also features one edge label occlusion between ‘picture’ and ‘person’, which is fixed in the
overview layout as seen in Figure 6.9. Especially in such a large graph, the edge label
spread disparity between the reference graph and the overview layout are large with a
score of 0.38 for the reference graph and 0.48 for the overview layout as seen in Table 6.9,
highlighting the improved edge label distribution provided by the overview layout.

Figure 6.9: Overview layout for reference graph 3

Graph Edge Label Occlusions Edge Label Spread
Reference graph 1 0.38
Overview layout 0 0.48

Table 6.9: Graph 3 measurement results

6.3 Discussion

The evaluation demonstrates that a MLM) specifically BERT-Large, are more effective
than a LLM] like Qwen2.5-3B for predicting edge labels in a graph-based prompting
interface. BERT-Large achieved a 100-fold improvement in speed over Qwen and qualita-
tively, BERT| was more reliable, producing less "inadequate" Tier 3 results across the test
set. These findings suggest that, for real-time interactive systems, a lightweight MLM is
better suited to larger generative models for semantic relation prediction.

In terms of generated image quality, the results were derived by reconstructing three
reference graphs from the [ViBEx framework. While these provide a benchmark, the
impact on final image quality was inconsistent. In several cases, automated refinements
yielded only marginal improvements in (CLIP|scores. In more complex cases the Qwen-
adjusted prompt actually resulted in lower (CLIP| scores compared to the original prompt.
This indicates that automated label generation does not always translate to better model
performance.
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At the same time, the results should be interpreted with caution. Prior work emphasizes
that the (CLIP, score is an objective alignment metric but does not fully capture perceived
usefulness or user-intent alignment [HHEF"21]. The same applies to the Dagre overview
layout, whose practical benefits for visual clarity and interaction could more reliably be
validated with users.

The proposed Dagre overview layout succeeded in eliminating label occlusions in all test
cases, reducing them from as many as two occlusions in the reference graphs to zero.
It also increased the edge label spread, providing a more even and legible distribution
of elements. Practicality is further enhanced by interactive synchronization; clicking a
node in the structured overview automatically zooms in and highlights the corresponding
element in the main workspace, helping users maintain orientation as their graphs grow.

6.3.1 Limitations

The evaluation revealed the following limitations:

e Model Quirks: BERT| occasionally prioritizes structural tokens or punctuation

(e.g., "-", ":", ".") over descriptive phrases, which requires future implementation of
post-processing filters.

o Contextual Reasoning: Efforts to provide models with broader "subgraph context"
(the path from the root to the current node) did not significantly improve accuracy
and sometimes caused the models to repeat terms already present in the nodes.

o Computational Demand: Despite Qwen’s diverse suggestions, its 8 GB storage
footprint and high latency make it less suitable for responsive user interfaces
compared to BERT’s 1.5 GB footprint.



CHAPTER

Conclusion and Future Work

7.1 Conclusion

The evaluation of automated edge-labeling methods demonstrates that an MLM) such as
BERT-Large, can be effective for the task of edge-label prediction. Despite possessing
significantly fewer parameters than the ‘Qwen2.5-3B-Instruct’ LLM, BERT}Large pro-
vided superior performance in terms of inference latency. Furthermore, the qualitative
assessment revealed that | BERT| generated fewer "inadequate" results, leading to more
reliable inputs for the image-generation process. Consequently, in response to Research
Question 1 (Section 1.3)), it can be concluded that BERT!is better suited for this specific
application than the larger generative Qwen model.

Regarding the impact on image quality addressed in Research Question 2, the re-
sults were mixed. While certain automated refinements successfully enhanced semantic
alignment, others provided negligible improvements or slightly lower scores. Finally,
the proposed overview layout mentioned in Research Question 3 demonstrated clear
benefits for graph interpretability; by significantly reducing edge label occlusions and
ensuring a more uniform distribution of edge labels, suggesting the layout optimized the
readability of the system.

7.2 Future Work

The limitations identified in Section 6.3| suggest several directions for future improvement:

e Prompt Engineering Enhancements: Future iterations of the LLM] system
prompt could be optimized to better leverage the expanded subgraph context
discussed in Section 4.2.1. Refining the few-shot examples and instruction sets may
further improve the model’s ability.
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e User Evaluation of Generative Outputs: While this study utilized |CLIP|scores

for objective measurement, a comprehensive user study is necessary to evaluate the
perceived utility of the generated images. Subjective assessments of "visual intent
alignment" would provide deeper insights into whether automated enhancements of
user-generated prompts translate to improved user satisfaction.

Comparative Layout Analysis: Further investigation is required to determine
whether traditional force-directed layout algorithms could provide comparable or
superior benefits to the automated overview layout in terms of structural clarity
and user experience improvements.

Filtering of BERT predictions: To improve the utility of BERT}based predic-
tions, future implementations should incorporate post-processing filters. Discarding
non-semantic tokens and punctuation as discussed in Section [6.2.1| would refine the
resulting edge label options, ensuring that only meaningful words are presented to
the user.



APPENDIX

Additional Edge Completion

Results

Start End Duration (s) Top Predictions

picture black and white 14.6800 is in, has color, is rendered in, uses color
scheme of, employs color palette of

picture woman 14.3963 is in, shows, depicts, features, pictures

picture man 10.2565 depicts, shows, features, illustrates, por-
trays

picture person 10.3124 depicts, shows, illustrates, features, por-
trays

person naked shoulders 9.8053 reveals, exposes, shows, has, features

person  slim 10.2860 is, appears, looks, seems, feels

person light skin 12.7724 has, appears, is, has complexion of, has
skin tone of

person dark hair 11.3927 has, wears, is known for, has, is associated
with

person  young 10.2908 is, appears, feels, seems, acts

person  business look 16.3056 appears as, acts as, functions as, performs
the role of, demonstrates the characteris-
tics of

person 10.2584 is, feels, seems, appears, looks

Table A.1: Qwen2.5-3B-Instruct model predictions and performance for reference graph 2
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Start End Duration (s) Top Predictions
picture black and white 0.5228 in, :, book, ,, is

picture woman 0.1537 of, a, the, book, perfect
picture man 0.0782 book, of, the, -, perfect
picture person 0.0587 of, a, ,, in, the

person naked shoulders 0.1281 with, has, -, ,, :

person  slim 0.1671 :, 18, -, was, =

person light skin 0.1524 with, of, has, :, ,
person  dark hair 0.0821 with, :, -, has, ,

person  young 0.0776 too, :, is, was, -

person  business look 0.0901 look, with, -, /, in
person 0.0746 il 7!

Table A.2: BERT-Large model predictions and performance for reference graph 2



Start End Duration (s) Top Predictions

picture exciting colors  11.8170 features, contains, is adorned with, depicts,
shows

picture bright colors 10.9924 is colored with, features, uses, employs,
contains

picture colors 12.4131 is colored with, has colors, depicts colors,
features colors, contains colors

picture woman 12.2701 painted by, drawn by, photographed, de-
picts, shows

picture man 11.1703 is in, depicts, shows, features, pictures

picture person 11.3590 depicts, shows, illustrates, features, por-
trays

person old 12.3689 is old, gets old, becomes old, is aged, ap-
pears old

person  young 11.0087 is, appears, feels, acts, seems

person  child 13.0424 is parent of, has child, is mother of, is
father of, has offspring

person retirement age 11.3314 is at, reaches, has attained, has passed, is
approaching

person  happy 10.9704 feels, appears, seems, is, look

person  serious 11.9388 is, appears, feels, seems, acts

person formal clothing 11.4056 wears, dresses, attires, clothes, doffs

person  professional 12.4921 works as, is, acts as, functions as, performs
the role of

person asian 11.4095 is, belongs to, has ethnicity, is of, identifies
as

person european 11.8543 is from, belongs to, is of, comes from, iden-
tifies as

person  bare skin 11.0434 has, is covered with, exposes, shows, re-
veals

person  nurse 12.7374 works as, is a, acts as, is employed by,
practices for

person  doctor 13.7837 works as, is a, practiced by, consulted by,
is employed by

person  boss 14.8178 is boss of, reports to, is managed by, su-

pervises, is superior to

Table A.3: Qwen2.5-3B model predictions and performance for reference graph 3
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Start End Duration (s) Top Predictions
picture exciting colors  0.2776 of, with, in, :, -

picture bright colors 0.0843 in, of, with, quality, :
picture colors 0.0741 and, in, color, with, -
picture woman 0.0826 of, a, the, book, perfect
picture man 0.0850 book, of, the, -, perfect
picture person 0.0817 of, a, ,, in, the

person old 0.0897 ;, s, -, =, of

person  young 0.0808 too, :, is, was, -

person  child 0.0835 or, /, and, -, ,

person retirement age  0.0805 of, reaching, approaching, below, under
person  happy 0.1683 is, be, :, very, was
person  serious 1.0757 is, was, not, very, -
person formal clothing 1.0951 in, wears, wearing, with, without
person  professional 0.1215 s /, or, -, and

person  asian 0.0809 ;, 18, =, -, ethnic
person european 0.0776 :, =, -, is, of

person  bare skin 0.8429 with, :, -, has, ,

person  nurse 0.0780 =, -or/

person  doctor 0.6572 -, or, 5,/

person  boss 0.0759 or, /, -, =, and

Table A.4: BERT-Large model predictions and performance for reference graph 3



Overview of Generative Al Tools
Used

The following Al tols were used in the creation of this paper:

Literature Research and Summarization: Al was utilized to identify relevant pub-
lications and provide initial summaries of research papers using Google Scholar
Labs for discovery and Gemini & Flash for summarization.

Textual Refinement and Proofreading: Gemini 3 Flash was used for formatting
suggestions, proof-reading the text and wording improvements.

Software Development: GitHub Copilot was used as a development assistant for in-

line code suggestions, debugging, and for generating script components related to
the evaluation framework.

Prompt Examples:

“Can you summarize this paper: [BibTeX reference/?”
“Can you check the wording of this paragraph from my bachelor thesis: [Text
snippet]”

41






4.1
4.2
4.3

9.1
0.2
9.3
0.4
9.9
0.6
0.7

6.1
6.2
6.3
6.4
6.5
6.6
6.7
6.8
6.9

List of Figures

Examples with subgraph context onandoff . . . . . . .. ... ... ...

The data flow in the application| . .
Horizontal Dagre Layout . . . . . . .

States of a SmartRelationLine . . . .

SmartRelationLine that is still processing . . . . . . ... ... ... ...
SmartRelationLine with a generated label . . . . . . . ... ... ... ..
SmartRelationLine text field for entering manual label . . . . . . .. . ..
SmartRelationLine with a manual labell . . . . . . ... ... ... ....

A tree with the overview layout| . . .
Clicking node in the overview layout

Reference graphs from the ViBEx paper . . . . . .. ... .. ... ....

Graphs generated by the Qwen model

Graphs generated by the BERT-Large model . . . . . ... ... .....

Generated images from prompt 1| . .
Generated images from prompt 2| . .
Generated images from prompt 3| . .
Overview layout for reference graph 1
Overview layout for reference graph 2
Overview layout for reference graph 3

12
14
15

18
19
19
19
19
21
22

24
27
28
29
30
31
32
33
33

43






6.1
6.2
6.3
6.4
6.5
6.6
6.7
6.8
6.9

Al
A2
A3
A4

List of Tables

Qwen2.5-3B-Instruct model predictions and performance for reference graph 1
BERT-Large model predictions and performance for reference graph 1 . .
Performance comparison between the models . . . . .. .. ... ... ..
Prompt 1 generated image CLIP scores . . .. ... ... .........
Prompt 2 generated image CLIP scores . . . . .. ... ... ... ....
Prompt 3 generated image CLIP scores . . . ... .. ... ... .....
Graph 1 measurement results| . . . . . .. .. ... ... ... ... ...
Graph 2 measurement results . . . . ... ... ... L.
Graph 3 measurement results . . . . .. ... ... ... L.

Qwen2.5-3B-Instruct model predictions and performance for reference graph 2
BERT-Large model predictions and performance for reference graph 2 . .
Qwen2.5-3B model predictions and performance for reference graph 3
BERT-Large model predictions and performance for reference graph 3 . .

26
27
28
30
30
31
32
32
33

37
38
39
40

45
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Glossary

Graph Convolutional Networks Graph Convolutional Networks (GCNs) are an ap-
proach novel for semi-supervised classification on graph-structured data. The gather
features of specific nodes and combine them with neighboring nodes to extract
patterns for further processing [KW16].. 9

Knowledge Graph A Knowledge Graph is a semantic graph made of edge and nodes.
They depict the knowledge of real-world objects using tuples. These tuples describe
two nodes (concepts) and edge representing a one relationship between the nodes

[ZWLF23).. 8
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Acronyms

BERT Bidirectional Encoder Representations from Transformers. 3|, 4l 8|, |11, 12, (17} 20,
26, 2831, [33H36

CLIP Contrastive Language-Image Pre-training. 3|, 14, 23, 29-31}, 133}, 34, 136
LLM Large Language Model. |1, 4} 7, 8, |11, 12, |19} 26, |33, 35
MLM Masked Language Model. |1}, 4, 11, |12, 26, |33, |35

ViBEx Visual Bias Explorer. 3, 20, 23] |29, 31, 33
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